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IDENTITY INFORMATION REVEALED FROM MOBILE
TOUCH GESTURES
MARGIT ANTAL, LÁSZLÓ ZSOLT SZABÓ, AND ZSOLT BOKOR
Abstract. Due to the powerful sensors incorporated, the new generations
of smartphones have become capable of many sophisticated biometrics.
Touchscreen based biometrics is a new type of biometrics showing great
potential. In this paper we review the studies already conducted in this
direction, then present our study aimed to find the best method for touch
data based identification. We collected a large touch dataset from 71 users
using 8 different mobile devices: tablets and phones. Touch data were
divided in strokes and several classification schemes like k-NN, Random
Forests and SVM were investigated on this dataset. Measurements show
that several strokes are required for accurate user identification. Besides
different classification results, statistical analysis of the collected data is
presented.

1. Introduction
Biometrics technology is now increasingly adopted in a wide range of security systems. These systems identify users by their measurable human characteristics like fingerprint, hand geometry, voice, signature, keystroke dynamics,
gait and s.o. Biometrics systems are divided into identification and verification systems. An identification system determines a person’s identity by performing one-to-many comparison against a biometric dataset. Identification
systems are widely used in criminal or frequent customers tracking. A verification or authentication system performs one-to-one comparison and matches
the claimed identity against the current biometrics sample. Verification systems are used for access control for doors, cars, computers, mobile devices,
ATMs and s.o. The development of pattern recognition significantly influenced biometrics research. Several types of biometrics have been intensively
studied like fingerprint [13], face [15] , voice [11], palmprint [12], keystroke
dynamics [2] [10] [14], gait [9].
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68T10.
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Most desktop computers and mobile devices offer only entry-point based
authentication schemes which usually require providing a username/password
combination. However, after the authentication step has been carried out, the
device could be used by other unauthorized users. If software were able to continuously track the identity of the user, this abnormal usage pattern would be
impossible. Continuous keystroke dynamics (typing rhythm) [3] is a proposal
to solve such usage anomalies. Unfortunately typing rhythm based continuous authentication schemes are not suitable for smartphones, hence mobile
devices, compared to desktop computers, are more vulnerable concerning their
security. Touch-based biometrics is proposed instead of keystroke dynamics
in a few recent studies. Damopoulos et. al. [5] suggested a touchlogger software to detect the owner’s usage patterns and to block unauthorized access to
the device. The paper presents classification measurements on a non-public
dataset containing data from 18 users. [1] and [6] results show that adding
biometric touch information to screen unlock patterns can enhance the security of the method. Only one study [7] presents results about the amount and
type of touch data necessary for high accuracy authentication.
The main objective of our research is to study whether vertical and horizontal scrolling touch data (strokes) can be used for user identification. A
second objective is to determine the amount of touch scrolling data necessary
for accurate identification.
2. Methods
In order to study the suitability of vertical and horizontal strokes for user
identification we designed a data collection application. Data were collected
in four sessions from several Android phones and sent to a data server. Afterwards data analysis and feature extraction was performed, followed by single
and multiple stroke classification experiments.
2.1. Data acquisition. For data acquisition a client-server application was
developed. The Android client presents to users two types of tasks which
require scrolling interactions. One type of task is a reading task, and the other
type is an image gallery. While the reading task requires vertical scrolling, the
image gallery task requires horizontal scrolling. In the first task users have to
read a text and answer to some questions regarding text comprehension. The
questions are inserted after each paragraph as shown in figure 1.c. Questions
are shown to the user by pressing the numbered buttons inserted into the
text. Figure 1.d shows an example of quiz. The texts are uploaded by the
administrator to the server application and after the login operation Android
clients always synchronize with the server and download the new texts. For
the second task the images were uploaded to the server application side and
were grouped into albums. Android clients synchronize with the server and
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download only the newest album. In this case the task was to select the
favorite picture. Data were sent to the server continuously during the two
tasks. Data collection was performed during 4 weeks, for each week a new
text comprehension task and a new album were added. 71 users, 56 male
and 15 female participated in this study. The average age of the participants
was 29.8 with a standard deviation of 9.08. The youngest was 19 and the
oldest one was 47 years old. 8 different Android devices were used having
resolutions from 320x480 to 1080x1205 pixels. Each participant provided the
data in multiple sessions, sometimes from multiple devices. In the registration
phase several extra information were required from the participants such as
the gender, the birth date and the user experience level using touchscreen.
Device information such as Android version, resolution were also stored. The
user experience level was quantized into 4 classes: unexperienced, moderate
experienced, experienced and very experienced stated by the user.
2.2. Data cleansing. Data acquisition was followed by data cleansing. In
this process sequences of pixels were divided into strokes, a procedure which
provoked several problems to solve. First of all, several users did not rise their
finger between consecutive strokes. This resulted in compound strokes which
had to be divided into individual strokes using pressure and time information.
Secondly, one device used in data acquisition turned out to be inappropriate
due to its incapacity to return the accurate pressure value. This device always
returned the value 1, consequently all the strokes collected through this device
were excluded from the dataset. Finally, short strokes were detected, containing no more than three pixels. These strokes were also excluded from the final
dataset. After cleaning the data remained 14316 strokes (11584 horizontal and
2732 vertical), which means that we had on average 200 strokes/user.
2.3. Feature extraction. The collected raw data were divided into strokes.
Each stroke consists of a sequence of touchscreen points between a starting and
stopping point. The k.th stroke is defined as v k = (xki , yik , vxki , vyik , tki , pki , Aki , oki ),
i ∈ 1, 2, . . . , N k , where xki , yik are the coordinates of the touching position,
vxki , vyik are the horizontal and vertical velocities, tki is the timestamp, pki the
pressure, Aki the area covered by the finger, oki the orientation of the device
(horizontal or vertical) and N k denotes the number of points belonging to the
stroke. From each stroke one feature vector was extracted. We used a similar
terminology as in [7], but used fewer features. The elements of our feature
vector are the following: (1)stroke duration: the time needed for a stroke
expressed in milliseconds; (2)start x: the x coordinate of the stroke starting
point; (3)start y: the y coordinate of the stroke starting point; (4)stop x: the x
coordinate of the stroke ending point; (5)stop y: the y coordinate of the stroke
ending point; (6)direct end − to − end distance: the length of the segment
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(a) Menu

(b) Gallery

(c) Reading

(d) Questions

Figure 1. The Android client
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defined by the two endpoints; (7)mean resultant length: a feature characterizing the straightness of the stroke [7]; (8)up down lef t right f lag: orientation
of the stroke; (9)direction of end − to − end line: the slope of the segment defined by the two endpoints; (10)largest deviation f rom end−to−end line: the
maximum of the distances between points belonging to the stroke and the segment defined by the two endpoints; (11)average direction: the average slope
of the segments belonging to the stroke trajectory; (12)length of trajectory:
the length of the stroke; (13)average velocity: the average velocity of the
stroke; (14)mid − stroke pressure: the pressure at the midpoint of the stroke;
(15)mid − stroke area covered: the area covered by finger at the midpoint
of the stroke; Additional information were available for each stroke such as
information regarding the device, the task in which the stroke was produced
and information regarding the user who produced the stroke. Some of these
additional information were used only as attributes for labeling the class in
different classifications.
2.4. Classification. For classification we used k-NN, SVM (SMO algorithm)
and Random forests algorithms. k nearest neighbors (k-NN) is an instance
based classification algorithm where a new instance label is decided by the k
closest neighbors. We tested the algorithm for several odd values for parameter
k and report the best accuracy. We always mention the value of parameter k
which produce the best accuracy.
Support vector machines (SVM) build a linear discriminant function that
separates the instances of classes. If no linear separation is possible, a kernel
is applied which maps the instances into a high-dimensional feature space. In
this paper we experimented with the following kernels offered by the Weka
Machine learning toolkit: polynomial kernel, normalized polynomial kernel,
the Puk kernel (Pearson VII function based universal kernel, [16]), and RBF
kernel. Moreover, we optimized the parameters of these kernels. PUK kernel
produced the best results for our data, so we report accuracies obtained using
this type of kernel.
Random forests [4] classifier builds up a number of decision trees following specific rules for tree growing, tree combination, self-testing and postprocessing. Among the benefits of Random forests classifier we mention the
following: it can be used for both regression and classification, there is no need
for prior feature selection and the training phase is fast.
3. Results
3.1. Classification results. For classification we used a Java program based
on Weka API [8]. All measurements were made using 3-fold cross-validation.
For multiple stroke classification the evaluation phase consisted of computing
the prediction distribution for each stroke belonging to the stroke sequence to

10
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Figure 2. Classification of multiple strokes
be classified. The prediction distribution is an array of probabilities having N
elements, where N is the number of classes.
Let us denote X the sequence of strokes to be classified:
X = {x1 , x2 , . . . , xT },
xi ∈ RD ,
where T is the number of strokes and D is the number of features. We
obtained for each stroke the prediction distribution
k
Pi = {p1i , p2i , . . . , pN
i }, pi ∈ [0, 1], k = 1 . . . N, i = 1 . . . T.
We computed the average probability for each class and chose the maximum one. Consequently, a sequence of strokes was classified belonging to the
k th class if the average probability for this class was the maximum one.
Figure 2 shows that for our 71 users dataset the k-NN and the Random
forests algorithms provide almost the same accuracy starting from 56% for
one stroke and ending in more than 95% for 10 strokes. This means that
accurate identification cannot be made using only one stroke, but requires
several strokes. The number of mistakes made by Random forests algorithm
are illustrated in figure 3 with the confusion matrices obtained for one, three,
five and ten strokes.

3.2. The best features for user identification. Feature selection is the
process of selecting a subset of relevant features in order to reduce the time
to build a classifier and to improve the classification rate.
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Figure 3. Classification of multiple strokes
Not every classifier benefits from feature selection, e.g. the decision tree
based classifiers C4.5 and Random forests. These classifiers are capable of
selecting and using the most relevant features.
Weka is also capable of performing feature selection (Select attributes). If
we combine an attribute evaluator with a Ranker search method, we obtain
the ranking of the features, i.e. feature relevance with respect to the class.
In order to make our result comparable to Frank et. al. [7] result, we used
GainRatioAttributeEval evaluator. This specific evaluator computes a value
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Table 1. Feature ranking
Gain ratio
0.307
0.229
0.186
0.175
0.169
0.158
0.157
0.143
0.135
0.133
0.132
0.132
0.129
0.124
0.116

Feature
mid-stroke-area-covered
mid-stroke-pressure
direction-of-end-to-end-line
direct-end-to-end-distance
length-of-trajectory
average-velocity
start-y
stop-y
average-direction
stroke-duration
largest-deviation-from-end-to-end
mean-resultant-length
stop-x
start-x
up-down-left-right

between 0 and 1 for each feature (gain ratio with respect to class [17]). The
larger this value is, the more it determines the user.
Using the GainRatioAttributeEval evaluator resulted in the ranking shown
in Table 1. We should note that our results resemble those of Frank et. al.,
who found our best 3 features (mid-stroke-are-covered, mid-stroke-pressure
and direction-of-end-to-end-line) to be among their best 4 features in this
order.
Figure 4 shows the histograms for the best 4 features for user identity
classification.
4. Conclusions
We designed an experiment for collecting touch data on Android devices
in multiple sessions. Touch data were divided into strokes, then user classification measurements were performed using single and multiple strokes.
Measurements show that several strokes are necessary for an accurate user
identification. We obtained over 95% accuracy for 10 strokes in the case of
k-NN and Random forests algorithm. Besides the classification experiments
we used feature ranking in order to find the best features for user identification. We can conclude that for our dataset the most discriminative features
are finger area and pressure, both measured at the middle of the stroke, direction of the line between the two endpoints of the stroke, and the length
of the line between the two endpoints of the stroke. This is largely identical
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Figure 4. Histograms for the best features
to the feature ranking obtained by Frank et. al. in their study [7]. Based
on the classification results we can state that this stroke based method can
be used for continuous authentication in mobile applications where the basic
navigation mechanism is similar. However, other types of touch interactions
should be investigated in order to offer a general continuous authentication
method for mobile devices. The fact that we investigated only vertical and
horizontal scrolling can be considered a major limitation of our study.
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STUDY ON FOREGROUND SEGMENTATION METHODS
FOR A 4D STUDIO
CORINA BLAJOVICI1 , ZSOLT JANKÓ2 , AND DMITRY CHETVERIKOV2
Abstract. A 4D reconstruction studio is an intelligent environment that
enables 3D modelling of moving actors and deformable objects. The visual quality of the final 3D model, in terms of both geometry and texture, is greatly influenced by the precision and accuracy of the segmented
foreground object. This paper extends our previous work on the image
segmentation methods developed for the 4D studio at MTA SZTAKI, Budapest, Hungary. The studio uses a three-step approach for extracting
the foreground silhouette: (i) background subtraction using spherical coordinates, (ii) foreground post-processing using a colour filtering approach
based on the background colour, (iii) detection and removal of casted shadows. We give an overview of these techniques and perform a comparative
evaluation in terms of both quantitative measures and qualitative analysis.
We discuss our results in various imaging conditions, such as illumination
variations.

1. Introduction
Obtaining models of dynamic 3D objects plays an important role in content
generation for computer games, film production, interactive media, motion
analysis and other applications. Several multi-camera systems for dynamic 3D
modeling, also called 4D reconstruction studios, have been proposed. A brief
survey of advanced 4D studios is presented in [14]. A 4D reconstruction studio
is a room with characteristic background, usually green or blue, equipped
with lighting sources, multiple calibrated, synchronised, high-resolution video
cameras and appropriate computing facilities. The main objectives of a 4D
reconstruction studio are: capturing a scene from multiple viewpoints and
Received by the editors: May 1, 2014.
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automatically building time-varying 3D models of real objects or actors moving
in the scene.
Dynamic 3D models of actors can be used to populate virtual worlds or
models of large-scale real-world scenes obtained by other sensors such as LIDAR. Such a system for reconstruction and visualisation of complex scenes
that integrates both outdoor 4D data measured by a rotating multi-beam
LIDAR sensor, and 4D models obtained in a 4D studio is presented in [2].
Furthermore, real-time 4D reconstruction can enhance classical means of remote communication by adding realistic sensations to visual perception. With
a suitable facility, such as a 3D monitor or a CAVE, 3D models can create an
immersive and realistic experience.
The 4D Studio at MTA SZTAKI [14, 12] is, to the best of our knowledge,
the first 4D Reconstruction Studio in Eastern Europe. The basic hardware
and configuration of the studio are presented in [14]. The studio can operate
in off-line [14] and real-time modes [12]. The main steps of the reconstruction
process are: extracting colour images from captured data, segmentation into
foreground and background, creating volumetric model using the Visual Hull
algorithm [15], creating the triangulated mesh from the volumetric model using
the Marching Cubes algorithm [16] and finally adding texture to the model.
For both off-line and real-time modes, image segmentation is a key step,
since the visual quality of the 3D model highly depends on the accuracy of the
extracted silhouette. In real-time mode, a simplified segmentation procedure
is implemented. This is less robust and precise, but much faster [12]. For the
off-line version, a three-step approach aimed at removing the background, is
developed. The foreground image is obtained by background subtraction [4].
The result is then filtered using the constraint that the background colour
of the studio is green [6]. In the end, shadows are detected and removed to
obtain the final foreground silhouette [4].
This paper extends our previous work on foreground segmentation for the
4D studio at MTA SZTAKI, presented in [6]. First, we perform a comparative
evaluation of the segmentation methods proposed for removing misclassified
background regions using the background colour of the studio. Second, we
analyse how using different colour representations for the shadow model can
improve shadow detection in 4D studio images. We compare different colour
representations, in terms of both quantitative measures and qualitative analysis, and discuss our results.
The rest of this paper is structured as follows. In Section 2, we present
relevant background-foreground segmentation approaches proposed for other
4D studios around the world, and review shadow detection methods based on
different colour spaces. We give an overview of the background removal methods developed for the 4D studio at MTA SZTAKI. The solutions for detecting
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green regions belonging to the background that may still be present after background subtraction are presented in Section 3. Section 4 describes the shadow
physical model and how it is used in different colour spaces. Experimental
results for evaluation of the shadow detection approaches and exploiting the
background colour are discussed in Section 5. Our conclusions are presented
in Section 6.
2. Background
2.1. Related Work. Precise and robust foreground segmentation is a key
element in many computer vision applications such as 3D reconstruction from
silhouettes, object tracking and vision-based motion capture systems. Background subtraction is one of the most common approaches used for separating moving foreground objects from the scene [21]. Chroma-keying approaches [26] have also been used for extracting the foreground object from
the background in controlled environments with uniform, possibly constantcoloured background, usually blue or green. The real-time 3D modeling system
proposed by Petit et al. [20] uses background subtraction in YUV colour space,
based on a combination of a Gaussian model for the chromatic information
and an interval model for the intensity information. Vlasic et al. [27] use in
a multi-view reconstruction studio a combination of background subtraction
and chroma-keying to obtain the foreground silhouettes, which are further
used to create visual hulls for an initial phase of geometry reconstruction. Wu
et al. [28] setup a high-speed multi-view performance capture environment
with a green screen background, where background subtraction is performed
by simple thresholding in the HSV colour space using the background image
captured by each camera prior to recording.
Foreground objects obtained by different segmentation methods might still
be noisy due to shadows that might be misclassified as foreground. The reader
is further referred to [22], [24], and [1] for comprehensive surveys on methods
for detecting moving shadows developed over the past decade. Most shadow
detection approaches are based on the assumption that pixels in the shadow
region are darker but have the same chromaticity. Cucchiara et al. [9, 8] used
HSV colour space for shadow detection. They show that the value component
is darker in the shadow regions, while hue and saturation vary within certain
limits. Horprasert et al. [13] proposed a method that uses the RGB representation to separate the colour into chromaticity and brightness components.
Other exploited colour spaces are the normalised RGB [18, 7], c1c2c3 [23],
YUV [17, 25]. Petit et al. [20] use for shadow detection in their real-time 3D
reconstruction the method based on the approach of Horprasert et al. [13].
Methods based on chromaticity have been preferred in computer vision due
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to their simplicity and speed. However, such methods are more sensitive to
noise, since they are pixel-based.
Some studies evaluate the efficiency of colour representation for shadow
detection. Benedek et al. [3] proposed a framework for evaluating the HSV,
RGB, c1c2c3, CIE L*u*v colour spaces in simple indoor environments, highways with dark shadows and outdoor scenes with difficult illumination. For
all these cases, they reported that CIE L*u*v was the most effective.

2.2. Overview of foreground segmentation for the 4D studio at MTA
SZTAKI. The foreground-background segmentation developed for the 4D
Studio at MTA SZTAKI has been recently presented in [4, 5]. The method is
based on background subtraction using spherical colour representation that is
known to improve robustness to illumination changes and shadows in optical
flow calculation [19]. Scalar difference between the reference background image
and the processed image is calculated pixel-by-pixel and stored in a greyscale
difference image. Foreground pixels are select as outliers by a robust outlier
detection algorithm, assuming that background pixels form a majority. In [5]
a comparison of three colour spaces is performed for background subtraction,
namely the RGB, the normalised RGB, and the spherical colour representation. The authors concluded that the spherical colour representation makes
the background subtraction algorithm more robust and thus less sensitive to
illumination changes.
In the second step, foreground extraction exploits the background colour
of the studio to detect green regions that might have been assigned to the
foreground during background subtraction. Although using background colour
for segmentation removes also shadows casted on the ground, this is only
available when illumination conditions are good and thus shadows are not too
dark. In addition, when the foreground object contains such green regions,
the method for background removal based on green colour cannot be applied.
Shadows that are casted by the object itself tend to be classified as part
of the foreground and can cause object shape distortion. Therefore, shadows
are detected and removed from the silhouettes obtained in the previous steps.
Shadow removal starts by detecting the ground region of the studio, using a
simple single seeded region growing algorithm in the HSV colour space and
then applying shadow detection inside this area [4, 5]. This improves robustness of the overall process since shadows are detected only in the expected
areas.
At the end, the morphological post-processing cleans noise and removes
small holes in the locations where the object colour is similar to that of the
background. Holes in the silhouettes lead to holes in the 3D shape since the
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Visual Hull algorithm calculates the spatial intersection of the back-projected
silhouettes. Therefore small size holes are filled.
3. Segmentation based on background colour
The studio is equipped with green walls and green ground, simulating
a green-screen environment. The background colour is essential information
for segmentation in order to obtain high-quality silhouettes. The background
colour can be used with the goal of identifying and reducing green parts belonging to the background that are not removed by background subtraction.
There are a number of factors that make the task of detecting such misclassified green regions more difficult. Due to limitations of lighting, there
exist darker regions in the background, where the green colour cannot be easily identified. Reflections of the green background on the foreground objects
change the colour of the borders in areas where the colour is brighter or tends
to be more bluish. Another factor that can negatively impact the quality of
the segmentation is motion blur resulted from fast activities in the scene.
For completeness we give an overview of the segmentation methods aimed
at removing such green parts: the Adaptive Green Filtering [6] and the Basic
Green Filtering [4] methods.
The basic background colour filtering described in [4] is based on the assumption that all background pixels have the green component larger than the
red one and the blue one. Thus the green pixels belonging to the background
are detected based on the following condition:
(1)

F G − F R > τ1 ∧ F G − F B > τ2

Here F k are the colour components in the foreground image, k = R, G, B and
τ1 and τ2 are manually set thresholds.
In order to exploit the green colour information in a more robust manner,
less sensitive to lighting, the adaptive green filtering method [6] introduces the
green factors, which are defined as follows:
(2)

ϕ1 =

IG
IG
,
ϕ
=
2
IR
IB

Here I k , k = R, G, B are the red, green and blue channels for each pixel in a
given image I. For each pixel, the green factors are computed by taking the
average of the green factors over a 5 × 5 window.
Using these factors, green regions belonging to the background are detected
when following conditions are satisfied:
(3)

F
ϕB
i > αi ∧ ϕi > αi ,

i = 1, 2.
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(1 − t · ϕB
i )<

ϕB
i
< (1 + t · ϕB
i ),
ϕFi

i = 1, 2.

F
Here ϕB
i and ϕi , i = 1, 2, are the green factors for a given pixel in the background image and the foreground image, respectively; αi are thresholds set
manually to 1.1 throughout all our tests. The threshold t represents the tolerance to green and is usually set to 0.2 − 0.3, depending on the greenness of
the foreground, i.e. if parts of the foreground are green, selecting a smaller
threshold value makes the algorithm more restrictive, assuring that parts of
the foreground are not misclassified as background. Condition 4 makes the
method more reliable, as it can distinguish between green colour variations,
while it is adapting to the background colour. Since the method does not make
use of a global threshold, it can better handle situations when green reflection
and other green parts add ambiguities in deciding whether a pixel belongs to
the background or not.

4. Shadow Detection
Shadow detection methods can be formulated based on the physics-based
model of illumination [11]. According to this illumination model, the colour
components of the reflected intensity reaching the sensors at a given point are
defined as follows:
λ=700
Z
Z
k
T
(5)
ρ (e) = (i n)
E(i, λ)R(i, e, λ)S k (λ)dλdi
Ω

λ=400

Here Ω is the set of all possible directions of incoming lights, i and e the unit
vectors towards the directions of the incident, respectively, outgoing rays, and
n the surface normal in the given point. E(i, λ) is the illumination function,
R(i, e, λ) the reflectance factor, S k (λ) the spectral sensitivities of the sensors of
a colour camera for each channel k = R, G, B and λ the wavelength parameter.
Assuming the camera sensors S k (λ) to be Dirac delta functions, i.e. S k (λ) =
k
s δ(λ − λk ) [10], shadow effects in the sensor response can be described by the
shadow factor:
(6)

ck =

F k (x)
B k (x)

F k and B k are the components of a shadow pixel in the frame F and the
background image B, respectively. The shadow factor ck ∈ [0; 1] since shaded
pixels are darker than the background.
This physics model is exploited in a number of colour spaces. Colour
representations such as HSV, YUV, CIE L*u*v have been used for shadow
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detection, since they provide a natural separation into chromatic and luminance components. Also, photometric colour invariants that are invariant
to changes in imaging conditions are exploited. Such photometric invariants
are the normalised RGB and c1c2c3, which are defined only on chromaticity components. Benedek et. al. [3] show that the constant ratio rule is a
good approximation for the luminance components, while the chromaticity
components vary slightly for the shadowed surface.
The ground region of the studio is first detected [4, 5] and shadow detection
is applied in this area. Additionally, too dark pixels are excluded from shadow
analysis, since they could mislead the detection process. Next sections explore
various colour spaces for shadow detection.
4.1. Shadow model in the RGB colour space. In case of real shadows,
the shadow factor must be the same at each sensor, i.e. cR = cG = cB . This
assumption is valid if the spectral distribution is the same at all light sources
and when illuminants of the same type are used. In [4, 5] shadow pixels are
selected based on following condition:
(7)

|cR − cG | < τC ∧ |cR − cB | < τC ∧ |cG − cB | < τC

Here τC is a threshold whose value is empirically chosen once per sequence of
images. Selecting a smaller threshold value makes the algorithm more sensitive
to small changes in shading. Shadow factors are computed for each pixel over
a 5 × 5 window in order to make the method less sensitive to noise.
4.2. Shadow model in the HSV colour space. The shadow model in the
HSV colour representation is formulated based on the assumption that when
illumination changes, the value component changes, but hue and saturation
changes are small. Thus, the presence of a shadow is verified when following
condition is satisfied [9]:
(8)

β1 ≤

FpV
≤ β2 ∧ FpS − BpS ≤ τS ∧ |FpH − BpH | ≤ τH
BpV

Here F k and B k are the components of the pixel p in the foreground image
F and background B, k = H, S, V . β1 , β2 , τS and τV are empirically selected
thresholds.
4.3. Shadow model in the c1c2c3 colour space. Using just a chromatic
model such as c1c2c3 and not taking into consideration the luminance can
result in limitations in accuracy, especially for bright and dark objects, or
objects similar in colour to the background. Therefore, candidate shadow
pixels are selected based on:
(9)

ck < τc , k = R, G, B.
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The threshold τc is set to 0.9 to make the method more sensitive to changes in
shading. Similarly to [23], shadow is then detected by making the assumption
that the chromaticity components differ slightly in the shadow pixels:
(10)

F
B
F
B
|cF1 − cB
1 | < τ ∧ |c2 − c2 | < τ ∧ |c3 − c3 | < τ,

Here cFi , cB
i are the c1c2c3 components for the foreground image and background image, respectively; τ is a threshold empirically chosen for defining
the fluctuations in chromaticity. The differences are computed for a 5 × 5
window to make the method more robust.
4.4. Shadow model in the normalised RGB colour space. The normalised RGB representation is often selected because of its fast calculation.
Similarly to the c1c2c3 model, the method selects a set of candidate shadow
pixels using the condition 9. Finally, the shadow is detected when the following
assumption is satisfied:
(11)

|rF − rB | < τr ∧ |bF − bB | < τb

Here rF , rB , bF , bB are the normalised RGB components of the image F and
the background B.
5. Results and Discussions
5.1. Qualitative Evaluation. In order to test the post-processing algorithms,
we have selected 8 sets of 13 images each, acquired by the 13 cameras of the
4D studio. The results obtained using both the adaptive green filtering (AGF)
and the basic green filtering (BGF) are shown in figure 1. Since BGF is more
sensitive to lighting conditions and to similarities between background and
foreground, some tuning of parameters is needed for some of the tested sequences, in order to optimise the visual appearance of the silhouette. On the
other hand, the results obtained with AGF have been generated using the
thresholds t = 2.5, α1 = 1.1, α2 = 1.1, which are the same throughout all
the tests. AGF performs better in darker green regions, since it depends on
the background colour at each pixel, rather than on global thresholds such as
BGF. In addition, AGF is more robust to green reflections of the background
that appear on brighter regions of the actor’s cloths, while BGF removes such
regions, visually distorting the contour of the foreground object shape.
Since shadows casted on the ground are also green, the proposed approach
successfully removes such green shadow regions in areas where the shadows
are not so strong. However, dark shadows cannot be completely removed and
shadow detection is still necessary. Figure 2 gives examples of results obtained
by the RGB, HSV, c1c2c3 and the normalized RGB (NRGB) representations
for the shadow models. The shadow detection based on RGB colour space
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(a) Input

(b) Adaptive Filtering
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(c) Basic Filtering

Figure 1. Sample results of filtering based on background
colour using the two described approaches. The foreground
object is shown in blue, the background regions in green.

performs slightly better as it removes the darker shadow regions. Although
all the methods show promising results, they have a few limitations and we
analyse them in the specific context of the 4D studio.
Due to the assumption that the chromaticity is preserved in the shadow
area, they are sensitive to colour similarities between the foreground object and
background, such as green reflections and motion blur. However, the shadow
detection is applied only in the ground region, which improves the robustness
of the detection with respect to such similarities. In addition, all the methods
are sensitive to dark regions, such as black clothing or dark hair, which tend
to mislead the detection process. Different viewing angle provide different
illumination conditions, and some sequences have darker frames with strong
shadows created on the ground. For such sequences, results were obtained
with different settings for the thresholds extracting the dark pixels, in order
to improve the accuracy of the segmentation. However the thresholds are
set once for the entire sequence, since it is not possible to change them for
individual frames in the 4D studio pipeline.
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(a) Input

(b) RGB

(c) HSV

(d) c1c2c3

(e) NRGB

Figure 2. Sample results of the four shadow detection methods. The foreground object is shown in blue, the shadow in
grey, the ground region in red.

5.2. Quantitative Evaluation. The quantitative evaluation is performed
with respect to a ground-truth segmentation of the foreground object. We
have manually created ground-truth segmentations of the foreground object
for 6 frames, selected for evaluation in various conditions, such as different
viewing angle and different clothing. In addition, some illumination changes
occur between selected frame from different sets despite the fixed cameras.
The selected images are shown in figure 3.
There are two types of errors that can appear in the segmentation: false
positives and false negatives. False positives are background pixels classified
as belonging to the foreground, while false negatives are foreground pixels
that have been misclassified as background. To quantify the results of postprocessing, we use the weighted false positives and false negatives measurements defined in [5]. Each pixel incorrectly classified is assigned a weight,
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Figure 3. Images selected for quantitative comparison of the
discussed methods
defined by the following formula:
(12)

w(u) =

1
1+

P

,

v∈N (u)Sv

where N (u) is the 8-neighbourhood of the pixel u. For false positives, S(v) is 1
if v belongs to the foreground in the ground truth image, 0 otherwise. Smaller
weights are assigned to false positive pixels close to silhouette edges, since it is
often impossible to define the sharp edge of a silhouette. On the other hand,
more distant pixels are assigned with larger weights. For false negatives, its
vice versa.
Table 1 summarises the results of the comparison for the two segmentation
methods based on the background colour. We observe that the overall performance of the adaptive green filtering is better than of the basic filtering. The
number of false positives is smaller, since AGF successfully detects larger green
regions, which otherwise are misclassified as belonging to the foreground. The
false positive pixels are usually located on darker and shadow areas, which
cannot be detected as green regions. Both methods tend to remove some border pixels of the shape, resulting in false negatives. Figure 4 gives examples
of false positives and false negatives for the two methods.
For an initial quantitative comparison of the discussed shadow detection
methods, we perform the same evaluation based on the weighted false positives
and false negatives. The same selected ground-truth images are used. Figure 5
shows examples of false positives and false negatives obtained using the four
shadow models. False positives are located in dark shadow regions and on
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Table 1. Weighted False Positives and False Negatives for
AGF and BGF
False Positives
AGF

False Negatives

BGF

AGF

BGF

Image 1 1074.1 1067.9

137.2

184.1

Image 2 2375.0 2936.6

14.3

78.6

Image 3 6408.6 8488.4

48.5

43.4

Image 4 3102.6 6584.2

3.7

2.0

Image 5 1457.4 2624.1

871.6

1501.9

42.0

15.9

Image 6

983.1 2284.5

Figure 4. Sample false positives and false negatives for the
AGF for (first column) and BGF (second column) for Image 1
and Image 5, respectively. False positive pixels are shown in
red, while false negative pixels are shown in cyan. For Image 5
the pixels around the leg are classified as false negatives for
both methods, due to motion blur.
borders around the shape. Such borders result from background subtraction,
since it tends to extend the shape. The shadow detection methods in the
RGB and HSV colour spaces are better at removing the strong shadow in the
darker area. While both remove false positives, RGB performs slightly better
in some small areas that are nevertheless important for the final 3D model. In
the c1c2c3 colour space, the shadow detection performs slightly better than
in the normalised RGB. As illustrated in figure 5, both fail to remove some
small dark shadow regions. We also show an example where the shadow detection methods are sensitive to colour similarity with the background. This
is illustrated for the second row in figure 5, where the RGB method has the
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(a) RGB

(b) HSV

(c) c1c2c3
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(d) NRGB

Figure 5. Sample false positives and false negatives for the
four shadow detection methods for Image 2 (first row) and
Image 5 (second row), respectively. False positive pixels are
marked in red, while false negative pixels are in cyan.
Table 2. Weighted False Positives for the four Shadow Detection Methods
RGB
Image 1 1068.9

HSV c1c2c3 NRGB
963.1 1000.7

1044.4

Image 2 3057.4 2417.2 2861.9

2843.3

Image 3 6249.3 5964.0 6267.2

6309.6

Image 4 2962.1 2872.3 2851.4

2776.3

Image 5 3148.8 3884.2 3410.5

3200.7

Image 6 2661.2 2718.6 3498.4

3509.7

biggest number of false pixels. Here HSV performs better, but it removes a
smaller part of the shadow region. Tables 2 and 3 present the number of false
positives and false negatives, respectively, computed for each method.
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Table 3. Weighted False Negatives for the four Shadow Detection Methods
RGB
Image 1

HSV c1c2c3

NRGB

152.60 104.02 134.70

202.67

Image 2

6.72

Image 3

59.85

Image 4

2.42

24.00

29.82

13.37

74.28 117.03

67.65

2.73

10.97

6.88

Image 5 1680.30 873.08 993.42 1131.50
Image 6

2.77

23.43

2.32

2.32

6. Conclusion
We have presented our efficient segmentation techniques developed for the
4D studio at MTA SZTAKI. Obtaining precise and clean silhouettes is a critical step in the 4D studio reconstruction process, as it improves the quality of
the final 3D model. After obtaining an initial foreground segmentation using
background subtraction, the 4D studio uses a segmentation method that exploits the background colour of the studio. This is aimed at removing smaller
green regions that might have been misclassified as belonging to the background. Two approaches have been evaluated, namely the Adaptive Green
Filtering and the Basic Green Filtering methods. We have shown the robustness of the Adaptive Green Filtering approach by performing qualitative and
quantitative comparisons with respect to the manually created ground-truth
images. For the quantitative evaluation, a measure of performance was used
based on the weighted sums of false positive and false negative pixels.
Additionally, we have examined the problem of colour space representation for shadow detection in 4D studios. We have analysed shadow removal
using four colour representations, namely RGB, HSV, c1c2c3 and normalised
RGB. The shadow detection method based on RGB presented in [4, 5] eliminates strong shadows better, but it is more sensitive to similarities between
background and foreground than the other methods. In the HSV colour space,
the shadow detection is more sensitive to dark areas, but because luminance
is separated from chrominance, the detection is less sensitive to colour similarities. c1c2c3 gives better results than the normalised RGB, but both leave
some small regions for strong shadows in dark areas and are sensitive to similarities in chromaticity. Our conclusions for the shadow detection methods
are drawn based on a relatively small ground-truth dataset. In future, we plan
to create a larger dataset and evaluate other colour spaces such as YUV and
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CIE L*u*v, in order to experiment with more representations that separate
the luminance from the chromaticity.
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[4] C. Blajovici, D. Chetverikov, and Z. Jankó, 4D studio for future internet: Improving foreground-background segmentation, Proc. IEEE 3rd International Conference on
Cognitive Infocommunications (CogInfoCom), 2012, pp. 559–564.
[5] C. Blajovici, D. Chetverikov, and Z. Jankó, Enhanced object segmentation in a 4D
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[12] J. Hapák, Z. Jankó, and D. Chetverikov, Real-time 4D reconstruction of human motion,
Proc. 7th International Conference on Articulated Motion and Deformable Objects, ser.
Lecture Notes in Computer Science, vol. 7378, 2012, pp. 250–259.
[13] T. Horprasert, D. Harwood, and L. S. Davis, A statistical approach for real-time robust background subtraction and shadow detection, Proc. International Conference on
Computer Vision, vol. 99, 1999, pp. 1–19.
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Cluj-Napoca, Romania
E-mail address: blajovici@cs.ubbcluj.ro
2

MTA SZTAKI, Budapest, Hungary
E-mail address: janko.zsolt@sztaki.mta.hu, csetverikov.dmitrij@sztaki.mta.hu
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REDUCTION OF REGRESSION TESTS FOR ERLANG
BASED ON IMPACT ANALYSIS
ISTVÁN BOZÓ, MELINDA TÓTH, AND ZOLTÁN HORVÁTH
Abstract. Legacy codes are changed in software maintenance processes
to introduce new functionality, modify existing features, eliminate bugs etc.
or by refactorings while the main original properties and the behaviour of
the system should be preserved. Developers apply regression testing with
highest degree of code coverage to be sure about it, and thus they retest the
software after some modifications. Our research focuses on impact analysis
of changes in applications written in the dynamically typed functional
programming language, Erlang. To calculate the affected program parts,
we use dependence graph based program slicing, therefore we have defined
the Dependence Graphs with respect to the semantics of Erlang. Applying
the results, we may shrink the set of test cases selected for regression testing
for ones which are affected by the changes.

1. Introduction
Impact analysis is a mechanism to find those source code parts that are
affected by a change on the source code, therefore it could help in test case
selection for regression testing.
Erlang [9] is a dynamically typed functional programming language that
was designed for building concurrent, reliable, robust, fault tolerant, distributed systems with soft real-time characteristic like telecommunication applications. The language has become widespread in industrial applications in
the last decade.
Our research focuses on selecting the test cases of the Erlang applications
that are affected by a change on the source code. In other words, we want to
calculate the impact of a source code modification. To calculate the affected
program parts, we use dependence graph based program slicing [24, 14], therefore we have to define the Dependence Graphs for Erlang.
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68N18, 68Q99.
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Refactoring [10] is the process of changing and improving the quality of
the source code without altering its external behaviour. Refactoring can be
done manually or using a refactoring tool. We have been developing a refactoring tool for Erlang, called RefactorErl [6]. RefactorErl is a source code
analysis and transformation tool [3]. It provides 24 refactoring steps for Erlang developers, such as moving, renaming different language entities, altering
the interface of functions or the structure of expressions, parallelisation, etc.
Besides transformations, RefactorErl has different features to support code
comprehension [22].
RefactorErl checks the correctness of transformations using complex static
source code analysis and accurate transformations. On the other hand, due to
the semantics of dynamic languages such as Erlang, the accuracy of checking
the side-conditions by static analysis is limited, which means a regression test
is needed even for refactorings.
Erlang applications are often tested with the property based testing tool
QuickCheck [2]: the tool checks some properties given by the developers with
random generated test inputs. Therefore we want to select those QuickCheck
properties that should be retested after the source code is modified.
The rest of this paper is structured as follows: Section 2 presents our
motivation through an example; Section 3 introduces the used intermediate
source code representations and Section 4 describes how we build the Dependence Graph based on the Control-Flow and Data-Flow Graphs; Section 5
describes the used program slicing technique for test case selection; Section 6
describes an extension of the presented techniques; Section 7 compares the
results with the use of dynamic analysis; Section 8 presents related work; and
finally, Section 9 concludes the paper and contains some future work.
2. Motivating Example
In this section we demonstrate a small example showing how we can select
affected test cases after a modification of the source code. For the sake of
simplicity we use an easy to understand transformation, a refactoring step in
this example.
The following module (test) contains the function add_mul/2 that adds
and multiplies two numbers and returns the results in a tuple. We introduce
two QuickCheck properties to test the function: the property prop_add/0
tests whether the first element of the return value of add_mul/2 is the sum of
the two parameters, and the property prop_mul/0 tests whether the second
element of the return value is the product of the two parameters. The module
test also introduces the function pow to raise X to the power Y and a property
to check the power function: I J = I J−1 ∗ I
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-module(test).
-export([add_mul/2, pow/2]).
-export([prop_add/0, prop_mul/0, prop_pow/]).
add_mul(X, Y) ->
Add = X + Y,
Mul = X * Y,
{Add, Mul}.
prop_add() ->
?FORALL({I, J}, {int(), int()},
element(1, sth(I, J)) == I + J).
prop_mul() ->
?FORALL({I, J}, {int(), int()},
element(2, sth(I, J)) == I * J).
pow(X, Y) ->
math:power(X, Y).
prop_pow() ->
?FORALL({I, J}, {int(), int()},
pow(I, J) == pow(I, J-1) * J).
We can transform this module by the Introduce function refactoring [4].
This refactoring takes an expression or a sequence of expressions as an argument and creates a new function definition from it, then replaces the selected
expressions with a function application that calls the newly created function.
We can perform this transformation by selecting the X + Y expression:
add_mul(X, Y) ->
Add = add(X, Y),
Mul = X * Y,
{Add, Mul}.
add(X, Y) ->
X + Y.
Our goal is to select those test cases that are affected by the change made
by the Introduce function refactoring. It is obvious that the property prop_pow
is not affected, and neither is the property prop_mul. The refactoring changed
only the value of the variable X that is the first element of the resulted tuple.
Since prop_mul uses only the second element of the result of the function,
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we can deduce that this property is not affected by the change, so we should
recheck only the property prop_add.
It is hard to calculate this manually for a complex source code modification
on a large legacy code consisting of millions of lines. We build a Dependence
Graph containing the data and control dependencies among expressions. Then
we perform static program slicing [14] on the Dependence Graph to determine
the affected code parts after a change on the source code, and finally based on
the program slice, we calculate the properties to recheck.
Note. One can say that calculating the affected test cases for refactorings is not
relevant. Let we give a counterexample. The goal of the ParaPhrase-Enlarged
project [1] is to detect those parts of the source code where parallelism can
be introduced by refactoring. The prior aim of the project is to work with
meaning preserving transformations. It is necessary to carefully define the
side-conditions of these transformations. However these side-conditions have
to be very strict to ensure the meaning preserving transformations, therefore
a huge number of transformations is denied. Using semi-automatic interactive transformations and weakening these side-conditions, we can extend the
applicability of parallelisation. For example, the user can decide whether he
wants to keep the order of “good side-effects” or not (a good side-effect can
be an ets table reading). Although the user applied the transformation, it is
recommended to retest the application after the parallelisation.
3. Intermediate Program Representation
Static program slicing is a technique to calculate the impact of a change
on the source code. In order to calculate the program slices, different levels
of knowledge should be available about the source code: we have to calculate
the data and control dependence/relations among the expressions and we need
static syntactic and semantic information for that. We build different abstract
program representations for efficient calculation of the dependencies. In this
section we briefly introduce the used intermediate representations, such as the
Semantic Program Graph, Data-Flow and Control-Flow Graph [19].
3.1. Semantic Program Graph. The RefactorErl system introduces a Semantic Program Graph (later SPG) [13] to represent syntactic and static semantic information about the source code. The SPG is a rooted, directed,
labelled graph that consists of three layers. The first layer includes the lexical
layer, the middle layer is the Abstract Syntax Tree (later AST) of the program,
and the third layer extends the AST to a SPG by adding different semantic
information, like variable binding structure, function call information etc. Because of the graph representation and the semantic layer, it is more efficient
to gather information about the source code than traversing the AST.
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3.2. Data-Flow Graph. Based on the information available in the SPG,
we can build a Data-Flow Graph (DFG). The DF G = (N, E) is a directed,
labelled graph containing the expressions of the Erlang programs as nodes
(N ) and the direct data-flow relations between them as edges (E). We have
introduced six types of data-flow edges (ni ∈ N ):
f low

• n1 −→ n2 – represents that the value of the node n2 can be a copy of
the value of n1 .
ret
call
• n1 −→ n2 , n3 −→ n4 – the former one represents data-flow between
the formal parameters of the functions and the actual parameters of
the function calls. The latter one represents the data-flow between
the return value of the function and the function applications. These
f low

edges represent that the values of the nodes are the same as in the −→
edge.
sel
cons
• n1 −→ n2 , n3 −→ n4 – these edges represent the data-flow among a
compound data type and its elements. The former one represents that
we select an element of an expression, and the latter one that we create
a compound expression from elements.
dep

• n1 −→ n2 – represents direct dependencies among expressions: the
value of n2 depends on the value of n1 .
We build an interfunctional DFG based on syntax driven formal rules
and we have defined a relation on the DFG to express the indirect data-flow
among the expressions of the Erlang programs called First order data-flow
1f

reaching [23]: n1 ; n2 means that the value of n1 can flow into n2 , so the two
values are the same.

3.3. Control-Flow Graph. We have defined compositional rules [21] for
building the Control-Flow Graph (CFG) of Erlang functions according to the
semantics of the language. The CFG is built by traversing the AST, following
the semantic rules of the language.
The CF G = (N, E) is a directed, labelled graph containing the expressions
of the Erlang programs as nodes (N ) and the direct data-flow relations between
them as edges (E). We have introduced six types of control-flow edges (ni ∈
N ):
• n1 −→ n2 – represents that before evaluating n2 we have to evaluate
n1
yes
no
• n1 −→ n2 , n3 −→ n4 – represent conditional evaluation in the event of
conditional branching and pattern matching
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f uncall

• n1 −→ n2 – denotes that we have a function call. We build intrafunctional CFG-s for each function, and we resolve the function calls when
creating a compound control dependence graph (See in Section 4.1).
ret
• n1 −→ n2 – represents a return to a previously partially evaluated
expression
send
• n1 −→ n2 – represents that before evaluating n2 we send the message
that is the value of n1
rec
• n1 −→ n2 – represents that before evaluating n2 we have to receive an
expression
4. Calculating Dependencies
We need both the data-flow and the control-flow graph to calculate the
real dependencies among expressions. However, it is not so efficient to use
them for program slicing because every dependence edge calculation could
require several graph traversals. Therefore we build a Control Dependence
Graph from the CFG and then we add the data dependencies calculated from
the DFG to that graph. The resulted graph is called Dependence Graph and
contains the direct data and control dependencies among expressions. We can
determine indirect dependencies by traversing this graph.
4.1. Control Dependence Graph. The Control-Flow Graph contains every
execution path of a certain function, and it also contains the sequencing among
the evaluated expressions. However, when we want to calculate the impact of
some change on the source code, it is not necessarily true that the evaluation
of an element in a sequence has effect on the next elements of the sequence.
Therefore we have to eliminate the unnecessary sequencing from the CFG and
only the real control dependencies are taken into account.
To build the CDG, we have to build the Post-Dominator Tree [15] of the
function (PDT). We say that a node n2 from the CFG post-dominates the node
n1 if every execution path from n1 to the exit point of the function contains n2 .
Using the PDT and the CFG, we can calculate the CDG for a function. Since
the CFGs are intrafunctional, the built CDGs do not contain the dependencies
triggered by the function calls, message passing and message receiving. Such
dependencies will be resolved while composing the intrafunctional CDGs into
a composed CDG [17].
While building the CFGs, we examine the functions, whether a function
may fail or not, and mark the expressions where the CDGs will be connected.
This information is used while composing the CDGs to determine interfunctional dependencies.

REGRESSION TEST CASE SELECTION

37

The function may potentially fail at run-time if it has no exhaustive patterns, it contains an expression that may fail or throws an exception. The
function application may affect the evaluation of the expressions following in
the sequence, thus this dependency must be taken into account. The expressions following the function application node in the execution order will be
directly dependent on the application node. These dependencies apply only
for functions that may fail.
4.2. Dependence Graph. In the composed CDG, the edges of the graph
denote control dependencies among the statements and expressions of the
involved functions. This information in itself is insufficient for performing
impact analysis. To reveal real dependencies among the statements of the
program, data-flow and data dependency information is also required. The
data dependency is calculated from the data-flow graphs of Erlang programs.
ddep

We define data dependence between two nodes n1 ; n2 if:
dep

• there is a direct dependency edge between them – n1 −→ n2
1f

• n2 is reachable from n1 , so the value of n1 can flow to n2 – n1 ; n2
ddep

The data dependence relation ( ; ) is transitive:
ddep

ddep

n1 ; n2 , n2 ; n3
ddep

n1 ; n3
The composed CDG is extended with the additional data dependencies,
thus we obtain the Dependence Graph (DG) and we can perform program
slicing on the DG.
This graph can be extended with some useful information like behaviour
dependencies [20], which provide information how the behaviour of the function or the entire program is affected if the data at some statement is changed.
With these additional edges we make the DG more accurate.
4.3. Example Graphs. The following function implements the factorial function in Erlang. When the factorial function takes 0 as an argument, it returns
1, otherwise if the value of the parameter is greater than zero, it returns with
the product of N and the factorial of N-1.
fact(0) ->
1;
fact(N) when N > 0 ->
N * fact(N-1).
Figure 1 shows the Control-Flow Graph of the factorial function. The
evaluation of the function branches on pattern matching (0 and N) and also
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FORM(1)
YES
0
YES

NO
N

1

YES

NO

N>0
NO

ERROR(form, 1)

YES
N

fact

N

1

N-1

fact(N-1)
funcall
N*fact(N-1)

RETURN(form, 1)

Figure 1. Control-Flow Graph of the factorial function

f uncall

on the guard evaluation (N>0). The CFG contains a −→ edge according to
the function application fact(N-1).
Figure 2 presents the Control Dependence Graph of the factorial function.
dd
The −→ edges represent direct control dependencies among expressions, the
inhdep

−→ edges represent the inherited control dependencies based on the function
resdep

calls and the −→ edges denote the resumption dependencies when the called
function could fail.
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FORM(1)
dd
0
dd
RETURN(form, 1)

dd

resdep

dd

1

N

resdep

dd

N*fact(N-1)

dd
dd

ERROR(form, 1)

inhdep

N

N>0
dd
fact

dd dd
N

dd

dd
1

dd
N-1

fact(N-1)

Figure 2. Control Dependence Graph of the factorial function
Figure 3 introduces the Dependence Graph containing both the control
(black coloured edges) and the data dependencies (red coloured and dashed
ddep

edges: −→). Calculating the affect of a change on the source code means to
traverse this graph following the directed dependence edges without regarding
its label. For instance, the expression 1 control depends on the expression 0
and the expression fact(N-1) data depends on the expression 1, and therefore starting the slicing from the expression 0 results in a slice that contains
expression 1, expression fact(N-1), etc.

5. Program Slicing for Test Case Selection
While some parts of the program are affected by a transformation of the
source code, others are not. Let us consider the following simple example with
three statements: X = 2, Y = 3, Z = X + Y. Replacing the integer 2 in the
first match expression with another value does not affect the second match
expression, but affects the third one, because of the data dependency among
them (represented by the variable X). Therefore our task is to select a subset
of expressions that depends on the value calculated at some point of interest,
what is called static forward slice of the program.
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FORM(1)
dd
0
dd

dd

N

dd

dd

ddep

dd

ddep

dd

N

ERROR(form, 1)

RETURN(form, 1)

N>0

dd

dd

dd

ddep

ddep

dd

fact
ddep

N-1

ddep

inhdep

dd

1

resdep

resdep

1

N
dd

ddep

ddep

N*fact(N-1)
ddep ddep
fact(N-1)

Figure 3. Dependence Graph of the factorial function
A forward program slice contains those expressions of the program that
depend on the slicing criteria. The slicing criteria is an expression of the
program. To calculate the program slice we have to build the Dependence
Graph of the program and gather the expressions dependent on the slicing
criteria.
The dependencies (control, data, behaviour, etc) among the expressions of
the observed application are stored in the calculated Dependency Graph (Section 4). If expression B depends on expression A then there is a directed edge
in the DG started from node A to node B. Thus, to calculate the expressions
that depend on the value of another expression means to traverse the DG in
forward direction.
We note here that traversing the DG in backward direction results in
the backward program slice of the program containing those expressions that
potentially affect the slicing criteria.
From our point of view, the slicing criteria is the set of expressions changed
by the performed refactorings. The slicing algorithm extended with some
more steps (we assume that the Semantic Program Graph of the program is
available, because RefactorErl performs the refactorings on the SPG of the
programs):
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skel() ->
Ch_Exprs = get_changed_exprs(),
Ch_Funs = get_changed_funs(Ch_Exprs),
Af_Funs = tr_closure(Ch_Funs,
[{funcall, forward},
{funcall, backward}])
DFG
= build_dfg(Af_Funs),
CFG
= build_cfg(Af_Funs),
CDG
= build_cdg(CFG),
CompDG
= resolve_dep(build_CompDG(CDG)),
DG
= add_data_dep(DFG, CompDG),
Slice
= traverse(DG, forward),
examine(Slice, [{test, qc}]).
Figure 4. Erlang skeleton for the slicing algorithm
• calculate the affected expressions
• determine the functions that contain the changed expressions
• calculate the functions that are potentially affected by the change on
the source : perform a transitive closure calculation on the call graph
in both directions (forward and backward) starting from the changed
functions
• build the Data-Flow and Control-Flow Graphs for the potentially affected functions
• build the Control Dependence Graph
• create the compound DG and resolve the dependencies
• calculate data dependencies between the expressions of the compound
DG based on the DFG
• traverse the DG in forward direction starting from the set of changed
expressions to collect all of the nodes that are affected by them. The
resulted slice is a non-executable slice of the program.
• analyse the resulted slice to select the test cases to be rechecked (see
in Section 5.1)
5.1. Selecting QuickCheck Properties. Since the test cases of Erlang applications are mainly implemented in Erlang modules (for example in EUnit [7], CommonTest [7], TestServer [7], QuickCheck [2]) we have to add those
test cases to the Semantic Program Graph of RefactorErl. The analysis calculates the Dependency Graph based on the contents of the SPG, and the
resulted slice will contain the test cases affected by the change of the source
code.
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Further analysis could evaluate the resulted test case set. For instance, an
empty set of the cases means that the application was not fully tested, and we
can make suggestions for the type of further test cases.
examine(Slice, Props) ->
TestType = get_prop(Props),
Funs
= get_funs(Slice),
case TestType of
qc ->
filter(fun is_qc_fun/1, Funs)
ctest -> ...
eunit -> ...
end.
Figure 5. Erlang skeleton for the test case selection algorithm
Based on the resulted slice, we use the following method to select the
affected properties to be rechecked after the transformation: every property
that contains at least one expression from the resulted program slice must
be retested. Therefore, we have to determine the functions containing the
expressions from the program slice and then we have to check the body of
the function whether it defines an Erlang QuickCheck property (eqc property).
Since the programmers define the QuickCheck properties using the well-defined
set of eqc macros that are substituted to eqc* function calls, we can calculate
the affected properties based on the call graph of the preprocessed programs.
Identifying non-QuickCheck test cases is also possible, only some background knowledge is required about the test suit. That can be a naming
convention (prop *, test *, * test) or the exact set of test cases (name of the
test suits or modules containing the tests).
6. Modifying the Source Code Manually
The introduced method is described in terms of refactoring transformations as a case of applicability. The analysis can be easily adapted to consider
other modifications as well. The transformations can be performed either
manually or with external tools.
The main challenge is to locate the changes in the source code. It affects
the get changes exprs part of the algorithm (shown on Figure 4). Currently
the external changes are detected on the function level in RefactorErl. This
results in loss of accuracy of the analysis.
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To get around this the change detection of the tool could be improved in
the future. Comparing the syntax trees or finding the differences in the source
code and locating the changes in the graph could solve the problem.
6.1. Combined Modifications. There are situations when calculating the
set of test cases after each modification is not sensible. It is more realistic
to first perform a sequence of transformations (either refactoring or manual
modifications) and then run the testing.
Logging the modifications results in a set of changes. This set can be used
as input for the analysis, thus extending the applicability.
The analysis is prepared for handling sets of starting points, but in some
cases it needs to be improved.
This approach raises some new questions that will be answered in the
future.
For example:
• How to detect the undone change?
• How to solve overlapping modifications?
• etc.
7. Using Dynamic Analysis
For well-defined input data the dynamic analysis can provide more accurate results. In Erlang the cover [8] tool comes with other dynamic analyser
tools. It provides a coverage analysis for Erlang programs in different levels of
granularity. With this tool the test cases can be verified whether the relevant
code parts are tested.
Compared cover to our analysis, starting the coverage analysis results in a
dynamic slice of the program. The slice contains lines of the source code that
the effect of the change may reach (forward direction in call chain). Usually
the test cases are at the caller side that is in backward direction of the call
chain.
Our analysis determines the effect of changes in both directions. This
means the test cases will be involved in the statically computed slices (as
precisely as it is possible from statically available information).
Our analysis used with cover is a good complement in a testing process.
First we determine the set of test cases with our analysis then check the
coverage of test on changed code parts.
8. Related Work
Program slicing (introduced by Mark Weiser [24]) is a well-known technique in object-oriented area, and program slices are commonly used to measure the impact of a change on the source code. There are different kinds
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of slicing techniques [18]. The most popular among them is the dependency
graph based program slicing [14]. These kinds of analysis are not really widespread in functional languages, but control-flow analysis techniques have been
presented [16] for some functional languages.
In order to perform static analysis on the given set of source code an intermediate representation for the source code is needed. This representation
should include the expressions, language constructs and the relations/dependencies among them. Such representations are widely used in compiler techniques and source code analysis, but mainly for imperative and object-oriented
programming languages. This representation is the Program Dependence
Graph (later PDG), which includes control dependence and data dependence
information. As a first step in building the PDG a Control Flow Graph (later
CFG) is necessary. By means of the CFG a Post-dominator tree and the
Control Dependence Graph (later CDG) is built based on the well known
techniques used at compilers [15]. Combining the CDG with data dependence
information we obtain the PDG. Our main goal was to develop similar methods
for the functional programming language, Erlang. It was not straightforward
because of the special language elements and semantics of the Erlang language.
The known techniques for imperative languages assume a distinguished main
procedure that is in relation with the other procedures or functions of the program. In Erlang, there can be several functions that frame the interface of the
module. Thus we select a function or a set of functions that are affected by the
change of the performed refactoring, and start to build the dependence graph
from these functions. In addition, the language was designed for developing
parallel and distributed applications, thus a detailed analysis is required to
build appropriate CFGs.
Reducing the number of test cases is also an interesting topic [11]. For
instance, there is a paper ([5]) that describes a methodology for regression test
case selection for object-oriented design using the Unified Modelling Language.
This paper gives a mapping among design changes and gives a classification of
test cases: reusable, retestable and obsolete. In another paper [12] the authors
presented a method for data-flow based selection using intraprocedural slicing
algorithms.
Our mechanism is built for the functional programming language, Erlang,
but it could be applicable for other strict functional languages. The main
task is to build a control and a data-flow graph. Both require deep knowledge
about the syntax and semantics of the selected language.

REGRESSION TEST CASE SELECTION

45

9. Conclusions and Future Work
After some program transformations are made on the source code, regression testing should be performed. In this paper we have presented an impact
analysis mechanism to select a subset of test cases that are affected by a change
on the source code. Rerunning an accurately selected test subset could result
in the same testing coverage as a full regression test, but it takes less time
than the complete test.
In this paper we have briefly described the used mechanism for impact
analysis: dependency graph based program slicing. We have described how to
build Dependence Graph from Erlang programs, and the necessary intermediate source code representations (Control- and Data-Flow Graph) to calculate
it.
In the future we are going to refine the analysis: adding more Erlang
specific dependency edges to the Dependency Graph, reduce the size of the
resulted slices with more static and maybe also with dynamic information. We
are also planning to analyse methods that can approximate the resulted slice
without building the Dependence Graph, and in this way make the test case
selection faster.
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ENDGAME STRATEGIES AND SIMULATION RESULTS FOR
THE LIAR’S DICE GAME
PÉTER BURCSI AND GÁBOR NAGY
Abstract. The Liar’s dice is a dice game where deception and the ability
to detect the opponents’ deception play a crucial role. We analyze this
game from different perspectives. First, two-player endgames are analyzed
and optimal strategies are calculated. Second, using simulation methods,
we examine heuristic playing strategies based on their success against each
other. In the simulations, we consider mixed strategies that depend on
parameters, populate a parameter space with strategies and perform evolutionary simulation on the strategy population.

1. Introduction
The Liar’s Dice [5] game is a dice game where lying and detecting lies is
the most important element of the play. It is a thrilling game, interesting from
both game theoretical and psychological perspective. There are several known
variants, we briefly describe the game that we will consider in the rest of the
paper. A continuous variant has been analyzed in [2, 3].
The game can be played by an arbitrary number P ≥ 2 of players. Initially,
all players have D ≥ 1 dice, and the game proceeds in rounds. In each round,
everyone rolls their dice secretly – yielding a hand. Then, the player whose
turn it is to start raises a bid. After that, every player raises the bid until
someone calls a “challenge” (or doubts the bid). The hands are shown and
it is counted if the challenge is successful. If the last player to bid fullfils the
challenge then he wins the round, otherwise the player who called the challenge
wins the round. Accounting is done after that – meaning that some players
lose some or all of their dice (the latter ones are out). The players still in play
start a new round with the remaining dice with the starting player position
moving clockwise. The rounds continue until only one player remains who is
declared the winner.
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 91A06, 91-08.
1998 CR Categories and Descriptors. I.2.8 [Computing Methodologies]: Artificial
Intelligence – Problem Solving, Control Methods, and Search.
Key words and phrases. Liar’s dice, game analysis, evolutionary simulation.
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The bids are of the form: (count – value), e.g. two threes (two of 3),
three fives (three of 5) etc. Two bids are compared as follows: if neither
value is 6, then they are compared lexicographically, first by count, then by
value. If a value is six, it behaves as if it were twice the count of zeroes. We
list the first few valid bids as (count, value) pairs: (1, 1), (1, 2), (1, 3), (1, 4),
(1, 5), (1, 6), (2, 1), (2, 2), (2, 3), (2, 4), (2, 5), (3, 1), . . . , (3, 5), (2, 6), (4, 1), . . .,
(5, 5), (3, 6), (6, 1), . . .. A bid is checked in case of a challenge the following
way: if the value field is 6, then the bid is successful if and only if there are
at least as many sixes in the hands (altogether) as the bid claimed. If another
value is in the bid, then also the 6s are counted as wildcards (jokers), adding
to the sum. Let d be the difference of the actual count and the count in the
bid. If d > 0 then the challenger loses d dice. If d < 0, then the challenged
player loses |d| dice. If d = 0, then all but the challenged player lose 1 die.
Example 1.1. A two-player example gameplay between Alice and Bob could
proceed as follows. Initially they have 2 dice each. In the first round they roll,
Alice gets two 5s, Bob gets a 3 and a 6. Alice bids (1, 5), then Bob bids (1, 6),
then Alice bids (2, 5) which Bob challenges. The challenge fails because there
are really two fives and a joker. The actual count is 3, one more than the
challenged bid, so Bob loses a die. In the next round, Alice rolls a 3 and a 4,
Bob rolls a 2. It’s Bob’s turn to bid first: he bids (1, 2), then Alice bids (1, 4)
then Bob bids (2, 2) which is challenged and won by Alice. Bob loses his last
die, Alice wins the game.
In this paper we analyze two scenarios of the game. The first analysis is
a game-theoretical analysis of the endgame when two players match up with
one die each. The earlier parts of the game are extremely complex to analyze. Therefore we chose a largely simplified model. We propose a strategy
which encompasses some of the psychological aspects of the game. In a long
gameplay, the players may be influenced by the observed behavior of their
neighbors. If our right neighbor is known to be a notorious liar (by the game
history), it makes challenging slightly more preferable. Also, if our left neighbor is a bad challenger, this makes raising the bid preferable. We introduce
parameters which determine how bravely a player is expected to react to such
observed behavior of his neighbors.
The paper is built up as follows. In Section 2, the endgame analysis is
presented for general dice with n faces without joker, and for dice with 3 faces
with joker. In Section 3, the strategy used in the simulation is described. In
Section 4, the evolutionary simulation method and the simulation results are
shown.
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2. Two-player endgame with one die each
Let us consider the case when both players have an n-faced die and there
is no joker.
Theorem 2.1. Player II’s probability of win under optimal play by both players is

n+1
−1
2
.
2
n
An optimal strategy for player I is as follows.
1
,
• If the value of his die is 1, then he claims j with probability n−1
2 ≤ j ≤ n;
• if the value of his die is j > 1, then he claims j;
• on the second round (if any), he doubts any claim by player II.
An optimal strategy for player II is as follows.
• If the value of his die j is greater than the bid of player I, then he
claims j, except j = 2, when he doubts;
• if the value of his die is lower than the bid of player I, then he doubts;
• if the value of his die is equal to the bid of player I, then he claims 2
of that value;
• on the second round (if any), he doubts any claim by player I.
Proof: What is the optimal strategy of player II, if player I uses the aforementioned strategy?
• If the value of player II’s die is greater than the bid of player I, then
he wins with the claim of that value.
• If the value of player II’s die is lower than the bid of player I, then the
only possible greater bid is 2 of his die’s value, but it can be true only
if I’s bid was a bluff, so the optimal strategy is to doubt. In this case
the probability of player II’s victory is
1

1
n−1
1
+ n−1

=

1
.
n

• If the value of player II’s die is equal to the bid of player I, then with
doubting the probability of victory is
1

1
n−1
1
+ n−1

=

1
,
n

while claiming 2 of that value makes the probability
1
n−1
,
1 =
n
1 + n−1
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PÉTER BURCSI AND GÁBOR NAGY

so the latter is optimal.
We can store the probabilities of player II’s victory in the matrix W1 with
n − 1 rows (representing the bid of player I: n, n − 1, . . . , 3, 2) and n columns
(representing the value of player II’s die: n, n − 1, . . . , 2, 1). The elements of
W1 are as follows.
• w1ii = n−1
n ;
• w1ij = 1, if i > j;
• w1ij = n1 , if i < j.





W1 = 




n−1
n

1
1
..
.
1
1

1
n
n−1
n

1
..
.
1
1

1
n
1
n
n−1
n

..
.
1
1

···
···
···
..
.

1
n
1
n
1
n

1
n
1
n
1
n

1
n
1
n
1
n

···
···

n−1
n

1
n
n−1
n

n
1
n

..
.

1

..
.







.. 
. 

1 

Each bid of player I and each value of player II distributes independently
1
. The probability of player
and uniformly so each case has probability n1 n−1
II’s victory is:


(n − 1)(n − 2)
(n − 1) (n − 1)(n − 2) 1
1
1
· 1 + (n − 1)
+
+ (n − 1)
n(n − 1)
2
n
2
n
n

n+1
−1
= 2 2
.
n
his die’s value is i, so
Pn Let pij be the probability of player I’s bid is j if P
n
j=1 pij = 1, moreover let Pj =P(player I’s bid is j)= i=1 pij /n.
What is the probability of the victory of player II if he uses the aforementioned strategy?
• If the value of player II’s die is 2 and the bid of player I is 1, then
player II doubts, and he wins if player I bluffed.
• If the value of player II’s die j > 2 is greater than the bid of player I,
then if the value of player I’s die is lower than the value of player II
wins, else player I can claim a greater bid so he wins.
• If the bid of player I is 2 of something, then player II doubts, because
he could claim a valid greater bid only if player I bluffed.
• If the value of player II’s die is lower than the bid of player I, then he
doubts and wins if player I bluffed.
• If the value of player II’s die is equal to the bid of player I, then he
claims 2 of that value and wins if player I’s bid and his die’s value are
the same.
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Let us consider the matrix W2 with 2n rows (representing the bid of player
I: 1, 2, 3, . . . , n − 1, n, 2 of 1, 2 of 2, . . . , 2 of n) and n columns (representing the
value of player II’s die: 1, 2,. . . , n). Let w2ij be the sum of pkj for those k for
which player II wins if his die’s value is j and player I’s bid is i for his value
k.
We use the matrix W2 , which – due to its size – appears in the Appendix.
The probability of the victory of player II if the bid of player I is i is:
n
1 X w2ij
.
n
n · Pi
j=1

So the probability of the victory of player II is:
n
X 1X
w2ij
1 X
Pi
= 2
w2ij .
n
n · Pi
n
i

i,j

j=1

For 2 < j ≤ n we get
X

w2i,j +

i<j

and

X

w2i,j−1 ≥

i≥j
n
X
i=1

w2i,i +

j−1 X
X
k=1

n
X

pk,i = (j − 1) · 1,

i

w2i,1 + w21,2 = n

n
X

i=2

Pi ,

i=1

so the sum of the elements of W2 is at least:


n−1
X
n+1
n+
j=
− 1.
2
j=2

This means that the probability of player II’s victory is at least

n+1
−1
2
.
2
n
Let us consider the case when both players have a 3-faced die where 3 is
joker.
Theorem 2.2. Player II’s probability of win under optimal play by both players is
4
.
9
An optimal strategy for player I is as follows.
• If the value of his die is i, then he claims 2 of i;
• on the second round (if any), he doubts any claim by player II.
An optimal strategy for player II is as follows.
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• If the bid of player I is 1, 2 or 3, then he claims 2 of the value of his
die;
• if the bid of player I is 2 of 1, 2 of 2 or 2 of 3, then he doubts;
• on the second round (if any), he doubts any claim by player I.
Proof: If player I plays the aforementioned strategy, he wins with probability 23 if his die’s value is 1 or 2 (in the cases player II has the same value or
3) and wins with probability 31 if his die’s value is 3. So the probability of the
victory of player II is


5
1 2 2 1
4
=1− = .
1−
+ +
3 3 3 3
9
9
Let pij be the probability of player I’s bid is j if his die’s value is i, so
pi1 + pi2 + pi3 + pi,11 + pi,22 + pi,33 = 1,
moreover let Pj =P(player I’s bid is j)=p1j /3 + p2j /3 + p3j /3.
Playing with the aforementioned strategy when does player II win?
If the value of the die of player II is 1, and the bid of player I is 1, 2 or 3,
then player II claims 2 of 1 and wins if the value of player I’s die is 1 or 3.
If the value of the die of player II is 1, and the bid of player I is 2 of 1, 2
of 2 or 2 of 3, then player II doubts and loses only if the bid is 2 of 1 and the
value of player I’s die is 1 or 3.
If the value of the die of player II is 2, and the bid of player I is 1, 2 or 3,
then player II claims 2 of 2 and wins if the value of player I’s die is 2 or 3.
If the value of the die of player II is 2, and the bid of player I is 2 of 1, 2
of 2 or 2 of 3, then player II doubts and loses only if the bid is 2 of 2 and the
value of player I’s die is 2 or 3.
If the value of the die of player II is 3, and the bid of player I is 1, 2 or 3,
then player II claims 2 of 3 and wins if the value of player I’s die is 3.
If the value of the die of player II is 3, and the bid of player I is 2 of 1,
then player II can claim 2 of 3 and wins if the value of player I’s die is 3, or
can doubt and wins if the value of player I’s die is 2.
If the value of the die of player II is 3, and the bid of player I is 2 of 2,
then player II can claim 2 of 3 and wins if the value of player I’s die is 3, or
can doubt and wins if the value of player I’s die is 1.
If the value of the die of player II is 3, and the bid of player I is 2 of 3,
then he doubts and wins if the value of player I’s die is 1 or 2.
Assuming that the probability of bidding 2 of 3 when player I’s bid is 2 of
1 and the value of player II’s die is 3 is q1 , and the probability of bidding 2 of
3 when player I’s bid is 2 of 2 and the value of player II’s die is 3 is q2 , then
we can use the following matrix W3 of 6 rows (representing the bid of player
I: 1, 2, 3, 2 of 1, 2 of 2, 2 of 3) and 3 columns (representing the value of player
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II’s die: 1, 2, 3) to calculate the probability of the victory of player II, which
is similarly to the previous section the sum of the elements of W3 divided by
9.


p11 + p31 p21 + p31
p31
 p12 + p32 p22 + p32

p32


 p13 + p33 p23 + p33

p33


W3 = 
3P11
q1 p3,11 + (1 − q1 )p2,11 
 p2,11

 3P22
p1,22
q2 p3,22 + (1 − q2 )p1,22 
P33
3P33
p1,33 + p2,33
The sum of the elements of W3 is
p1,1 + p3,1 + p2,1 + p3,1 + p3,1 +
+p1,2 + p3,2 + p2,2 + p3,2 + p3,2 +
+p1,3 + p3,3 + p2,3 + p3,3 + p3,3 +
+p2,11 + 3P11 + q1 p3,11 + (1 − q1 )p2,11 +
+3P22 + p1,22 + q2 p3,22 + (1 − q2 )p1,22 +
+3P33 + 3P33 + p1,33 + p2,33 =
p1,1 + p1,2 + p1,3 + p1,11 + (2 + 1 − q2 )p1,22 + 3p1,33 +
+p2,1 + p2,2 + p2,3 + (2 + 1 − q1 )p2,11 + p2,22 + 3p2,33 +
+3p3,1 + 3p3,2 + 3p3,3 + (1 + q1 )p3,11 + (1 + q2 )p3,22 + 2p3,33 =
1 + (2 − q2 )p1,22 + 2p1,33 +
+1 + (2 − q1 )p2,11 + 2p2,33 +
+1 + 2p3,1 + 2p3,2 + 2p3,3 + q1 p3,11 + q2 p3,2 + p3,33 .
If we choose q1 = q2 = 1, then the sum is
4 + p1,22 + p1,33 + p2,11 + p2,33 + p3,1 + p3,2 + p3,3 ≥ 4.
So the probability of the victory of player II playing the aforementioned strategy is at least 49 .
3. Model of the game for simulation
We present simulation result about strategies in the liar’s dice game. In the
following, we describe the simulation’s details. As the game flow is quite complex, we made several simplifying assumptions about the player’s strategies.
When a player has to make a decision about his move, he should compare the
risks of raising the bid with that of challenging the previous bid. The decision
is made more complex by psychological factors, since the bidding strategies
of the previous player and the challenge strategies of the following player also
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influence the decision. In the following we describe a simplified model of the
player’s strategies. The motivation behind the model is that we want to make
challenge slightly more likely against a player who is known to be a frequent
liar, and similarly, we would like to be a bit cautious when raising a bid if the
next player is known to be a good challenger.
Raise. If we raise the bid, we raise it to the one with highest probability of
success. For example, if we have to answer to a bid of “seven threes’, we will
prefer “eight twos” to “seven fours” if we happen to have a hand with several
twos and no fours. The probability of a successful bid is calculated based on
our hand. We do not assume anything about the likeliness of a challenge by
the next player.
Challenge. We calculate the probability of a successful challenge based on
our hand and the bid of the previous player.
Behavior of the previous player. We record the success of our challenges
against the previous player. If the previous challenge against this player was
successful, we slightly increase the probability of a challenge (details are formalized later).
Behavior of the next player. We record the success of challenges by the
next player. If the previous challenge against us was successful, we slightly
decrease the probability of a bid raise (details are formalized) later.
The player’s strategy is a mixed strategy, parametrized by a pair (s, t). On
each turn, the player determines the probability p1 that the previous bid was a
lie (if this is the first move, then we always rise). The player also determines the
next preferable bid and its success probability p2 . If the last challenge against
the previous player was successful, then let cs ∈ [0, s] uniformly randomly
chosen, otherwise cs = 0. If the last challenge by the next player failed, then
ct ∈ [0, t] is uniformly randomly chosen, otherwise ct = 0. We decide to raise
if and only if p2 − p1 + cs − ct > 0.
The intuition behind this mixed strategy is as follows: it is natural to
assume that we chose out of the two possibilities (raising the bid and challenging) the one that is more likely to succeed. That’s why we compare p1
and p2 . But if the player with the last bid has been caught lying before, then
we slightly increase the possibility of a challenge. Likewise, if the player who
follows after us has a bad challenge to his record, then we are possibly a bit
braver with raising the bid. The parameters correspond to the sensitiveness
of the player to such behavior.
We evaluate the strategies using evolutionary simulation methods in the
following section.
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4. Evolutionary simulation of strategy population
Our simulation methods are inspired by investigations about the iterated
prisoner’s dilemma, see e.g. [1, 4]. Our evolutionary simulation proceeds as
follows. The strategy population S is a mesh of points in a box [0, a] × [0, b]
(E.g. S = {(i/10, j/10) | 0 ≤ i, j ≤ 10, i, j ∈ Z}). Each element s ∈ S holds a
score f (s) which is initially 1. Each simulation is performed in rounds.
We fix the number P of players and D for a simulation run. Each simulation round starts with choosing P strategies from the overall population based
on the strategy’s score – the probability of choosing a strategy is proportional
to its weight. We perform a P -player game with D dice. After the game we
add one to the winner’s strategy. Then a new simulation round is started.
The goal of the simulation is to see which strategies are the most successful
ones. In the following section we discuss how the strategy population’s score
changes.
4.1. Simulation results. In the first group of experiments 300 simulation
rounds were performed with X a 10 × 10 mesh on [0, 1]. We performed experiments with P = 2, D = 10, P = 2, D = 30, P = 2, D = 100, P = 3, D = 30,
P = 8, D = 30. We show some of the results in Figure 1. It is apparent in the
figures that the value of y = ct plays a more decisive role in the success of a
strategy than that of x = cs . It is also visible that the exact values of P and
D do not influence the results to a large extent.
Based on the results, in the second group of experiments we refined the
space to [0, 1] × [0, 0.2]. The simulation results can be seen in Figure 2. No
obvious pattern is visible here. Based on evidence so far, it seems reasonable
that a small value of ct ∼ 0.1 is beneficial, that is, being a bit braver with
raises might pay off. An exact quantification of this statement still needs
refined models and further simulation.
5. Summary
In the present paper about the Liar’s dice game, we presented an analysis
of endgame strategies for two players and simulation results using a simplified
model of the game strategies. We plan to extend both the theoretical and
simulation results. In the endgame analysis it would be interesting to give
optimal strategies for more than two players with one die each, and for two
players with several dice. The analysis becomes much more complicated, but
we think it can be carried out. For the simulation, a possible direction is to
model the information that may be hidden in previous calls by a player in
the same round – does someone calling a large number of fives really have a
hand full of fives, or is it just a bluff? Another possibility is to apply learning
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Figure 1. Strategy population growth after 300 matches.
From left to right: (P, D) = (2, 30), (2, 100), (3, 30), (8, 30).
theory and see how good a player a computer program can become when
playing against humans or other programs.
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Appendix
We present matrix W2 from Section 2.
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VISUALIZATION TECHNIQUES OF COMPONENTS FOR
LARGE LEGACY C/C++ SOFTWARE
MÁTÉ CSERÉP AND DÁNIEL KRUPP
Abstract. C and C++ languages are widely used for software development in various industries including Information Technology, Telecommunication and Transportation since the 80-ies. Over this four decade, companies have built up a huge software legacy. In many cases these programs
become inherently complicated by implementing complex features (such
as OS kernels or databases), and consisting several millions lines of code.
During the extended development time, not only the size of the software
increases, but a large number (i.e. hundreds) of programmers get involved
in the project. Mainly due to these two factors, the maintenance of these
software products becomes more and more time consuming and costly.
To handle the above mentioned complexity issue, companies apply software comprehension tools to help in the navigation and visualization of
the legacy code. In our article we present a visualization methodology
that assists programmers in the process of comprehending the functional
dependencies of artifacts in a C++ source. Our novel graph representation not only reveals the connections between C/C++ implementation
files, headers and binaries, but also visualizes the relationships between
larger software components – e.g directories –, and provides a method for
architecture compliance checking. The applied technique does not require
any modification or documentation of the source code, hence it solely relies
on the compiler generated Abstract Syntax Tree and the build information
to analyze the legacy software.

1. Introduction
One of the main task of code comprehension software tools is to provide
navigation and visualization views for the reusable elements of the source code,
because humans are better at deducing information from graphical images
[3, 12]. We can identify reusable software elements in C/C++ language on
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68N99.
1998 CR Categories and Descriptors. I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling – Object hierarchies.
Key words and phrases. code comprehension, software maintenance, static analysis, component visualization, graph representation, functional dependency.
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many levels (see Figure 1). On a smaller scale, functions provide reusable
implementation of a specific behavior. The next level of modularity in C++
are classes, where a programmer can collect related functions and data that
belong to the same subject-matter. Header files compose the next level, where
related functions, variables, type declarations and classes (in C++ only) can be
grouped into a semantic unit. Finally, related header files (possibly contained
in a directory) can form the interface of a reusable binary component, a library.

Figure 1. Modularity in the C++ language
State of the art software comprehension and documentation tools implemented visualization methods for many of these modularization layers. On
the function level call graph diagrams can show the relations between the
caller and the called functions [14], while on the class level, one can visualize the containment, inheritance and usage relations by e.g. UML diagrams.
On the file level, header inclusion diagrams help the developers in the code
comprehension process. [13]
We argue that the state of the art in file and module level diagrams are
not expressive enough to reveal some important dependency relationships of
the implementation among header files and directories containing source code.
In this paper, we describe a new visualization methodology that exposes
the relations between implemented and used header files and the source file
dependency chains of C/C++ software. In this article we also present that
our approach identifies the usage and implementation relationships between
directory level components.
This paper is structured as follows. In Section 2 the literature of the state
of the art is reviewed with special focus on static software analysis. Section 3
describes which important views are missing from the current software comprehension tools, and in Section 4 we present novel views that can help C and
C++ programmers to better understand legacy source code. Then in Section 5
we demonstrate our result by showing examples on real open-source projects.
Finally in Section 6 we conclude the paper and set the directions for future
work.
2. Related work
Researchers have proposed many software visualization techniques and
various taxonomies have been published over the past years. These tools address one or more of three main aspects (static, dynamic, and evolutional) of
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a software. The visualization of the static attributes focuses on displaying the
software at a snapshot state, dealing only with the information that is valid
for all possible executions of the software, assisting the comprehension of the
architecture of the program. Conversely, the visualization of the dynamic aspects shows information about a particular execution of the software, therefore
helps to understand the behavior of the program. Finally, the visualization
of the evolution – of the static aspects – of a software handles the notion of
time, visualizing the alternations of these attributes through the lifetime of
the software development. For a comprehensive summary of the current state
of the art see the work of Caserta et al.[4].
The static analysis of a software can be executed on different levels of
granularity based on the level of abstraction. Above a basic source code level,
a middle – package, class or method – level, and an even higher architecture
level exists. In each category a concrete visualization technique can focus
on various different aspects. Some of the most popular and interesting new
visualization techniques are described below and a summary of categorization
is shown on Table 1 for them.
Kind

Level

Focus

Techniques

Line

Line properties

Seesoft

Class

Functioning, Metrics Class BluePrint
Organization

Treemap

Time T
Dependency
Visualization

Architecture

Structure Matrix
Relationship

UML Diagrams
Node-link Diagrams
3D Clustered Graphs

Visualizing Evolution
Table 1. Categorization of visualization tools

The most simple, code line centered visualization has an abstraction level
similar than the source code itself. An example for such a technique is SeeSoft
[6, 1]. This visualization method is a miniaturized representation of the source
code lines of the software, where a line of code is represented by a colored line
with a length proportional to the length of the code line and colors can stand
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for variety of mapping – e.g. the corresponding control structures. Indentation
is preserved, hence the structure of the source code stays visible even when a
large volume of code is displayed.
The class centered visualization techniques focus on the behavior or the
metrics (e.g. about the cohesion) of a class, which helps in understanding the
inner functioning of a class alone, or in the context of its direct inheritance
hierarchy. As an example the class blueprint visualization technique [9, 5]
displays the overall structure of a class, the purpose of methods within it and
the relationship between methods and attributes. The information conveyed
by it is otherwise often hard to notice because it would require the line by line
understanding of the entire class.
Visualizing the architecture consists of depicting the hierarchy and the relationships between software components. It is one of the most frequently addressed topics in the software visualization field, as object-oriented programs
are usually structured hierarchically both by the recursive package/module
containment and by the fact that classes are structured by methods and attributes. Therefore most of the visualization techniques tackles the architectural level. One aspect is to focus on the organization like the well-known
treemap method [8, 11], which recursively slices a box into smaller boxes (both
horizontally and vertically) for each level of the hierarchy.
Our article focuses on assisting the code comprehension through visualizing the relationships between architectural components of a software. This
category not only contains various prevalent and continuously improved visualizing techniques like the UML diagrams [7], but also recently researched,
experimental diagrams like the three dimensional clustered graphs [2]. This
technique aims to visualize large software in an integral unit, by generating
graphs in a 3D space and grouping remote vertices and classes into clusters.
The visibility of the inner content of a cluster depends dynamically on the
viewpoint and focus of the user who can traverse the whole graph.
Our novel solution uses the classical node-link diagram in two dimensional
space for visualization, which was formerly used at lower abstraction levels
primarily.
3. Problems of visualization of C/C++ modularity
Modularity on the file level of a software implementation in C/C++ is
expressed by separating interfaces and definition to header and implementation
files. This separation allows the programmers to define reusable components
in the form of – static or dynamic – libraries. Using this technique, the user
of the library does not need to have knowledge about the implementation of
it in order to use its provided services. Interfaces typically contain macro and
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type definitions, function and member declarations, or constant definitions.
Implementation files contain the definition of the functions declared in the
headers.
Separation of these concerns is enforced by the C/C++ compiler, preprocessor and linker infrastructure. When a library is to be used, its header file
should be included (with using the #include preprocessor directive) by the
client implementation or the header files. Source files should almost never1 be
included in a project where the specification and implementation layers are
properly separated. Unfortunately C/C++ does not enforce naming conventions to the header and implementation files (like e.g. Java does). Thus, based
on a name of a file, it is not possible to find out where the methods of a class
are declared or implemented. Furthermore, the implementation of the functions declared in a header file can be scattered through many implementation
files that makes the analysis even more difficult.
When a programmer would like to comprehend the architecture of a software, the used and provided (implemented) interface of a library component
or the implementers of a specific interface should quickly able to be fetched.
Problem (File dependencies). Let us analyze the commonly presented header
inclusion graph of a fileset in Figure 2. We assume that lib.h is an interface of
a software library and that there are many user of this component, thus many
files includes this header. If the programmer would like to understand where
the functions declared in the header are implemented, the header inclusion
graph is not helpful, since it does not show which C/C++ files only use, and
which implement the lib.h interface.

Figure 2. Implementation decision problem between component(s) and an interface.
1A few exceptions may exist, i.e. in some rare cases of template usage.
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We propose an Interface diagram that is similar to the well-known header
inclusion graph, but refines the include relation into uses and provides relationships. For this purpose we defined that a C/C++ file provides a header
file, if it contains its implementation, while it only uses it if the mentioned
file refers to at least one symbol in the header, but does not implement any
of them. A proper and precisely defined description of this view is given in
Section 4.1.
Problem (Directory-based dependencies). Similar views are of great interest
also on a higher, module level. For example we can examine the directory
containment graph in Figure 3. It is a very basic question from a software developer to identify the dependency relations between the modules of a project,
e.g. whether module1 is used by module2 and module3 or not. To extract this
information it is necessary to generalize the file level dependency relationships
discussed beforehand.

Figure 3. Dependency decision problem between modules.
In this paper we set forward views that code comprehension software tools
can provide to unveil this hidden information.
4. Definitions of relationships between compilation artifacts
In this section first we introduce the commonly used basic terms of relationships defined between the C/C++ source files and the binary objects (see
Figure 4), then present our more complex relationship definitions to describe
the connections between the components of a software at a higher abstraction
level.
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Definition (Relations between source files). At the level of the abstract syntax tree the main artifacts of a C/C++ source code are the user defined symbols2, which can be declared, defined or referred/used by either the source
files (.c/.cc) or the header files (.h/.hh). A C/C++ symbol might have
multiple declarations and references, but can be defined only once in a semantically correct source code. To enforce the separation of the specification
and implementation layer, header files should mainly consist of declarations,
whose definitions are in the appropriate source files.3 From our perspective
only those C/C++ symbols are important, which are declared in a header file
and are defined or referred by a source file.

Figure 4. Relations between compilation artifacts.
Definition (Relations between binaries). The source files of a project are
compiled into object files, which are then statically linked into shared objects
2From our viewpoint only the function (and macro) symbols and their declaration, definition and usage are significant.
3In some cases, headers may contain definition and source file may also contain forward
declarations as an exception.
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or executable binaries. Shared objects are linked dynamically into the executables at runtime. To extract this information and visualize the relationship of
binaries together with the relations declared between the C/C++ files, the
analysis of the compilation procedure of the project is required beside the
static analysis of the source code.
For the purpose of the presented visualization views in this paper the different kind of binary relationships is irrelevant, therefore they will be collectively
referred as the contains relation henceforward (see Figure 4).
4.1. File-based classification. The basic include relationship among the
source and header C/C++ files have already been introduced, however in
order to solve the first problem raised in Section 3, the definitions of the proposed uses and provides relations have to be separated.
Definition (Provides relationship from source c to header h). We say that
in a fileset a source file c provides the interface specified by the header file h,
when c includes h and a common symbol s exists, for which h contains the
declaration, while c consists the definition of it.
Definition (Uses relationship from source c to header h). Similarly to the
previous provides relationship, we state that in a fileset a source file c uses the
interface specified by the header file h, when c includes, but does not provide
h and a common symbol s exists, which c refers and h contains the declaration
of it.
Figure 4 shows the illustration for the above mentioned definitions. Based
on the idea of the already introduced Interface diagram, which shows the immediate provides, uses and contains relations of the examined file, we defined
the following more complex file-based views.
The nodes of these diagrams are the files itself and the edges represent the
relationships between them. A labeled, directed edge is drawn between two
nodes only if the corresponding files are in either provides, uses or in contains
relationship. The label of the edges are the type of their relationship and they
have the same direction as the relation they represent.
Definition (Used components graph of source c). Let us define the graph with
the set of nodes N and set of edges E as follows. Let S be the set of source
files which provides an interface directly or indirectly used by c. N consists of
c, the elements of S and the files along the path from c to the elements of S.
Binaries containing any source file in S are also included in N . E consists the
corresponding edges to represent the relationships between the nodes in N .
Intuitively we can say if source t is a used component of c, then c is using
some functionality defined in t.
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Definition (User components graph of source c). Let us define the graph with
the set of nodes N and set of edges E as follows. Similarly to the previous
definition, let S be the set of source files which directly or indirectly uses the
interface(s) provided by c. N consists of c, the elements of S and the files along
the path from c to the elements of S. Binaries containing any source file in S
are also included in N . E consists the corresponding edges to represent the
relationships between the nodes in N .
Intuitively we can say if source t is a user component of c, then c is providing some functionality used by t.
4.2. Directory-based classification. Directory hierarchy in a C/C++ project carries very important architectural information. This is the most commonly used technique for modularizing the source code (think of the Linux
kernel modules for example). Many times the build process also follows this
modularity, since in a recursive Makefile based build system, the Makefiles are
written per directory, many times linking the compiled binaries into a single
executable or reusable library. Thus the directory boundaries are frequently
the same as the library boundaries.
Files within a module are usually strongly coupled, they implement features that are closely related. Hence for understanding a large legacy software,
it is vital to know how the modules are interconnected. To define these connections we use the relationships we defined for files.
Definition (Module). A module is a directory tree which contains at least
one C/C++ source code file. Please note, that from this definition it follows
that a module can contain other modules. We say that module A and B are
separate modules if A is not a sub-module of B and B is not a sub-module of
A.
Definition (Implements relationship from module A to B). We say that a
module A implements another module B if module A and B are separate and
A contains at least one implementation file c which which provides a header
h which is in B.
Intuitively we can say if module A implements module B, then module A
implements at least one of the services of module B.
Definition (Depends on relationship from module A to B). We can say that
module A depends on module B if module A and B are separate , A does not
implement B and A contains at least one implementation file c which uses a
header h contained by B.
Intuitively we can say if module A depends on module B, then module A
is using the services of module B.
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The illustration of the above definitions are depicted in Figure 5. Using
these relationships we are able to visualize the internal architecture of a module
and its external relationships by defining the following graph diagrams.

(a) The implements relationship.

(b) The depends on relationship.

Figure 5. Relationships between modules.
The nodes of a directory level graph diagram are the modules according
to the definitions above, while the edges represent the relationships between
the modules. A labeled, directed edge is drawn between two nodes only if the
corresponding modules are in either subdirectory, depends on or implements
relationship. The labeling and directing of the edges has the same definition
as for file level views.
Definition (Internal architecture graph of module M on level n). Let us define
the graph with the set of nodes N and set of edges E as follows. N consists
of M and its n level sub-modules S and all the sub-modules of M that the
elements of S depends on or implements. E consists of subdirectory, depends
on, implements relationships between modules that correspond to nodes in N .
By examining the Internal architecture diagram it is easy to reveal which
sub-modules are central, or in other words most commonly used in the analyzed module. This diagram also shows at which rate the implementation of
a specific module containing interfaces is scattered through among other internal modules, hence a programmer can start by investigating the directories
that contain the most commonly used interfaces when the understanding of a
whole subsystem is required.
Definition (Implemented external modules graph of module M ). Let us define the graph with the set of nodes N and set of edges E as follows. A module
o is in N if o is M or M implements o so that o is not a sub-module of M . E
consists of the corresponding implements edges.
This diagram shows whether the examined module is not self contained,
that is, it consist implementation of functions that are declared somewhere
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in a directory that is not contained by the module. In many well structured
projects, if a module provides some interfaces to external users, these header
files are stored in a separate directory from the implementation files. These –
interface – modules will then be implemented by the examined module.
Definition (External user modules graph of module M ). Let us define the
graph with the set of nodes N and set of edges E as follows. A module o is in
N if o is M or o depends on or implements M so that o is not a sub-module of
M . E consists of depends on and implements relationships between modules
that correspond to nodes in N .
This diagram answers the question which external modules are using the
services of module M . In the diagram we also indicate the exact headers
and functions that are used. This way a programmer can distinguish between
header files that are only used within the examined module internally and
which are provided for external use. In poorly structured C/C++ projects
internal and external headers are frequently mixed in a directory and thus
this separation becomes difficult without tool support.
5. Experimental results
In order to implement the proposed views in Section 3 by the definitions
introduced in Section 4.1 and 4.2, a diagram visualizing tool was created as
part of a larger code comprehension assisting project – named CodeCompass –
developed in cooperation at Eötvös Loránd University and Ericsson Hungary.
The created software provides an interactive graph layout interface, where the
users are not only capable of requesting more information about the nodes
representing files or directories, but they can also easily navigate between
them, switching the perspective of the view they are analyzing.
For demonstration in this paper, the open-source Xerces-C++ XML parser
project[15] was selected, since it is a well-known, large (but not too broad for
the purpose of presentation) legacy C++ software. In this section altogether
five (including three file-based and two module-based) examples for the use of
our tool is shown and information retrievable from them is examined.
Example. Figure 6 displays an Interface diagram, showing the immediate relations of a selected file with other files in the software. As the image shows,
the C++ source file in the middle (XMLReader.cpp) uses/includes several
header files, and the special connection for implementation (providing) is distinguished from the other ones. This diagram not only present the connections
between C++ source and header files, but also displays that the mentioned
source file was compiled into two object files through the compilation process
of the project.
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Figure 6. Interface diagram of XMLReader.cpp.

Figure 7. User components of SAX2XMLFilterImpl.cpp.
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Example. Figure 7 presents the User components diagram of the source file
SAX2XMLFilterImpl.cpp at the top. The goal of this visualization is to determine which other files and compilation units depends on the selected file. As
the figure shows, the previous source file implements an interface contained
by the SAX2XMLFilterImpl.hpp header. From here with multiple relations
of usage and interface implementation we are able to specify two sources files
which are the users of SAX2XMLFilterImpl.cpp.

Figure 8. Used components by BinOutputStream.cpp.
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Example. Parallel to Figure 7, the following example deduces the compilation
artifacts the selected source BinOutputStream.cpp depends on. The Used
components diagram displays (see Figure 8) that the interface specification for
the BinOutputStream.cpp source file is located in the BinOutputStream.hpp
header. This header file uses the XMemory.hpp, which is provided by the
XMemory.cpp source. Hence the implication can be stated that the original
BinOutputStream.cpp indirectly uses and depends on the XMemory.cpp file.

Figure 9. The internal dependencies in the util directory.
Example. The last two examples present views on a higher abstraction level,
revealing the relationships between directory modules. Figure 9 shows the
Internal architecture graph of the util module in Xerces. Beyond the dependency relations between the subdirectories, the view emphasizes implementation relationships. Finally, Figure 10 displays the External user modules
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graph of sax2 directory, unveiling information about the external usage and
implementation of this module.

Figure 10. The external users of the sax2 directory.
6. Conclusions and future work
Assisting code comprehension in large legacy software projects is an important task nowadays, because through the extended development time often a huge codebase is built up and the fluctuation among programmers also
becomes significant. Since humans are better at deducing information from
graphical images than numerical data, it is a recognized method to support
the (newcomer) developers with visualization views to understand the source
code. In this paper we discussed what kind of architectural views are missing
from current code comprehension tools, regarding the relationships between
different type of compilation artifacts. We defined our novel graph view as a
solution addressing this problem, and demonstrated the practical use of our
technique through examples on a large legacy software. The new visualization
techniques were found helpful and applicable for legacy software in supporting
code comprehension.
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Future work will include the examination of how the information retrieved
by our definition rules can be used in the field of architecture compliance checking. Software systems often impose constraints upon the architectural design
and implementation of a system, for example on how components are logically
grouped, layered and upon how they may interact with each other. In order
to keep the maintainability of a software system through a long development
time with a large programmer team, it bears extreme importance that the design and implementation are compliant to its intended software architecture.
Due to the complexity of large software systems nowadays, guaranteeing the
compliance by manual checking is impossible, hence automation is required,
which is a not completely solved issue until today [10].
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EVALUATING COMMENT-TO-AST ASSIGNMENT
HEURISTICS FOR C++ PROGRAMS
TAMÁS CSÉRI AND ZOLTÁN PORKOLÁB
Abstract. Comments are integral part of the source code of software.
They preserve the intentions of the developers, document constraints and
highlight implementation details. Good comments help us to understand
the codebase and make maintenance easier. Most of the software tools
ignore comments because they take no part in code generation. However,
there are cases when comments should be taken into account: refactoring
tools need to move code along with their comments and code comprehension tools need to show comments related to a given context. Since these
tools are working on the abstract syntax tree (AST), comments should be
assigned to the appropriate AST nodes.
Assigning comments to AST nodes is a non-straightforward task. Most
methods use heuristics that place the comment to the proper AST node.
This article improves existing heuristics. We identify corresponding AST
nodes by distance and type. We also manage to contract consecutive connected comments. Macro-related comments are handled in a special way.
We quantify the correctness of comment assignments and evaluate the different solutions on open source C++ projects comparing our method with
existing tools. Our method may be useful for other programming languages
with respective modifications.

1. Introduction
Programming languages offer comments, that allows the programmer to
store arbitrary textual data at almost any point of the source code. Developers may use comments to store information that can not be expressed using
the constructs of the programming language: intentions behind the code, preconditions or other constraints, and explanation of the implementation details.
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2010 Mathematics Subject Classification. 68N15, 68N20.
1998 CR Categories and Descriptors. D.1.0 [Software]: Programming Techniques – General ; D.3.3 [Software]: Programming Languages – Language Constructs and Features D.2.7
[Software]: Programming Languages – Distribution, Maintenance, and Enhancement – Documentation.
Key words and phrases. Source Code Comments, Abstract Syntax Tree.
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Carefully crafted comments help future developers to understand the codebase
and make maintenance easier.
Comments are not necessarily structured textual data that most software
tools skip during the processing of source code because they take no part
in code generation. However, there are tools that are required to deal with
comments. Refactoring tools are used to change the source code to increase
maintainability, without changing the observable behaviour of the program.
This sometimes needs moving segments of the source code to different location.
Good refactoring tools not only move the code, but also move referring comments along. Code comprehension tools help users to understand and maintain
complex systems. As comments carry important supplementary information,
code comprehension systems benefit of understanding where a comment belongs and display them for the users at the appropriate places [12].
The compiler processes the source code in several steps. First, the character sequence of the source code is transformed to tokens by the lexer. In
the optional next step the preprocessor (in case of languages like C or C++)
resolves includes, macros and other preprocessor directives. Then the parser
component of the compiler coverts the preprocessed token sequence into a tree
that describes the structure of the code. This tree is called abstract syntax
tree, or AST for short. The AST is the canonical representation of the source
code. Most program analysis tools work on the AST of the program because
they are interested in the structure of the code and not the formatting details
(like indentation, spacing, etc.) [11]. In a later step the semantic analyzer
decorates the AST with various semantical information.
Refactoring and code comprehension tools also work with the AST. To
handle comments, these tools first must map the comments to the AST [14].
For example, using a comment-to-AST mapping, refactoring tools can move
the AST nodes and the comments describing them together. As an example,
Eclipse CDT, one of the most widespread tools for C++ coding with refactoring support [1], work in this way. Sommerlad et al. present the mapping used
by Eclipse CDT in [19].
In this article we examine the comment-to-AST mapping problem in C++
from a code comprehension view: whereas refactoring tools usually need to
find only a single anchor point for comments so that source code operations
(e.g. moving) keep code and the comments referring to a code together, our
goal is to find all relevant AST nodes for a given comment.
We will use the open source Clang compiler of the LLVM toolchain to
analyze the C++ source code. We chose Clang because it has a modular
well-documented architecture, and it can be used as a library to create tools.
[18].
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This paper is organized as follows: in Section 2 we present a brief overview
about comments in general and in the C++ programming language. In Section
3 we classify the comments into different categories. In Section 4 we introduce
our algorithm to map comments to AST nodes. In Section 5 we elaborate on
some important implementation details. Finally, in Section 6 we evaluate our
method. Our paper concludes in Section 7.
2. Comments in the C++ language
2.1. Comment notations. In the C programming language [16] comments
start with /* and end with */. These comments are usually referred as block
comments or C-style comments. Block comments are sometimes called multiline comments, because they can spread over multiple lines. C99 [7] and C++
[20] adds another notation for comments: everything between // and the end
of the line is also threated as comment. We will refer them as line comments
throughout the article.
By the standard, block comments can not be nested, however some compiler extensions allow this. In the rest of the paper we suppose that comments
are compliant to the standard. Block and line comments can contain each
other, in this case the content is formed as the union of the contents of the
two components.
Throughout the article we call block or line comments that have content
before and/or after them in the same line inline comments.
Line comments and block comments are the two kind of comments in most
programming languages, therefore some of our results are applicable to other
languages as well. Some programming languages lack the one or the other.
Preprocessor conditional statements are sometimes also used for commenting: lines between #if 0 and the following #endif are ignored by the compiler
completely. Contrary to block comments, preprocessor conditional statements
can be nested, this makes this construction ideal for commenting out large
blocks of code. Other uses of this commenting technique is rare.
2.2. Comments during the compilation of C++ programs. From the
compiler point of view, the C++ standard specifies that during the 3rd phase
of the translation, where the source file is decomposed into preprocessing tokens, “each comment is replaced by one space character” [8]. This allows the
compiler to skip any comment during this very early phase, usually in the
lexer component. Newer compilers, however, tend to retain comments during
compilation. This allows compiler writers to emit more precise error location
information that contains not only a line number but a column number as
well.
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3. Categorization of comments
As a first step, we group the comments into different categories. We observed that the two main types of comments are local comments that describe
neighbouring entities and separator comments that describe subsequent code
until the next separator comment. Additionally, we also distinguish code comments, which contain source code, and the mandatory copyright comments,
which hold legal information about the file.
3.1. Local comments. Local comments describe neighbouring entities of the
source code. Most comments in the examined projects are local comments.
As it can be seen in Figure 1, local comments come in various forms.
They may appear before or after the referred content, they may be block or
line comments, they may stand either in the same line of the referred content
or in an adjacent line. Also, they may refer to multiple statements right

// local comment for
// the main function
int main() {

(1-a)
(1-b)

//local comment for variable x1
int x1;

(2)

/* still a local comment */
int x2;

(3)

int y; //local comment for variable y

(4)

int i1 /* inline */; int i2;

(5)

int z1; int z2;

(6-a)
(6-b)

//last letter in
//the alphabet

//swap with helper variable
int tmp = z2;
int z2 = z1;

(7)

/}

Figure 1. Examples for local comments. (1), (2) and (3) are
preceding line and block comments on their own lines. (4) is
post comment, (5) is an inline comment, (6) is a post comment
for multiple statements, also spanning multiple lines, (7) is a
group comment for the three statements below.
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before or right after them. In this section we provide heuristics to describe
the characteristics of a local comment.
Our first notice is that block and line comments can be handled the same
way as they do not behave differently.
Our next observation is that consecutive line comments (or block comments that are used like line comments) should be handled as a single comment
if
• they are located in adjacent lines
• they start in the same column
• they have only whitespace characters in between
In Figure 1 we threat comments both (1-a) and (1-b) and (6-a) and (6-b)
as a single comment.
We call local comments standing on lines of their own group comments
if an empty line or a line ending with a block opening symbol ({) precedes
them. Group comments refer to every statement following it, until the end of
the current semantic block or an empty line.
Local comments that stand alone in a line but are not group comments
refer to all AST nodes of the next line.
Comments standing the end of a line refer to preceding AST nodes. In
Figure 1 (4) and (6) fall into this category. If the line contains multiple
AST nodes (e.g. statements), there is no easy way to determine whether the
comment refers to the whole line or only the last AST node. We applied the
following guess: if there is more than one whitespace between the comment and
the last non-whitespace character then it refers to the whole line, otherwise it
refers to the last AST node only.
Comments in the middle of the line refer either to the AST node before or
after them. We examine the whitespace before and after the inline comment
and assign to the AST node on the side that is closer.
3.2. Documentation comments. A special case of local comments are documentation comments. Documentation comments document functionality of
classes, functions and other names entities. The primary purpose of documentation comments is to provide information about the external interface of a
function and describe its functional and non-functional behaviour.
Documentation comments are marked using a special notation: they usually begin with /** or ///. External tools like Doxygen [22] parse these
comments to generate a cross-referenced documentation of a project.
Although Doxygen allows comments for an entity to be written far from
the described entity, this feature is rarely used [2]. Usually documentation
comments are placed right before the explained function or class declaration.
As this is sometimes inconvenient for member variables with short name and
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/**
* Documentation for class X
*/
class X {
int x2; ///< special syntax for postfix commnents
};
/*! \class X
Also documentation for class X
*/

(1)

(2)

(3)

Figure 2. Documentation comments in the source code.
comment, we may use a marked line comment (e.g. starting with ///<) after
the entity it documents.
Doxygen comments are well studied and existing parsing solutions can be
used to map the comment to the AST node it documents. The Doxygen tool
itself is the most complete implementation, recognizing several widespread formats, like the standard notation of Java [9] and C# documentation comments
[10]. The C++ language has no recommended documentation style but Java
and C# style comments are widely used along with own the comment notation
of the Qt Framework ([5]).
Because of the aforementioned explicit notations, placing documentation
comments in the AST is a well-defined problem, the heuristics we used for local
comments are generally not needed. Whether a documentation comments refer
to the following AST node and/or the previous AST node is encoded in its
syntax. Inline documentation comments are not supported.
As a recent addition, Clang also implements documentation comment parsing [15]. Their goal is to emit warnings during compilation if the documentation is not consistent with the documented entity. For example if in a
documentation comment we refer to a function parameter that does not exist
in the function itself we get a warning (if the -Wdocumentation compile flag
is on).
3.3. Separator comments. The source code is often organized by hierarchies that the programming language cannot express. For example if we have
a class, we may want to express grouping on the methods. One way of this
grouping is using comments to separate groups of code. An example is shown
in Figure 3. We call these comments separator comments.
Some comments are marked explicitly as separator comments, for example
comments centered by dashes or little boxes with some content centered inside.
(Examples are (1) and (4) in Figure 3). We recognized them by the excess
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class point
{
[...]
public:
/******************************/
/*
Getters
*/
/******************************/

(1)

//non-const getters

(2)

int get_x();
int get_y();
//constant getters

(3)

int get_x() const;
int get_y() const;
/******************************/
/*
Setters
*/
/******************************/

(4)

void set_x(int x);
void set_y(int y);
};
typedef XPtr *X;

Figure 3. Separator comments with multiple levels. (1) and
(4) are section separator comments, (2) and (3) are simple separators. Note that the typedef in the last line is outside the
class scope and therefore (4) does not refer to it.

repetition of a single character and call them section separator comments. It
is uncommon, but section separators may have multiple levels: e.g. different
boxes for different levels. The recognition of different levels of section separator
comments are project-specific expansions of our model.
We call simple separator comments the comments we recognize as separators because of the surrounding empty lines around them. More precisely, we
assume that a comment is a simple separator comment if it is followed by an
empty line – because if the comment would refer to the next statement only
there would be no reason for the empty line – and is not a section separator
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comment nor a documentation comment. All simple separator comments have
the same level, which is greater than the level of the section separators.
3.4. Code comments. People often comment out legacy or not yet functional
code. Although it is ofter considered to be a bad practise, we can encounter
it in almost all examined projects.
One approach for distinguishing code comments from regular comment
types is to try to parse them as source code and if we succeed it was a code
comment. However, examples show that this is a too strict restriction – code
comments may contain invalid code – e.g. because the commented code was
never working or it may depend on code in another code comment to be valid.
Therefore, most comment analyzer tools take the approach of defining
heuristics when a code should be considered code comment. Our algorithm
uses this approach. We use the following heuristics, that we designed for
recognizing code that look like C++ language.
We consider a comment to be a code comment suspect if either
• a comment ends with a block opening or closing symbol or a semicolon
• a valid preprocessor directive if found either at the beginning in of a
line comment or at the first column of a line of a multiline comment.
This yields a high number of false positives e.g. it finds comments ending
with LATEX documentation or multiline comments accidentally breaking at a
documented preprocessor directive.
To reduce false positives we use the fact that three consecutive identifiers
are rare in C++ source1 but quite common in written text, so code comment
suspects containing three consecutive identifiers will be threated as regular
comments.
Code comments does not give information about the surrounding AST
nodes, but we know that the code should be at the location of the comment,
therefore we assign them to the encapsulating AST node.
3.5. Copyright comments. Due to legal requirements, in most projects every file begins with a copyright comment that provides a brief description on
what the file does, a short extract of the license with a pointer to the full one
and some additional metadata [2]. These comments refer to the whole file.

1Three consecutive identifiers are only possible to write in C++ code because of macro
expansion. Considering possibly defined macros may yield even better results. Two consecutive identifiers are possible in any declarations, e.g. Foo bar;.
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4. Comment-to-AST mapping algorithm
In this section we describe our algorithm that maps the comments to the
relevant AST nodes using the comment categories described in the previous
section.
4.1. Collect comments and group them together if needed. First we
extract comments with location information from the source code. We also
contract consecutive comments to a single comment using the algorithm in
Section 3.1.
4.2. Analyze comments and measure the surrounding whitespaces.
Next we analyze the comments. As the first step, if it contains three or more
successive special characters (*, -) we mark it as a section separator comment.
Otherwise we check if it is a documentation comment or it matches our
code comment heuristics described in Section 3.4.
Next we count whitespaces around the comment: we count all whitespaces
before and after the comment. We count newline characters separately to know
the number of preceding and following empty lines. We use these numbers to
decide whether it refers to the preceding or the following nodes for a single
node, the whole line or until the next section comment having the level greater
or equal to the level of the current section comment.
• Case 1: The comment on its own line(s). If it has an empty line after,
we threat it as simple separator comment. If it has no empty line after,
but an empty line before, it is a local group comment. Otherwise it is
a local comment that is expanded for all the AST nodes of the next
line.
• Case 2: The comment is in the end of the line. It refers to the preceding
AST node. Whether a single node or the whole line is described in
Section 3.1
• Case 3: The comment is inline. It refers to the nearest single AST
node in the same line.
4.3. Assign comments to the AST. Our final step is to assign the comments to the AST nodes. We use breadth-first search to traverse the AST of
the program. To take the structure of the code into account, for each comment
we only consider the children of the deepest AST node that completely encapsulates our comment. From these child nodes we select the ones preceding or
succeeding our comment (depending on the result of the analysis described in
Section 4.2). We filter the selected AST nodes based on the category of the
comment.
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TAMÁS CSÉRI AND ZOLTÁN PORKOLÁB

• For section comments we keep all nodes until the next section comment.
• For group comments we keep all nodes until the next empty line.
• For comments referring to a whole line we keep all nodes located in
the current line.
• For other comments we keep the nearest match only.
This algorithm yields the relevant AST nodes for each comment.
4.4. Comments for macros and preprocessor symbols. The AST of
the program contains neither the preprocessor directives nor macros, so our
algorithm can not associate comments with them.
For preprocessor directives we introduce virtual AST nodes in the correct enclosing context. This way these virtual AST nodes get matched when
looking for an AST node for a nearby comment.
For macros our algorithm works almost correctly as the comments can be
associated with the AST nodes generated by the macro expansion. The only
problem is when the expansion of a macro yields two or more sibling AST
nodes and the algorithm associates the comment with only one of them. Our
algorithm can cut macro expansions in half when it keeps only the first node
while filtering the possible result list. Therefore we modify our algorithm to
include the whole expansion.
5. Implementation
We implemented our comment-to-AST mapping algorithm using the Clang
library as our backend for analyzing C++ source code and a plugin created
for our code comprehension tool as the frontend to visualize our results.
5.1. Prerequisites. Although it is a bad programming practise to mix tabs
and spaces but as open source projects are edited by a number of authors and
the inconsistency is hidden by modern editors, we often found both indentation characters used in files. To ensure that our contraction algorithm works
correctly, one should convert tabs to spaces using the correct project-specific
tab-space ratio. Unix-based systems contain the expand utility for this task
[6].
5.2. Backend. We built our backend based on Clang, the C/C++/Objective
C compiler of the LLVM toolchain. We used Clang for extracting comments
from the source code and we mapped the comments to the AST provided by
Clang [17].
The Clang AST module has a RawComment structure that is suitable for
representing comments. A vector of RawComment objects is stored along with
the AST context of Clang in form of a RawCommentList object. Although its
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name suggests otherwise, the RawCommentList object stores only RawComment
objects of the documentation comments, as the Clang compiler currently
parses the documentation comment only. Although there is a switch to parse
all comments as documentation comments but RawCommentList also does
merging of comments (which we want to control explicitly) and parsing the
comments (which is not pointless for non-documentation comments). Therefore we patched the RawCommentList class of Clang to store every comment
untouched as a RawComment object.
Using this complete list of RawComment objects as a starting point we implemented the algorithm described in Section 4. After our algorithm calculates
the comment groups and their mapping to the AST we store the comments,
comment groups and the AST mapping into a database.
5.3. Frontend. We visualized the results using the frontend of the code comprehension tool developed at Eötvös Loránd University in cooperation with
Ericsson Hungary. We created a plugin that interactively highlights the whole
comment group and the associated AST nodes upon clicking a comment. A
screenshot of the tool highlighting a comment and the AST node the comment
refers to can be seen in Figure 4.

Figure 4. A screenshot of the visualization interface. The
“fixme” comment on the right is selected and the AST node it
refers to is highlighted on the left.
6. Evaluation
We evaluated our heuristics in the following way: we selected sample files
from five open source projects, four implemented in C++ and one in pure C.
A group of three C++ experts reviewed these projects with the help of the
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frontend program presented in Section 5.3. In every comment occurrence the
group of experts made a consensus decision whether the assignment suggested
by our algorithm was correct.
The following five open source projects were evaluated:
TinyXML-2 [21] – TinyXML version 2 is a small XML parser library for
C++. As it contains only three source files, we were able to analyze the whole
project.
Xerces-C++ [13] – Xerces-C++ is another XML parser library for C++,
with more complete XML support (e.g. schemas, XPath queries etc.).
Clang 3.4 [18] – We analyzed some files of the Clang compiler itself. We
selected the files that extract comments from the C++ source.
GTest 1.7.0 [3] – Google Test is a unit testing library for C++. We
analyzed its main header file and two additional source files.
libgit2 0.20 [4] – libgit2 is a new reimplementation Git as a portable
C library. We were interested if our methods apply to the very similar C
programming language.

Project

File Name

LOC

DC

DCC

C

CC

Percentage

Tinyxml2
Tinyxml2
Tinyxml2
Xerces-C
Xerces-C
Xerces-C
Clang
Clang
Clang
GTest
GTest
GTest
libgit2
libgit2
libgit2

tinyxml2.h
tinyxml2.cpp
xmltest.cpp
AbstractDOMParser.cpp
DefaultHandler.hpp
ValueStackOf.hpp
Stmt.h
Preprocessor.cpp
RawCommentList.cpp
gtest.h
gtest-filepath.cc
gtest-messaging.h
blob.h
commit.c
tree.c

2075
2187
1427
1778
807
156
2122
829
265
2291
382
250
227
350
952

159

159

4

4

49

49

149
6
1

147
6
1

14

14

113
66
51
79
4
14
125
103
15
322
39
31
1
9
28

110
63
33
66
3
13
122
101
15
302
37
30
1
8
28

97%
95%
65%
84%
80%
93%
98%
98%
100%
94%
95%
97%
100%
89%
100%

1

Table 1. Evaluation results. Legend: LOC – lines of code,
DC – number of documentation comments, DCC – number of
correctly assigned documentation comments, C – number of
non-documentation comments, CC – number of correctly assigned non-documentation comments, Percentage – percentage
of correctly assigned non-documentation comments
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Table 1 shows the results of our evaluation. Our comment-to-AST matching algorithm matches most of the comments to the referred AST nodes properly in open source programs. We found that each comment category defined
in Section 3 appears in the inspected source code. In the examined Clang files
we could see that our multi-level section comment recognition works correctly
as well (e.g. between lines 1420 and 1509 of Stmt.h).
Most of the errors were due to the fact that local group comments standing
at the beginning of a block sometimes refer to the whole block. This was also
the cause of the high error rate in xmltest.cpp: each test case had its own
block, and the summary of the test case was the first comment in this block.
While these comments were referring to the whole test case, our algorithm
categorized these comments as local group comments and assigned only the
AST nodes until the first empty line, not the whole block of the test case.
Assigning local group comments at the beginning of a block to the whole
block would not work either: we found even more cases where the comment
really referred to the first group only and not the whole block. Moreover, local
group comments sometimes refer to the next line only, especially in member
variable declaration lists.
Another common source of the mistakes (especially in Xerces-C++ and
GTest) was that we could not correctly determine where a code section started
by a section comment terminates. People often use section comments that refer
only to some of the following AST nodes. A human reader can automatically
“close” those comments upon seeing unrelated code, but the computer only
sees the beginning section comment, and as there is no notation for closing
a section comments, our algorithm assigns the section comment to unrelated

(Stmt.h
00627
00628
00629
00630
00631
00632
00633
00634

- member functions of the CompoundStmt class)
// Iterators
child_range children() {
return child_range(Body, Body + CompoundStmtBits.NumStmts);
}
const_child_range children() const {
return child_range(Body, Body + CompoundStmtBits.NumStmts);
}

Figure 5. Incorrect placement of comment due to the lack of
semantic information of its content. The human reader recognizes the plural form and that both methods return iterators
and assigns the comment for both methods.
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parts of the AST as well. We even found simple section comments being used
in a nested way.
There were various other reasons for the incorrect assignments as well. For
example, Figure 5 shows a comment that our algorithm interprets as a local
comment for a function, but it clearly refers to both functions. We found
similar erroneous usage of documentation comments as well.
The errors described above can only be recognized by understanding the
meaning of the comment. Our comment-to-AST mapping uses only the placement information of the comment which allowed us to create a well-defined
deterministic algorithm. However, due to the unstructured nature of these
comments, sometimes more advanced techniques are needed for proper comment handling. By analyzing the contents of the comments we might be able
to improve the percentage of correctly mapped comments.
Extending coding style guides with exact comment positioning and formatting instructions and adherence to these stricter commenting conventions
would help future programs to be processed more accurately. The programmers might adopt to the stricter standards if they see that they get better
refactoring results and code comprehension in return.
Finally, we must also note, that the coding guidelines of open source programs are very strict and low quality code is often rejected during code review.
In companies without strict authoring policies we expect lower comment match
percentage.
7. Conclusion
Comments preserve the intentions of the developers, document constraints
and highlight implementation details and therefore they are a crucial key for
understanding programs. While many software tools ignore comments, there
are use cases where the proper assignment of comments to the abstract syntax
tree is essential. In this paper first we categorized comments then we provided
an algorithm based on heuristics that maps each kind of comment to the proper
AST node(s) they refer to. We also addressed problems specific to the C++
language like comments for macros and other preprocessor-related elements.
To validate our algorithm, we created an implementation to assign comments to AST nodes using the Clang open source C++ compiler and a graphical frontend to show the resulted mapping. We evaluated our algorithm on
different open source C++ codebases. We experienced that our heuristics were
mostly correct. By analyzing our mistakes we noticed that positional information is not enough to correctly assign the comments to the AST nodes. Our
further research will target these situations analyzing semantic connections
between comment text and program elements.
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FAST ALGORITHM TO SPLIT AND RECONSTRUCT
TRIANGULAR MESHES
GÁBOR FÁBIÁN AND LAJOS GERGÓ
Abstract. In this paper we show a fast and efficient algorithm for cut
and split a triangular mesh by a plane, and fully reconstruct the cutting
surface. After the cut some of new triangular meshes will be created at
the same format as the input mesh. Our approach is not to use complex
data structures, just a vertex stream and an index stream keeping the
algorithm simple, and ensuring the wide range of usability. We suggest a
model for describe the boundary of a solid mesh to obtain advantages as a
consequence of geometric topology. If we suppose the streams satisfy some
reasonable restrictions, we find our algorithm has linear time complexity
including the precomputation, splitting section, reconstruction and the
decomposition.

1. Introduction
Triangular mesh operations play important rules in many applications of
3D graphics. Mesh cutting is often used in surgery simulation [10], physicsbased simulation [3], or computer aided design [13]. Mesh slicing is a robust
technique to take geometry information about the mesh [14], and to do topological modification [2]. Mesh cut and mesh slice algorithms generally do
not contain reconstruction elements, because it is not needed to reuse the cut
meshes in a new cut iteration. Mesh splitting algorithms are designed to do the
reconstruction steps, but these algorithms usually work with approximation,
and can be used only once for a mesh. Finding good-working mesh splitting
algorithm is common topic on game developer forums. The goal of this paper
to show a mesh splitting algorithm, that is fast enough to be used in real time
applications, and topologically established in the sense that any newly created
mesh has the same topological information as the original mesh before the cut.
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68U05.
1998 CR Categories and Descriptors. I.3.5. [Computing Methodologies]: Computer
Graphics – Computational Geometry and Object Modeling.
Key words and phrases. mesh splitting, mesh slicing, topological reconstruction.
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2. Overview
There are some known algorithm to perform mesh slicing. The easiest way
is the trivial slicing [4], if every triangle is tested for intersection. There are
several similar methods working on STL files, more information can be found
in [15]. The modern approach is using the triangle’s z-coordinates to find
the intersecting edges instead of triangles. Z-coordinates are used in sweep
plane algorithms [9] and triangle grouping algorithms, see [12]. These algorithms are often use hashtables, complex data structures to minimize number
of intersection tests. Mostly intersecting segments are computed first, after
that the disjoint segments have to be merged to a contour (or edge loop), as
can be seen in e.g. [7]. Our approach is different. Utilizing the topological
properties of the mesh, we can get the edge loop in a single step. We will
suppose that the mesh is a polygonal manifold (see [11] or [14]), and we use
face-based representation [6]. The topological information obtained from an
OBJ-like data structure, mesh is represented by a vertex stream, an index
stream, and a face-adjacency stream. Our streams are arrays, we use low level
operations to make the discussion and the implementation easier. After the
cut, we obtain a set of new meshes, which have all corresponding streams completely recovered. This can be interpreted as the cut operator is closed respect
to the mesh data structure. It means the new meshes have to be polygonal
manifolds, therefore it is not enough to get the edge loop(s), we need to recover the split surface of the new meshes and decompose them into connected
components. These steps are missing from a common mesh slicing algorithm.
We attempted to design our algorithm enough fast for real time applications,
thus the adjacency-streams are created with the new meshes together. We did
not find this kind of approach in literature.

3. Definitions and Notations
Denote [a..b] the discrete interval from a to b, i.e. [a..b] := [a, b] ∩ N, and
let us define the vertex stream as V : [1..m] → R3 , and the index stream
F : [1..n] → [1..m]3 for some n, m ∈ N. Suppose that (V, F ) altogether defines
the boundary of a solid mesh in the sense that any (i, j, k) index triple in F
defines a triangle plate 4(V (i), V (j), V (k)) on the boundary of the mesh. We
would like to follow the convention, that vertex indices of a triangle in F are
counter-clockwise (CCW) ordered, and the normal vector can be obtained by
the right hand rule. Let us introduce the notation for a triangle defined by
the face F (i) as
4F (i) := 4(V (F (i, 1)), V (F (i, 2)), V (F (i, 3)))
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We assume the mesh is solid, so its boundary is a non-self-intersecting closed
surface, consequently any edge belongs exactly two triangles [5]. On the other
hand, we will suppose that a solid mesh does not contain cavities. It is not
necessary, but helps to keep the discussion much more simple. If (V, F ) satisfies
all the conditions above, we will say (V, F ) defines a solid mesh.
Since any cross-section of a closed surface is a closed curve on the cutting
plane, we have
Remark 1. If (V, F ) defines a solid mesh, then any of its cross-section defined
by an arbitrary plane is a set of simple polygons.
Consider a plane given by a normal n and a vertex p. Preserving the
uniformity of discussion let us suppose, that there are no vertices in V lying
on the cutting plane, i.e.
∀j ∈ [1..m] :

s(j) := hV (j) − p, ni =
6 0

where h., .i denotes the dot product in R3 . We will say, a plane is allowed, if it
satisfies the condition above. In the practice, if we have a not allowed plane,
we will translate it for a small ε > 0 in the normal direction. For example ε
can be defined as below:


1
min{|s(j)| : s(j) 6= 0 j ∈ [1..m]}
ε := min ε0 ,
2
where 0 is a small fixed positive, the maximal admissible tolerance. The new
allowed plane is given by the normal n, and a new vertex p0 := p + εn. The
triangles in F can be sorted to three sets, triangles completely above or below
the plane, and the intersecting triangles.
We obtain two important remarks by using allowed planes.
Remark 2. If P is allowed cutting plane, then every intersecting triangle has
exactly two edges, that have intersection with P .
Since (V, F ) defines a solid mesh, the following is true.
Remark 3. If P is allowed plane, then every intersecting triangle has two
another intersecting adjacent lying on the intersecting edges. The 3rd adjacent
might be intersecting.
4. Generating adjacencies
To take advantages of our conditions we need to know the edge-adjacent
triangles for any triangle. We will define the adjacency stream, but first we
introduce the triadic addition operator to perform operations on triangles
easier.
u : {1, 2, 3} × N → {1, 2, 3} :

j u k := (j + k − 1 mod 3) + 1
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For example if j = 2 we have j u 0 = 2, j u 1 = 3, j u 2 = 1, j u 3 = 2, and
so on. Because our triangles are CCW, F (i, j u 1) is the first vertex of the ith
triangle after the jth vertex in CCW order.
Suppose that (V, F ) defines a solid mesh, then we can assign to (V, F ) the
A : [1..n]3 → [1..n] adjacency stream, where A(i, j) := k if and only if 4F (i)
adjacent to 4F (k) along the edge F (i, j)F (i, j u 1). The assignment is unique
as a consequence of definition of solid mesh.
Our first task is to generate the A adjacency stream. It can be done offline
once and for all before the algorithm starts. We suggest to store the mesh as
(V, F, A), completed by the adjacencies. Now we show a linear time method,
to calculate A.
Construct an m×m matrix N containing zeros. If there is an edge between
the vertices V (i) and V (j) , then exactly two triangles join to this edge, e.g.
4F (k) and 4F (l) . Then let Nij := k and Nji := l or inversely Nij := l
and Nji := k. Then Nij 6= 0 if and only if there exists an edge V (i)V (j),
moreover Nij 6= 0 if and only if Nji 6= 0. Now from N we can construct A
easily. Consider the jth vertex of the ith face, and its edge F (i, j)F (i, j u 1).
There are exactly two triangles joining to this edge, 4F (i) and one another.
Consequently either i0 := NF (i,j),F (i,ju1) or i00 := NF (i,ju1),F (i,j) is the adjacent
triangle’s index that we are looking for, and obviously the other element is i.
Then let
(
i0 i0 6= i
A(i, j) := 00 00
i i 6= i
It can be checked, this construction of A corresponds to the definition of
adjacency stream.
5. Sorting vertices and faces
Let us suppose that a (V, F, A) solid mesh is given with its face adjacencies,
and given an allowed plane P := {x ∈ R3 | hx − p, ni = 0}. As P is allowed
s(j) 6= 0 (j ∈ [1..m]) , where s(j) = hV (j) − p, ni. We need to construct
(V1 , F1 , A1 ) and (V2 , F2 , A2 ) collections of vertex, index and adjacency streams,
that are obtained below and above the cutting plane, respectively. First we
sort the vertices into two disjoint sets. Put V (j) to V1 if it is below the plane,
else put it to V2 . Besides we define the πV permutation. πV assigns the new
indices in V1 or V2 to old indices in V .
Consequently
πV (j) = k

⇔

(s(j) < 0 and V1 (k) = j) or
(s(j) > 0 and V2 (k) = j)
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Next we need to sort the faces. Notice, that a face completely below or
above the cutting plane if and only if its all three vertices below or above the
plane. In all other cases the face is intersecting, this case will be discussed
later. Let us introduce the notation fi,j := F (i, j) . We sort the faces just like
the vertices, and we construct the permutation function πF like before, except
that its value is 0 for an intersecting face. So πF assigns the new face indices
in F1 or F2 to old indices in F . So we have


0 s(fi,j ) = 0
πF (i) = k (s(fi,j ) < 0 and F1 (k) = i) or


(s(fi,j ) > 0 and F2 (k) = i)
Notice, that πF can be used to decide if a triangle is intersecting or not.
Remark 4. πF (i) = 0 if and only if 4F (i) ∩ P 6= ∅.
Finally we need to sort the A adjacency stream ensuring that the newly
formed meshes can be cut again. Consider an arbitrary triangle from F1 or
F2 . If every three adjacent triangles completely below or above the cutting
plane, our task is easily reindexing the faces by πF . Remark 4 follows that if
there is an intersecting triangle between the adjacencies, then A1 or A2 will
contains a 0. We obtain the following result.
Remark 5. Aα (i, k) = 0 (α = 1, 2) if and only if the ith triangle of Fα
adjacent to an intersecting triangle along the edge Vα (k)Vα (k u 1).
6. Reconstruction of cutting surface
We need to construct new triangles from the intersecting triangles. As we
have an allowed plane, any triangle has two intersecting edges, consequently
after the cut we obtain one new triangle and one quadrilateral. The quadrilateral need to be divided into two triangles. Resulting three triangles are not
intersecting, one triangle has the unique non-intersecting edge, two triangles
has a cutting edge (edge lying on the cutting plane).
Due to Remark 1 we know, the cross-section is set of simple polygons.
Consequently if we found an intersecting triangle 4F (i1 ) then there exist
4F (i2 ), . . . 4F (iL ) triangles such 4F (ij ) is adjacent to 4F (ij+1 ) for j =
1, . . . , L − 1, and 4F (iL ) adjacent to 4F (i1 ). Then we say {4F (ij )}L
j=1
triangles define a face loop. Consequently, the cross-section {4F (ij ) ∩ P }L
j=1
is an edge loop on the plane P , i.e. an L-vertex polygon. We give an iterative
method to correctly finish the Vα , Fα , Aα streams (α ∈ {1, 2}) to obtain sets
of solid meshes with adjacencies. In every iteration one new vertex, three new
triangles will be created, and some of adjacencies will be set.
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We will follow some conventions, to give a comprehensive discussion about
the possible cases. Let us denote the points below and above the cutting
plane with domain 1 and domain 2, respectively. Now we working only with
intersecting triangles, therefore at least one vertex lies in domain 1, and at
least one another in domain 2. If the third vertex is in domain 1 then we
say the triangle faces upwards, else we say it faces downwards. We need
to examine two adjacent triangles at the same time to set its adjacencies
correctly, consequently there are four possible cases (Up-Up, Up-Down, DownUp, Down-Down).
Let us suppose that we are currently processing 4F (i), and the previous
triangle is processed aside from setting its adjacencies with the current triangle,
the non-intersecting edge and the cutting edges. Furthermore, we assume,
that preceding triangles in two steps or more distant from current one now
completely processed aside from the non-intersecting edge and the cutting
edges, except the first one, where the face loop starts. We will follow the next
three rules.
• rule 1: The intersecting edge between vertices fi,j and fi,ju1 processed
in the previous step, and fi,j always lying in the domain 2.
• rule 2: All of vertices fi,j , fi,ju1 , fi,ju2 are the first vertex of exactly
one newly created triangle. The new triangle’s vertices are CCW ordered.
• rule 3: The last added triangle contains the unique non-intersecting
edge.

Figure 1. Rearrange vertices

6.1. Rearrange vertices. Figure 1 shows how can we label the vertices. Notice, rule 1 and rule 2 ensures that there are no way to label the vertices
differently. If the current triangle faces upwards, then the new vertex lies on
edge V (fi,j )V (fi,ju2 ). Obviously we need to add this new vertex to V1 and V2
as well. V1 and V2 contains m1 and m2 vertices up to know, in this step we
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increase the counters, and add the new vertex.
x := V (fi,j )V (fi,ju2 ) ∩ P
m2 := m2 + 1
V2 (m2 ) := x
m1 := m1 + 1
V1 (m1 ) := x
Notice, that the previous triangle’s intersecting vertex already added to vertex
streams. These are V1 (m1 − 1) and V2 (m2 − 1), it can be seen in Figure 1.
Next, if the current triangle faces downwards, the only difference is that
the other edge is intersecting.
x := V (fi,ju1 )V (fi,ju2 ) ∩ P
m2 := m2 + 1
V2 (m2 ) := x
m1 := m1 + 1
V1 (m1 ) := x

Figure 2. Rearrange faces

6.2. Rearrange faces. First let us suppose, that the current triangle faces
upwards. Then F2 gets one new triangle, F1 gets two triangles. For example
consider the top triangle. As shown in Figure 1, the triangle’s top vertex is
fi,j in the original F stream. Consequently in F2 its index is πV (fi,j ), see
definition of πV . The other two vertices of the triangle is the last added, and
the previous one. These indices in V2 are m2 and m2 − 1. So we need to add
the triangle (πV (fi,j ), m2 − 1, m2 ), because it is CCW ordered, and starts with
one of the original triangle’s vertices corresponding to rule 2. The other two
triangles’ vertex indices can be read from Figure 1.
n2 := n2 + 1
F2 (n2 ) := (πV (fi,j ), m2 − 1, m2 )
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n1 := n1 + 2
F1 (n1 − 1) := (πV (fi,ju1 ), m1 , m1 − 1)
F1 (n1 ) := (πV (fi,ju2 ), m1 , πV (fi,ju1 ))
Notice triangles are added to F1 and F2 in order as rule 3 requires, i.e. the
last added triangle has the non-intersecting edge.
If the current triangle faces downwards, we have
n2 := n2 + 2
F2 (n2 − 1) := (πV (fi,j ), m2 − 1, m2 )
F2 (n2 ) := (πV (fi,ju2 ), πV (fi,j ), m2 )
n1 := n1 + 1
F1 (n1 ) := (πV (fi,ju1 ), m1 , m1 − 1)

Figure 3. Rearrange adjacencies

6.3. Rearrange adjacencies. Our next task is adjusting the adjacencies for
the newly created faces. Figure 2 shows the indices of the faces created in the
previous and the current step. In Figure 3 can we see the order of the edges,
rule 2 guarantees the uniqueness. The order of the vertices determines the
order of edges, that is important to know creating adjacency stream correctly,
see definition.
Suppose that the current and the preceding triangle faces upwards. Then
the top triangle’s 1st edge is adajcent to the previous top triangle’s 3rd edge.
Set the following adjacencies.
A2 (n2 , 1) := n2 − 1
A2 (n2 − 1, 3) := n2
The 2nd edge of current top triangle is cutting edge, it will be discussed later.
The adjacency on 3rd edge is not defined yet, easy to verify, it will be set in
the next step. The bottom triangle’s adjacencies can be specified using Figure
2 and Figure 3.
A1 (n1 − 1, 1) := n1
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GÁBOR FÁBIÁN AND LAJOS GERGÓ

A1 (n1 , 2) := n1 − 1
A1 (n1 − 1, 3) := n1 − 2
A1 (n1 − 2, 1) := n1 − 1
The 2nd edge of (n1 − 1)th triangle is cutting edge. The 1st edge of n1 th
triangle will be set in the next step. The 3rd edge of the n1 th triangle is the
non-intersecting edge. It can be checked, the adjacencies discussed above will
not change even the preceding triangle faces downwards, thanks to our rules.
It is important to notice, every adjacencies that not defined yet will be set in
the next iteration, except the cutting edges. Let us define the cutting edge
adjacencies to 0.
A2 (n2 , 2), A1 (n1 − 1, 2) := 0
In this case the non-intersecting edge is V (i, j u 1)V (i, j u 2), so the adjacent
triangle’s index is
A1 (n1 , 3) := πF (A(i, j u 1))
Notice, if the non-intersecting edge-adjacent is intersecting triangle, then
πF (A(i, j u 1)) = 0. We would like to preserve adjacency information, so we
set
πF (i) := n1
It also means, further the ith triangle is considered non-intersecting. Later,
when we will process the A(i, j u 1)th triangle, we will set the inverse of the
adjacency. We only do this change only if πF (A(i, j u 1)) 6= 0.
πF (A(i, j u 1)) 6= 0 ⇒ A1 (πF (A(i, j u 1)), 3) := n1
If the current triangle faces downwards regardless to the previous triangle’s
direction we have the following adjacencies.
A1 (n1 , 3) := n1 − 1
A1 (n1 − 1, 1) := n1
A2 (n2 − 1, 3) := n2
A2 (n2 , 2) := n2 − 1
A2 (n2 − 1, 1) := n2 − 2
A1 (n1 , 2), A2 (n2 − 1, 2) := 0
A2 (n2 , 1) := πF (A(i, j u 2))
πF (A(i, j u 2)) 6= 0 ⇒ A2 (πF (A(i, j u 2)), 1) := n2
πF (i) := n2
In terms of all possible cases we obtain the following remark.
Remark 6. Aα (i, 2) = 0 if and only if the ith triangle in Fα has cutting edge.
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6.4. Processing a face loop. Let us take attention only one face loop for
present our consideration. Typically we have more face loops after the cut,
this method can easily adapted for this case using the stream indices carefully.
Let us suppose, that we found the first intersecting triangle of a face loop,
4F (s). At this point we need to save the start index and the current size of
(s)
(s) (s) (s)
vertex and index streams, so let us save s, m1 , m2 , n1 , n2 . First we find
the single intersecting edge going from domain 2 to domain 1. It will define
the first vertex that need to be added to V1 and V2 . Now we need to find
the adjacent triangle along the unique intersecting edge, and start the vertex,
face and adjacency rearranging discussed in the preceding subsections. After
processing the ith triangle πF (i) 6= 0, therefore the next triangle is clearly
defined, as one of the intersecting edges now adjacent to a non-intersecting
triangle. Repeat rearranging until we find that the next adjacent triangle’s
index is s. Then we need to close the face loop. The last processed triangle is
4F (s), because its preceding adjacencies are undefined. The only difference
is, that we do not need to add a new vertex to vertex streams, because the
(s)
(s)
start points V1 (m1 + 1), V2 (m2 + 1) has been contained. For setting the
(s)
(s)
(s)
(s)
adjacencies we can use n1 + 1, n1 + 2, n2 + 1, n1 + 2 indices depending
on the triangle’s orientation. After the last step every vertex and face will
contained in Vα , Fα , and all adjacencies are properly defined in Aα , except the
cutting edges and non-intersecting edges.
7. Completing adjacencies, capping holes, dividing components
Finishing the adjacency streams we need to adjust the missing adjacencies.
Suppose that the length of a face loop started with 4F (s) is L. Since Remark
1, its intersection with P is an L-vertex simple polygon, that can be defined
by a sequence of its vertices.
(s)
Vα (m(s)
α ), . . . , Vα (mα + L)

If we rotate these points to the P plane, we obtain a common polygon triangulation problem. Rotation is can be done e.g. by a translation and change
of basis. So let us define e := V (s + 1) − V (s), and the matrix R
R := (n, −n × e, e)
where × denotes the cross product. Then v0 , the image on the plane of vertex
v can be computed by
v0 = R−1 (v − e)
Simple polygons can be triangulated easily, many algorithms are known
to solve this problem, see e.g. [1]. After the triangulation is done, we get
an index stream like T : [1..L − 2] → [1..L]3 , containing vertex triplets that
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define the triangles. First we sort T , such that T (j) triangle contains the
jth edge of the polygon. We need to set the normals correctly, therefore we
calculate the normal of the triangle defined by T (j). If the triangle’s normal has the same direction as the plane’s normal, then let T1 (j) := T (j) and
T2 (j) := (T (j, 2), T (j, 1), T (j, 3)). If the normals have opposite directions then
let T1 (j) = (T (j, 2), T (j, 1), T (j, 3)) and T2 (j) = T (j). The acyclic permutation of vertex indices reverses the normal vector of the triangle, so after this
transformation the normal of any triangle in T1 has the same direction as the
plane’s normal, and the opposite in T2 . Thereafter we only need to shift the
triangulation indices, and add it to the index stream.
Fα (nα + j) := Tα (j) + m(s)
α

j = [1..L − 2]

Defining the corresponding adjacencies is quite simple. Notice, that any triangle in Tα is adjacent to two other triangles in Tα , and one from Fα . Therefore
if we generate the adjacencies of Tα (see Section 4), as result we get the ATα
adjacency stream, this indices need to be shifted just like above. Furthermore
ATα (j, k) = 0 if and only if the kth edge of jth triangle has an adjacent from
(s)
Fα , and it is can not be other than the jth triangle after the nα th triangle
of Fα , which has cutting edge, since Tα is sorted by cutting edges. We only
need to set these triangle pair adjacencies correctly and we are done with
reconstruction.
At this point for a given (V, F, A) solid mesh and a P plane we constructed
two other sets of solid meshes (V1 , F1 , A1 ), (V2 , F2 , A2 ) below and above the
plane, respectively. Finally we need to find the connected components. It
can be done easily knowing the adjacency streams. Consider a triangle and
mark it, thereafter go to an unmarked edge adjacent triangle, and mark it.
This must be repeated, while exists unmarked triangle. If there are no more
unmarked triangles, we found a connected component of a solid mesh set.
If every triangle has been marked in the set, we have found all connected
components.
8. Summary and Further Works
Our algorithm input is a solid mesh with adjacencies (V, F, A), and its
output a collection of solid meshes (Vi , Fi , Ai ) at the same format. In the
previous sections we showed, that all new (Vi , Fi , Ai ) triplet defines a solid
mesh indeed with all of its adjacencies. Our algorithm is designed for real
time applications, therefore let us deal with the time complexity. Let us
suppose, that |V | = m, |F | = n, and the any cross-section of the (V, F )
solid mesh contains p polygons at most. Le us assume that the ith polygon
has Li number of edges. We will examine the time complexity respect to the
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face count, because n 6= m for boundary of an arbitrary solid mesh. Sorting
vertices, faces, adjacencies takes linear time. In rearrange section we need to
find a face where a face loop starts, it can be done in linear time. Processing
a face loop depends on its edge count, consequently the ith face loop can
be processed in Li time. Capping this face loop with a common triangulation
algorithm takes Li log Li steps, sorting by cutting edges takes the same amount
of time. If all p face loops are processed, we need to look for connected
components. Decomposition is obviously linear, since we marked the loop
starter faces. The following table summarize the time complexity of different
parts of the algorithm.

Generating adjacencies
n
Sorting vertices
m
Sorting faces
n
Sorting adjacencies
Pp n
Rearrange (V,F,A)
pn
+
i=1 Li
P
Capping holes
2 pi=1 Li log Li
Decomposition
pn

The characteristic number of loops in a cross-section p depends only on
the topological properties of the mesh, not on n, m. Furthermore if we consider a common model, not some special counterexample, then we find that
any polygon of any cross section has relevantly lesser edges, than n. Hence
L
Pi p<< n implies Li log Li << n for all i ∈ [1..p], so we can suppose that
i=1 Li log Li < n. On the other hand, it is known, a simple polygon theoretically can be triangulated in linear time [5], but the common triangular
meshes used in 3D graphics satisfy our last condition. Consequently rearrange
and capping holes as well can be done less then 2pn steps, i.e. O(n) time. In
this sense our algorithm’s time complexity is linear respect to n, so it is an
asymptotically optimal solution of the problem [12].
The algorithm implemented and tested in MATLAB, we plan high-level
implementation in C# getting information about limitations of real time application respect to n and p. We are motivated to modify our algorithm,
empower it to cut meshes with half-planes or triangles, and test it in physicsbased or medical simulations. In the future we would like to handle not only
vertices and indices, but texture coordinates as well, serving the requirements
of real time graphics software developers.
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UTILISING THE SOFTWARE METRICS OF REFACTORERL
TO IDENTIFY CODE CLONES IN ERLANG
VIKTÓRIA FÖRDŐS AND MELINDA TÓTH
Abstract. Code clones, the results of “copy&paste programming”, are
special types of bad smells. They have a negative impact on software
development and maintenance lifecycle. The usual way to detect bad smells
is to calculate software metrics. RefactorErl is a source code analysis
and transformation tool for Erlang; it provides several software metrics to
measure the complexity of the source code, and finds structures that violate
some existing requirements or standards, or points out bad smells based
on the results of them. In this paper we introduce an efficient, parallel,
software metric based clone detection algorithm, which utilises software
metrics of RefactorErl in an unusual way, for the functional programming
language Erlang. We have successfully evaluated it on various open-source
projects.

1. Introduction
Code clones are unwanted phenomena in the source code of several software. Although it is straightforward to create a new instance of an already
existing source code fragment by copying, to identify them manually in an
industrial scale software is complicated, time consuming and sometimes impossible. Therefore tools that support clone identification are highly desired
in the software development and maintenance lifecycle.
Although several duplicated code detectors exist [7, 12, 18], only a few
of them concentrate on functional programming languages [6, 8, 11]. The
main goal of our work is to give an effective clone detector for the functional
programming language Erlang [2].
Various techniques [17] have been developed to identify code clones. The
general model of these algorithms is to measure the similarities in the source
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68W40, 68W10.
1998 CR Categories and Descriptors. D.2.8 [Software engineering]: Metrics – Software
science; D.1.3 [Programming techniques]: Concurrent Programming – Parallel programming.
Key words and phrases. software metrics, clone detection, Erlang, static analysis, bad
smell, RefactorErl, accurate result.
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code. This can be expressed by the similarity of the tokens, syntax or semantics.
RefactorErl [1, 5, 19] is a static source code analysis and transformation
tool for Erlang. It analyses the source code and calculates lexical, syntactic and
semantic information about Erlang programs. RefactorErl provides several
metrics to point out bad smells and to check coding conventions.
In this paper we describe how we can utilise the metrics of RefactorErl
to describe the lexical, syntactic and semantic structure of different source
code parts. We introduce an algorithm to identify code clones based on the
similarity and equality of these metric values.
2. Related Work
Various clone detection approaches have been proposed. The simplest
algorithm is the line-based detection where the recurrences of source code lines
are detected. This technique is not common.
The most commonly used techniques are token and syntax based methods
[9, 3]. Some of the algorithms transform the source according to their characteristics over an abstract alphabet, and perform the clone detection on either
this representation, or on a suffix-tree built from the representation. This
technique is used by Wrangler [11] and the previous, unstable, unfinished prototype within RefactorErl. Others build a sequence database from the source
code and use fingerprints for detection of clones [16].
Clone IdentifiErl [8] is a component of RefactorErl. It introduces an
AST/metric based clone detection algorithm for Erlang.
Mayrand et al. use a metric based approach to identify code clones [15].
They group the used metrics into four points of comparison and define the
cloning level (from exact copy to distinct functions) based on them. Although
some metrics are general enough to apply this theory on functional languages
as well, the method can not be applied on Erlang programs. The presented
metrics do not characterise the language sufficiently.
3. Motivation and RefactorErl
RefactorErl is a source code analysis and transformation tool for the dynamically typed strict functional programming language Erlang. The main
goal of the tool is to support effective software development and maintenance
through refactorings and code comprehension assistance.
The tool supports more than twenty refactoring transformations, and provides several features to aid code comprehension:
• dependency analysis and visualisation,
• semantic query language to retrieve semantic information,
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• investigation tracking,
• dynamic call analysis,
• data-flow detection,
• bad smell detection, etc.
The main features of the tool can be reached through a web-based interface, an interactive or a scriptable console interface or an editor plugin (Emacs
or Vim).
RefactorErl provides more than thirty metrics to the users [10]. Software
metrics characterise and describe some properties of the language elements.
Once a language entity is similar to another language entity, the values of
the measured metrics should be the same or similar. Therefore our aim is to
utilise the metrics of RefactorErl to help the users to identify code clones in
the software.
3.1. Erlang. Erlang was designed to implement highly concurrent, distributed, fault-tolerant systems with soft real-time characteristics. Although the
dynamic nature of the language makes static program analysis complicated, a
tool to identify relations in the source code statically is desired.
The language is declarative and functional. Pattern matching, higherorder functions, recursions, list comprehensions and other nice properties of
functional languages are present in Erlang, but the language is not pure: functions may contain side-effects and sequencing.
An Erlang function is built from its function clauses describing the different ways of execution based on pattern matching and guards. A function clause is built from an expression sequence. The expressions in the sequence are called top-level expressions. Expressions can be simple expressions
(e.g. infix, send, function call) or branching expressions (e.g. case,
if, receive, try).
The definition of the factorial function with two function clauses is shown
in Erlang source 1.
factorial(0) -> 1;
factorial(N) when N > 0 ->
N1 = fact(N-1),
N1*N.

Erlang source 1: The definition of function factorial/1
3.2. Representation. To calculate metrics, the source code has to be analysed at first. RefactorErl has an asynchronous parallel semantic analyser
framework to handle the initial analysis, to build and to store the calculated
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information. RefactorErl represents the source code in a three layered graph
(called a Semantic Program Graph). The lexical layer is built from the tokens of the source code. After the preprocessor has finished, the syntax layer,
containing the abstract syntax tree, is constructed. Later several semantic
analysers build the semantic layer of the graph (e.g., module and function
references, variable binding structure).
Information gathering is possible through graph traversing. RefactorErl
provides well-defined querying interfaces. The algorithm presented in this
paper uses information from the Semantic Program Graph to calculate the
metrics and to reach the corresponding language elements.
4. Metric Based Clone Detection
In this section, we introduce a new algorithm for clone detection. Our
algorithm, designed to be efficient and parallel, combines both some existing
techniques and a novel filtering system. To our current knowledge, these
techniques have never been used in Erlang.
Instead of designing another syntax-based algorithm, we have utilised software metrics to determine the similarity between code fragments to produce
the initial clones. The set of initial clones can contain both irrelevant and false
positive clones, so it is narrowed down by the filtering system. The filtering
system applies another, stricter groups of metrics to determine the result set
by filtering out useless clone pairs.
4.1. Producing clone candidates. One of the most important decisions
that has to be made is the determination of the size of the smallest detectable
clone. Due to the high abstraction level of Erlang, the algorithm deals with
functions as units to select clones. We have observed that neither function
clauses nor top-level expressions are large enough structures to characterise
clones properly by software metrics.
Every function that has been loaded into RefactorErl is combined with
every other function to form pairs. The set of clone candidates consists of
these function pairs, and has the following cardinality for N functions:
N ∗ (N − 1)
2
The algorithm determine the set of initial clones from this set.
4.2. Determining initial clones. Before we detail the first phase of our
algorithm and show how software metrics can be used to measure similarity,
we take a look at the topic of similarity in general.
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4.2.1. Similarity. It can be said that two elements are similar to each other, if
the values of their examined attributes are nearly equal to each other; and that
the state of being similar depends on the studied features. Thus by changing
the examined features, separate items from the same set can become similar
to or absolutely different from each other. As described later, we can benefit
from this vagueness. We have decided to determine the similarity among clone
candidates by software metrics.
4.2.2. Software metrics. RefactorErl provides several ready-to-use software
metrics and a Semantic Program Graph that is rich in information and easy
to query. By gathering information from the Semantic Program Graph, not
only lexical and syntactic but also semantic attribute based software metrics
can be calculated. Each metric can be used to characterise separate features
of code fragments. In general, one metric cannot characterise a code fragment
completely, but several of them can. Thus, the more metrics are used, the
more precise the result is.
Description

Maximum
deviation
Number of alphanumeric characters located inside comments.
10
Number of comment lines inside the definition form
of the function.
5
Number of unique macro applications.
2
Number of non-empty lines.
5
Average length of variable names.
3
Number of function clauses.
1
Number of guarded function clauses.
1
Number of such tokens that form the body of the function.
50
Table 1. List of metrics belonging to the Programming Style aspect

4.2.3. Aspects. Our chosen metrics can be grouped together by considering
which aspect of the source code they characterise. We have formed 3 groups,
called aspects, which are the following:
• Programming style: The Programming style metrics, shown in Table 1, characterise not only the layout of the source code, but also
the programming style in which the application has been written. For
instance, the average length of variable names is one such metric.
• Expression: In Erlang only expressions exist, they are the main building blocks of Erlang programs. Due to their significant dominance, we
have dedicated a separate aspect to them. These metrics, shown in
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Description
Number of top-level expressions.
Number of function calls.
Number of unique function calls.
Number of infix operator applications.
Number of clauses contained by branching expressions.
Number of guarded clauses contained by branching
expressions.
Number of variable bindings.
Number of such bound variables that have no reference.
Number of fun expressions (lambda expressions).
Number of unique record references.
Number of expressions that have side-effects.

Maximum
deviation
5
5
2
5
5
4
4
5
2
3
2

Table 2. List of metrics belonging to the Expression aspect

Table 2, are used to measure several features of expressions, because
the way the expressions are constructed and used are absolutely descriptive. For example, the number of unused variables belongs to this
aspect.
• Flow of control : Nearly any problem can be solved in several separate
ways, so the way the control is defined is also an expressive aspect. This
aspect, whose metrics are listed in Table 3, covers all of the control
structures that can be used in Erlang. For example, the number of
recursive calls or the number of started processes belong to it.
These aspects are independent from each other, and they describe the
lexical, syntactic and semantic properties of the source code, respectively. The
more aspects the elements of a clone candidate are found to be similar in, the
more certain their connections are.
4.2.4. Arbitrators. We have assigned each aspect to be examined by separate
arbitrators. Each arbitrator is responsible for judging each candidate as described below, after the necessary assumptions are defined.
Let M etrics be the set of metrics whose elements need to be evaluated by
the arbitrator. Let A and B be the elements of a clone candidate on which
the metrics are evaluated.
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Maximum
deviation

Number of such sequential or decision nodes that appear
in the control flow graph of RefactorErl.
Number of control related decisions.
Number of recursive structures.
Number of exit points.
Number of computational nodes.
Average cardinality of nested branching expressions
of top-level expressions.
Number of independent, maximised-length paths in
the control flow graph of RefactorErl.
Number of message passings.
Number of started processes.
Number of raised exceptions.

10
2
2
2
8
2
10
2
1
2

Table 3. List of metrics belonging to the Flow of control aspect

If the arbitrator has detected the maximum amount of similarity between
the elements of a clone candidate, then its vote is promising.
∀M ∈ M etrics(M (A) = M (B)) =⇒ vote = promising
If the arbitrator has pointed out that the elements of a candidate are resembling to each other without being identical, then its vote is perhaps. To define
it, we need to introduce a new function that assigns the maximum deviation to
the given metric. The exact deviations of metrics, shown in Table 1, Table 2
and Table 3, are determined based on our empirical studies.
M axDev :: M etrics 7→ N+
The vote is perhaps, if the computed metric values of the elements of the
investigated clone candidate differ from each other less than the corresponding
maximum value.
∀M ∈ M etrics(|M (A) − M (B)| ≤ M axDev(M ) ) =⇒ vote = perhaps
If the arbitrator has found no similarities between the elements of a clone
candidate, then its vote is impossible.
∃M ∈ M etrics(|M (A) − M (B)| > M axDev(M ) ) =⇒ vote = impossible

110
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4.2.5. Evaluating votes. By considering the votes of the arbitrators, 33 combinations can occur as a result for each clone candidate, but exactly one of them
holds for each candidate at a time. However, we have found only four combinations of them (shown in Table 4) useful, which we are able to determine and
also to categorise the initial clones with. Every clone candidate that does not
belong to any of these four categories, is dropped; all of the remaining clone
candidates form the set of initial clones.
Category Flow of Control Programming Style Expression
Cat1
promising
promising
promising
Cat2
promising
perhaps
promising
Cat3
promising
impossible
promising
Cat4
promising
impossible
perhaps
Table 4. Categories of initial clones based on the votes of arbitrators
Why have we found only these four combinations useful? We first observe
that only promising votes are present in the Flow of Control column. All of the
metrics of Flow of Control aspect try to characterise the semantics of functions
based on their control flow graphs, which are available within RefactorErl. If
the semantics of two functions differ from each other, then we consider that
these functions are likely to solve separate problems.
Furthermore, only the Programming Style column contains all of the possible votes. This is motivated by the following observations. Each programmer
has his/her own style that is preserved by the source code. Although, all of
the attributes of this aspect vanish after the source code has been compiled,
we consider this aspect meaningful, because we have observed that usually
when making clones both comments and the programming style in which the
copied function has been written are preserved.
We also observe that no impossible votes can be seen in the Expression
column. By considering that the main building blocks of Erlang programs are
expressions, it follows that two functions built up from different expressions
cannot form a clone.
An interesting but useless combination is when only the Programming
Style is promising (identical), and the other votes are impossible. In this case,
we have two functions, probably written by the same programmer, who either
has a very unique style or no knowledge of the coding conventions.
For the Flow of Control aspect, the constraint that all of the values of
these metrics must be equal to each other seemed too strict for selecting initial clones, so we have tried another solution. Specially, we modified the
circumstances under which a promising vote can be given as defined below.
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∀M ∈ M etrics(|M (A) − M (B)| < M axDev(M )∗0.3 ) =⇒ vote = promising
This rule allows a smaller deviation, that depends on the original deviation.
Contrary to our expectations, we observed that the cardinality of the initial
clones becomes at least two times larger, but the growth of the result set is
infinitesimal, thus we rejected this attempt.
4.3. Narrowing down the set of the initial clones. We have observed
that syntax-driven algorithms produce fewer initial clones than our algorithm,
but these algorithms can overlook some clones, because they have strict additional constraints that are not included in our algorithm. The constraints may
originate from some information loss caused by flattening down the syntax-tree
or from an over-emphasis on syntactic structure.
Considering our algorithm, it is likely to happen that the set of initial
clones contains function pairs whose structures are different from each other,
because the selection of initial clones is metric-driven. Thus an efficient filtering system is desired to narrow down the set of initial clones.
4.3.1. False positive and irrelevant clones. First, we discuss the difference between false positive and irrelevant clones. False positive clones are such clones
that are not real clones in fact, whilst irrelevant clones are real clones, but
they are absolutely useless. Exemplars of both kinds of clones are shown in
Figure 1.
False positive clone
f(List) -> 1+length(List).
g() -> self() ! message.

Irrelevant clone
new_cg() -> #callgraph{}.
new_plt() -> #plt{}.

Figure 1. Exemplars of false positive and irrelevant clones
Clone detection algorithms usually focus only on false positive clones during filtering, and do not deal with irrelevant clones. Our goal was to construct
an algorithm that highlights only important clones, so we have tried to filter
out clones that are likely to serve no useful purpose. We have observed that
the complete result of clone detection can be ruined by a huge amount of irrelevant clones, because the user is not capable of distinguishing important
clones from irrelevant clones while he/she is being swamped with worthless
details.
Our filtering system makes up the second phase of the algorithm, which
again uses arbitrators to remove both irrelevant and false positive clones. We
note that this filtering system completely differs from the filtering system that
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we introduced our previous algorithm [8]. The only thing common in these
filtering systems is their purpose; both filter out false positive and irrelevant
clones.
4.3.2. Arbitrators. The arbitrators introduced in the first phase have different
tasks in the second phase; they have to vote on each initial clone. An arbitrator
votes true, if the arbitrator regards the clone as an important clone, otherwise
it votes false. The arbitrator only votes on those initial clones that did not
receive an impossible vote from this arbitrator in the first phase. Thus, the
conditions being examined on an initial clone depend on the poll result of the
first phase. If all of the involved arbitrators vote true, then the initial clone
appears in the result set of the algorithm, otherwise it is dropped.
Why are not all of the arbitrators involved in the poll? We might lose
some important clones, if all of the arbitrators poll about all of the clones.
To understand the reason, consider votes of Cat4 in Table 4. In this category
the forming elements of an initial clone were found to be written in different
programming styles, thus it is likely that the vote of the Programming style
arbitrator would be negative again. However, this negative vote should be not
taken into account, because this clone has been accepted into the set of initial
clones, for which the vote of Programming style was disregarded.
4.3.3. Forming votes. The votes of the arbitrators are determined by evaluating all of the conditions of their condition sets. Every condition is an ordered
pair, whose elements are a characterising function and a binary predicate. Every characterising function queries and characterises some lexical, syntactic or
semantic property (etc. number of tokens) of the given function as defined
below.
P ropertyF un :: F unction 7→ P roperty
Each binary predicate assigns a boolean value to every given pair of properties. The assigned value depends on the condition in which the binary predicate is defined.
P redicateF un :: P roperty × P roperty 7→ {true, f alse}
Let Conds denote the condition set that needs to be evaluated, and let A
and B denote the elements of the examined initial clone. We then formalise
how the vote of an arbitrator is determined as follows.
∀C ∈ Conds(C.P redicateF un(C.P rop(A), C.P rop(B))) ⇔ vote = true
Thus, the vote is true if and only if all of the conditions evaluate to true;
otherwise the vote is false.
In the following, we detail the conditions that are currently used to form
the votes of arbitrators. Although any number of conditions can belong to
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a condition set, each condition set has a single condition at the moment.
Before we detail the conditions that belong to Flow of Control, Expression
and Programming Style respectively, we detail one special condition set.
4.3.4. Identical Condition set. Considering Cat1 initial clones, it can be easily
seen that identical or nearly identical clones belong to this category. A clone
is considered to be an identical clone, if its forming functions differ from each
other only in identifiers or constants. If the first phase of the algorithm has
detected a real, quite complex identical clone, then this clone should still be
considered as a clone even if none of the conditions used for every other clone
is true. To summarise, it can be said that Cat1 clones are exceptions and are
treated differently than other clones.
In this condition set two conditions exist that are called Identical functions
and Complexity. The Identical functions condition tries to filter out those
clones whose functions differ from each other in terms of something other than
their identifiers and constants. To every given function, this characterising
function assigns a string that is formed as follows. The syntax tree of the
function is flattened down by assigning a separate character to each token
type, except to those tokens that form a function call. We preserve the name
of the called function to filter out those clones that refer to different functions,
because these clones cannot be identical clones. The binary predicate of this
condition is a simple equivalence test, it assigns true to every pair of identical
strings, otherwise it assigns false.
The Complexity condition tries to filter out clones that have at least one
element that is not complex enough. A function is not complex enough, if none
of its function clauses are complex enough. A function clause is not complex
enough, if the depth of its syntax-tree is small. To every given function,
the characterising function assigns the maximum depth value of its function
clauses. Given two depth values, denoted by A and B respectively, the binary
predicate assigns true to them, only if: A > 4 ∧ B > 4
4.3.5. Flow of Control Condition set. In this set, the only condition is the
Ratio of same function calls. It tries to filter out clones whose elements call
mostly separate functions, because the semantics of these clones are likely to
differ from each other. To each function, this characterising function assigns
a set of functions referred to directly from the given function. For every
initial clone the characterising function assigns two sets of functions, which
are denoted by A and B, respectively. The binary predicate assigns true to
the given properties only if the following statement holds:
|A| + |B| − 2 ∗ |A ∩ B|
< 0.1
|A ∩ B|
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4.3.6. Expression Condition set. The only condition that belongs to this set is
Maximum depth of function clauses. It does the same as Complexity condition
does, except that binary predicate is stricter. Given two depth values, denoted
by A and B respectively, the binary predicate assigns true to them, only if:
A>7 ∧ B>7
4.3.7. Programming Style Condition set. This set has one condition, namely
Minimum number of tokens. It gets rid of clones that have at least one short
element. To every function, the characterising function assigns the sum of the
number of tokens forming its function clause bodies. Given two token counts,
denoted by A and B respectively, the binary predicate assigns true to them,
only if: A ≥ 20 ∧ B ≥ 20
4.3.8. Filtering system. We now describe the filtering system that uses the
above condition sets. The filtering system works by narrowing down the set
of initial clones to produce the result set of clones by narrowing down the set
of initial clones. We have defined a flexible system that is capable of handling
separate categories of initial clones by utilising arbitrators again.
Each initial clone is analysed as follows based on its category. If the initial
clone is a Cat1 clone, then only the Identical Condition set is evaluated on it,
otherwise the arbitrators poll any clone to which the arbitrator has not given
an impossible vote during the first phase. The vote of each involved arbitrator
is computed by evaluating its condition set. If more than one arbitrator is
involved in the poll, then their votes are summed up by taking the conjunction
of their votes. If the result is true, then the clone appears in the result set of
the algorithm, otherwise it is dropped.
5. Evaluation
5.1. Notes on implementation. The implementation of our algorithm is extremely specialised for Erlang. The whole algorithm is designed to be efficient
and parallel, because every metric value of a function is calculated in a lazy
and caching way, and the processing is done by separate processes that follow
a work-stealing strategy. To make the application more scalable, the number
of worker processes is determined at run-time, based on the attributes, such
as, the number of available processors, of the computer running the program.
During the first phase of the algorithm, worker processes are responsible
for controlling polls related to clone candidates. Each process gathers an
unprocessed clone candidate and manages the voting among the arbitrators.
Each vote is determined by computing only the necessary amount of software
metric values. The arbitrators, which have been instantiated either in the
same process or in separate processes, share the same cache tables, so the
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caching level is maximised to avoid calculating the same metric value twice.
After all of the arbitrators have voted, two cases can happen: the candidate
can become an initial clone or can be ignored during the second phase of the
algorithm.
During the second phase of the algorithm, worker processes control polls
related to unprocessed initial clones. The result of the poll can be determined
by evaluating a logical conjunction chain, which is nested when more than one
arbitrator is involved in the poll. Based on this observation, every conjunction chain can be computed by short-circuit evaluation. Thus, no pointless
operation is performed.
5.2. Evaluation. Our algorithm performed well on several open-source projects, including Mnesia [14], Dialyzer [13] and Wrangler [11]. The well-known
Bellon’s benchmark [4] deals with only imperative languages and does not
offer any test projects written in Erlang. Unfortunately, we have not found
any alternatives specialised for Erlang, thus we had to analyse the detected
clones manually. All the clones we found in the result set are considered to be
real clones by us.
We have observed that the result of the algorithm is quite hard to comprehend, if a function has several occurrences. Crucially, if a function has N
−1)
pairs are reported by the algorithm. In the case
occurrences then N ∗(N
2
of Mnesia, the 13 detected cloned occurrences of mnesia:val/1 function were
reported as 78 pairs.
We have noticed that the new implementations of previously existing
features are likely to be created by copy&pase programming (e.g:
refac clone evolution and refac inc sim code modules in Wrangler, or
dialyzer gui and dialyzer gui wx modules in Dialyzer). Some properties
of the test runs are shown in Table 5.
Project

Line of Func.s
Analysed Initial clones Clones Execution
code
(pcs) pairs (pcs)
(pcs)
(pcs) time (sec)
Dialyzer 17 292 1 481
520 710
20 660
24
65
Mnesia
22 594 1 687 1 418 770
51 773
123
141
Wrangler 51 274 4 037 5 887 596
178 286
466
1 047
Table 5. Properties of test runs

Some interesting clones (found in Mnesia, Wrangler and Dialyzer respectively) are shown below.
First instance (found in mnesia):
%% Local function in order to avoid external function call
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val(Var) ->
case ?catch_val(Var) of
{’EXIT’, Reason} -> mnesia_lib:other_val(Var, Reason);
Value -> Value
end.
Second instance (found in mnesia_index):
val(Var) ->
case ?catch_val(Var) of
{’EXIT’, _ReASoN_} -> mnesia_lib:other_val(Var, _ReASoN_);
_VaLuE_ -> _VaLuE_
end.
Category: 2
First instance (found in api_refac):
exported_funs(File) ->
{ok, {_, Info}} = wrangler_ast_server:parse_annotate_file(File, true),
case lists:keysearch(exports, 1, Info) of
{value, {exports, Funs}} ->
Funs;
false ->
[]
end.
Second instance (found in api_refac):
defined_funs(File) ->
{ok, {_, Info}} = wrangler_ast_server:parse_annotate_file(File, true),
case lists:keysearch(functions, 1, Info) of
{value, {functions, Funs}} ->
Funs;
false ->
[]
end.
Category: 1
First instance (found in dialyzer_utils):
keep_endian(Flags) ->
[cerl:c_atom(X) || X <- Flags, (X =:= little) or (X =:= native)].
Second instance (found in dialyzer_utils):
keep_all(Flags) ->
[cerl:c_atom(X) || X <- Flags,
(X =:= little) or (X =:= native) or (X =:= signed)].
Category: 4

By comparing the presented algorithm with Clone IdentifiErl, we have observed that the main difference between the presented algorithm and Clone
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IdentifiErl originates from the chosen unit. Clone IdentifiErl works with toplevel expressions as units, thus it can detect such clones whose elements form
functions only partially. However, working with top-level expressions has a
deficiency: the problem space of Clone IdentifiErl is larger by orders of magnitude.
6. Conclusion and Future work
In this paper we have described a metric based clone detection algorithm
for Erlang. In the presented methods we have utilised the source code representation and the already implemented metrics of RefactorErl. Our algorithm
is efficient and parallel, and introduces a filtering system to eliminate both
false positive and irrelevant clones. We have evaluated our algorithm on the
source code of different open source projects, and compared the algorithm
with Clone IdentifiErl.
We want to further evaluate and improve our techniques. At first, we want
to work out an algorithm which clones can be grouped with to make the result
more comprehensive as this need has been shown above. On the other hand we
are going to further study the results of our analysis and tune the algorithm
by altering the number of used metrics and the parameters.
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FIRST PRICE AND SECOND PRICE AUCTION GAMES.
EQUILIBRIA DETECTION.
NOÉMI GASKÓ, RODICA IOANA LUNG, MIHAI SUCIU, AND D. DUMITRESCU
Abstract. Three equilibria concepts - Nash, Aumann (strong Nash) and
t-immune - are analyzed for first price and second price auction games.
An evolutionary algorithm is used to detect these equilibria. Numerical
experiments illustrate our assumptions regarding the equilibrium concepts.

1. Introduction
Game equilibrium detection is an important task in non-cooperative game
theory. Equilibria may predict the outcome of games and can help decision
makers (agents) to choose the ”right” decision. Generally an equilibrium is a
situation which is satisfactory for each player.
The most used equilibrium concept in non-cooperative game theory is the
Nash equilibrium [10], however with some limitations:
• Nash equilibrium assumes that all players are rational - to choose a
strategy which is favorable for another player - even if it would increase
its own payoff - is not allowed, players follow the principle of unilateral
maximization of their own payoff;
• in a game having several Nash equilibria a selection problem arises;
To solve these problems other equilibria were introduced, among which we
mention:
• the t-immune strategies [1] capture the situation where agents are acting in an unpredictable manner; an irrational behaviour occurs in their
choices;
• the strong Nash (Aumann) equilibrium [2], which is a refinement of
the Nash equilibrium that can reduce the set of Nash equilibria of a
certain game;
Received by the editors: May 1, 2014.
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The goal of this paper is to study these less known equilibria in a special
class of games, in auction games as to the best of our knowledge only Nash
equilibria was studied in auction games. First price and second price auction
games have several Nash equilibria. The strong Nash and t-immune equilibria
of an auction game can lead to unexpected results and can give some new
interpretations for the auction model.
We use a computational tool, based on an evolutionary algorithm, to compute the Nash, strong Nash, and t-immune equilibria.
This paper has five sections, including this introductory section. The second section is concerned with the game theoretical prerequisites. Section three
presents the evolutionary detection method. Section four describes numerical
experiments. Finally, section five concludes the paper.
2. Game theoretical basic notions
2.1. Game equilibria. Mathematically, a finite strategic game is a system
G = (N, Si , ui , i = 1, n), where:
• N represents a set of players, and n is the number of players;
• for each player i ∈ N , Si is the set of actions available,
S = S1 × S2 × ... × Sn
is the set of all possible situations of the game.
Each s ∈ S is a strategy (or strategy profile) of the game;
• for each player i ∈ N , ui : S → R represents the payoff function of
player i.
2.1.1. Nash equilibrium. The most popular and used equilibrium concept is
the Nash equilibrium [10]. Playing in Nash sense means that no player can
improve his payoff by deviating from its strategy only by himself.
Let us denote by (si , s∗−i ) the strategy profile obtained from s∗ by replacing
the strategy of player i with si : (si , s∗−i ) = (s∗1 , ..., si , ...., s∗n ).
Definition 1 (Nash equilibrium). A strategy profile s∗ ∈ S is a Nash equilibrium if
ui (si , s∗−i ) ≤ ui (s∗ )
holds ∀i = 1, ..., n, ∀si ∈ Si .
2.1.2. Strong Nash (Aumann) equilibrium. The Aumann (or strong Nash)
equilibrium is a strategy for which no coalition of players has a joint deviation that improves the payoff of each member of the coalition.
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Definition 2 (Strong Nash equilibrium). The strategy s∗ is a Strong Nash
(Aumann) equilibrium if ∀I ⊆ N, I 6= ∅ there does not exist any sI such that
the inequality
ui (sI , s∗N −I ) > ui (s∗ )
holds ∀i ∈ I.
2.1.3. t-immune equilibrium. The t-immune equilibria [1] describes such a situations, where player act unpredictable. A strategy profile is t-immune when
less then t player change but without decreasing the payoffs of the other players.
Definition 3. A strategy s∗ ∈ S is a t-immune if for all T ⊆ N with
card(T ) ≤ t, all sT ∈ ST , and all i 6∈ T we have:
ui (s∗−T , sT ) ≥ ui (s∗ ).
2.2. Auction games. A considerable amount of literature has been published
concerning auction games, out of which we mention [8], [12].
Auction games can be classified by different characteristics; based on the
information knowledge we can distinguish complete and incomplete information games.
Complete information auction games [5] include: all-pay auctions, Amsterdam auctions, unique bid-auctions, open ascending-bid auctions (English
auctions), descending-bid auctions (Dutch auctions). Numerical experiments
will concern the following two auction types:
• first-price sealed bid auction - each bidder submits her/his own bid
without seeing other bids, and the object is sold to the highest bidder
at her/his bid, who pays her/his own bid;
• second-price sealed bid auction (Vickrey auctions)- each bidder submits her/his own bid, the object is sold to the highest bidder, who
pays the second highest price for the object;
3. Evolutionary equilibrium detection
The equilibrium detection problem is similar to a multiobjective optimization problem (MOP), where the commonly accepted solution is the Pareto
optimal set. Potential solutions of a MOP are compared by using the Pareto
dominance relation. In a similar manner, different equilibria types can be computed by using different generative relations that will guide the search toward
certain equilibria.
3.1. Generative relations. In what follows the generative relations for the
Nash, Aummann and t-immune equilibria are presented.
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3.1.1. Generative relation for Nash equilibrium. Such a relation has been defined for Nash equilibria in [9] by using a quality measure k(s, q) denoting the
number of players that benefit from unilaterally switching their choices from
s to q:
k(s∗ , s) = card{i ∈ N, ui (si , s∗−i ) > ui (s∗ ), si 6= si },
where card{M } denotes the cardinality of the set M .
Definition 4. Let q, s ∈ S. We say the strategy q is better than strategy s
with respect to Nash equilibrium (q Nash ascends s, and we write q ≺N s, if
the following inequality holds:
k(q, s) < k(s, q).
Definition 5. The strategy profile q ∈ S is called Nash non-dominated, if and
only if there is no strategy s ∈ S, s 6= q such that
s ≺N q.
The relation ≺N is a generative relation for Nash equilibrium in the sense
that the set of non-dominated strategies with respect to ≺N is equal to the
set of Nash equilibria [9].
3.1.2. Generative relation for strong Nash equilibrium. A relative quality measure of two strategies with respect to Aumann equilibrium can be defined as
[4], [6]:
a(s∗ , s) = card[i ∈ I, ∅ =
6 I ⊆ N, ui (sI , s∗N −I ) > ui (s∗ ), si 6= s∗i ],
where card[M ] denotes the cardinality of the multiset M (an element i can
appear several times in M and each occurrence is counted in card[M ]). Thus,
a(s∗ , s) counts the total number of players that would benefit from collectively
switching their strategies from s∗ to s.
Definition 6. Let s∗ , s ∈ S. We say the strategy s∗ is better than strategy
s with respect to Aumann equilibrium, and we write s∗ ≺A s, if the following
inequality holds:
a(s∗ , s) < a(s, s∗ ).
Definition 7. The strategy profile s∗ ∈ S is called Aumann non-dominated,
if and only if there is no strategy s ∈ S, s 6= s∗ such that
s ≺A s∗ .
The relation ≺A can be considered as the generative relation for Aumann
equilibrium, i.e. the set of non-dominated strategies, with respect to ≺A ,
induces the Aumann equilibrium.
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3.1.3. Generative relation for t-immune strategies. Consider a quality measure
t(s∗ , s), which denotes the number of players who gain by switching from one
strategy to the other strategies [7]:
t(s∗ , s) = card[i ∈ N − T, ui (sT , s∗−T ) ≤ ui (s∗ ), sT 6= s∗T , card(T ) = t, T ⊆ N ],
where card[M ] represents the cardinality of the set M .
Definition 8. Let s∗ , s ∈ S. We say the strategy s∗ is better than strategy s
with respect to t-immunity, and we write s∗ ≺T s, if the following inequality
holds:
t(s∗ , s) < t(s, s∗ ).
Definition 9. The strategy profile s∗ ∈ S is called t-immune non-dominated,
if and only if there is no strategy s ∈ S, s 6= s∗ such that
s ≺T s∗ .
The relation ≺T can be considered as the generative relation for t-immune
equilibrium, i.e. the set of non-dominated strategies, with respect to ≺T ,
induces the t-immune strategies.
3.2. Evolutionary detection method. For evolutionary equilibrium detection the Relational Evolutionary Equilibrium Detection Method (REED) is
used. REED is based on NSGA2 [3] with the only difference that the Pareto
domination relation has been replaced with the appropriate generative relation.
REED can be described as follows:
REED method
S1. Set t = 0;
S2. Randomly initialize a population P (0) of strategy profiles;
- Repeat until the maximum generation number is reached:
S3. Binary tournament selection and recombination using the simulated
binary crossover (SBX) operator for P (t) → Q;
S4. Mutation on Q using real polynomial mutation → P ;
S5. Compute the rank of each population member in P (t) ∪ P with respect
to the generative relation (Nash, Aumman, t-immune). Order by rank
(P (t) ∪ P );
S6. Rank based selection for survival → P (t + 1);
4. Experiments
Parameter settings for the numerical experiments are presented in Table
1.
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Table 1. Parameter settings for the evolutionary algorithm
used for the numerical experiments
Parameter
Population size
100
Max. no. of generations 100
prob. of crossover
0.2
prob. of mutation
0.2
4.1. Experiment 1 - First-price sealed bid auction. In the first-price
sealed bid auction two players cast their bid independently. The value of the
bidding objects is v1 for the first player and v2 for the second one. The winner
is the highest bidder, who needs to pay his own bid. A simple agreement is
specified in case of a tie: if both have equal bids, the winner is the first bidder
(another variant is to randomly choose a winner).
The payoff functions are the following [11]:


v1 − b1 , if b1 ≥ b2 ,
0,
otherwise.



v2 − b2 , if b2 > b1 ,
0,
otherwise.

u1 (b1 , b2 ) =

u2 (b1 , b2 ) =

The game has several Nash equilibria as all v1 ≤ b∗1 = b∗2 ≤ v2 is a Nash
equilibrium of the game. Aumann equilibrium is a refinement of the Nash
equilibrium, therefore reduces the set of Nash equilibria. t-immunity gives a
perturbation of a game, describes a situation in which players act irrational.
Figure 1 shows the evolutionary detected t-immune, Nash and Aumann
equilibria of the game for v1 = 5 and v2 = 4. Figure 2 presents the same
equilibria for v1 = 3 and v2 = 5.
In both cases (v1 = 5,v2 = 4; v1 = 3, v2 = 5) Aumann equilibrium is
the most ”favorable” equilibrium: the strategy profile (4, 4) with the corresponding payoff (1, 0) for the first case, and for the second one is (3, 3) with
the corresponding payoff (0, 2). t-immune equilibrium in both cases proves
the irrational behavior of the players: nobody has a positive gain, one of the
players has a payoff of 0, and the other one has a negative payoff.
4.2. Experiment 2 - Second-price sealed bid auction. In a second-price
auction game the winner needs to pay the second highest bid. In the two
player version of the model the value of the bidding objects is v1 for the first
player and v2 for the second one [11]:

FIRST PRICE AND SECOND PRICE AUCTION GAMES. EQUILIBRIA DETECTION.125

0
−0.1
t−immune
Nash
Aumann

−0.2
−0.3

u2

−0.4
−0.5
−0.6
−0.7
−0.8
−0.9
−1

0

0.2

0.4

0.6

0.8

1

1.2

1.4

u1

Figure 1. G1 . Detected t-immune, Nash and Aumann payoffs
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v1 − b2 , if b1 ≥ b2 ,
0,
otherwise.



v2 − b1 , if b2 > b1 ,
0,
otherwise.

u1 (b1 , b2 ) =

u2 (b1 , b2 ) =
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Figure 3. G1 . Detected t-immune, Nash and Aumann payoffs
for the second price auction games, v1 = 5 and v2 = 4

In the second-price sealed bid auction also exist multiple Nash equilibria
[11]: every strategy profile (b1 , b2 ) = (v1 , v2 ), (b1 , b2 ) = (v1 , 0), or (b1 , b2 ) =
(v2 , v1 ), etc.
Figure 3 presents the evolutionary detected t-immune, Nash and Aumann
equilibria of the game for v1 = 5 and v2 = 4. Figure 4 depicts the evolutionary
detected t-immune, Nash and Aumann equilibria for v1 = 3 and v2 = 5.
In this case the Aumann equilibrium refines the set of Nash equilibria: the
payoff (5, 0) is the unique Aumann payoff in the first case (v1 = 5 and v2 = 4)
and (3, 0), (0, 5) in the second case (v1 = 3 and v2 = 5). Regarding to the
t-immune equilibrium, we can notice the same results as in the case of the
first-price auction game: nobody has a positive gain, one of the players has a
payoff of 0, and the other one has a negative payoff (for both cases).

5. Conclusions
First price and second price auction games are analyzed using different
equilibrium concepts. Nash equilibrium is the standard equilibrium concept,
but we focus on a refinement of the Nash equilibrium: the Aumann (strong
Nash) equilibrium, and on the t-immune equilibrium, which can model irrational behavior. An evolutionary algorithm, based on generative relations, is
used in order to detect these equilibria. Numerical experiments illustrate our
assumptions regarding the three studied equilibria.

FIRST PRICE AND SECOND PRICE AUCTION GAMES. EQUILIBRIA DETECTION.127

5
4.5
t−immune
Nash
Aumann

4
3.5

u2

3
2.5
2
1.5
1
0.5
0
−1.5

−1

−0.5

0

0.5

1

1.5

2

2.5

3

u1

Figure 4. G1 . Detected t-immune, Nash and Aumann payoffs
for the second price auction games, v1 = 3 and v2 = 5
References
[1] Ittai Abraham, Danny Dolev, Rica Gonen, and Joe Halpern. Distributed computing
meets game theory: robust mechanisms for rational secret sharing and multiparty computation. In Proceedings of the twenty-fifth annual ACM symposium on Principles of
distributed computing, pages 53–62. ACM, 2006.
[2] R. J. Aumann. Acceptable points in general cooperative n-person games. In R. D.
Luce and A. W. Tucker, editors, Contribution to the theory of game IV, Annals of
Mathematical Study 40, pages 287–324. University Press, 1959.
[3] Kalyanmoy Deb, Samir Agrawal, Amrit Pratap, and T. Meyarivan. A fast and elitist
multiobjective genetic algorithm: NSGA-II. IEEE Transactions on Evolutionary Computation, 6(2):182–197, 2002.
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EMBEDDED RESOURCE TOOL IN HASKELL
ATTILA GÓBI, TAMÁS KOZSIK, AND BARNABÁS KRÁLIK
Abstract. In our previous work [4], we have created a way to check size
annotations of higher-order polymorphic functional programs supporting
nested lists. By extending the lambda-calculus, these annotations are able
to express the relations between sizes of arguments and those of the corresponding results of functions. These relations are exact, and can be nonlinear and non-monotonic polynomials. We provided a way for verification
condition generation as well. This paper focuses on how it is possible to
implement this extended lambda calculus as an embedded DSL.

1. Introduction
It is a well-known fact that the vast majority of processors are used in
embedded systems, where resource consumption of software is severely limited.
Software development techniques, which enable reasoning about resource use,
are extremely useful for such applications. Analyses on resource consumption
of programs typically rely on size information on program values, such as
length of lists.
There are different approaches to work with size information. A widespread approach is to use sized types [6] and subtypes, which allows us to
compute an upper bound for the possible sizes of values assigned to a variable.
Previously, in [4] a size calculus has been defined to express relations between sizes of expressions, namely the arguments and result of functions. With
this hypothetical size expression on a function, it is possible to generate verification conditions using the body of the function. If these verification conditions can be discharged, the function is proved to confirm to the hypothetical
size expression.
Received by the editors: May 1, 2014.
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Our calculus considerably differs from the sized types approach. In our
calculus we can express exact size relations, even in non-linear, non-monotonic
cases. For instance, we can describe the exact size for nested lists, in contrast
to sized types, where the upper bound is determined by the length of the
longest element list.
The size calculus can be introduced as a domain-specific language (DSL),
the primitives of which allow us to describe computations in an extension of
the typed lambda calculus, as well as size information attached to potentially
recursive function definitions. This DSL can be implemented as an embedding
into the non-strict pure functional language Haskell [7].
This embedding exposes a number of challenges. Firstly, we need two different sublanguages, both extending the lambda calculus, and hence, sharing
certain constructs. Secondly, the typing of these two sublanguages are interdependent. Thirdly, function calls should be observable: this is essential for e.g.
the proper generation of verification conditions. Fourthly, we need a design
that facilitates extension of the DSL.
The rest of the paper is structured as follows. In section 2, our earlier work
is revisited to give some insight into the domain specific language defining the
size calculus. Section 3 explains how this DSL can be embedded into Haskell.
Section 4 summarizes related work, and section 5 concludes the paper.
2. DSL for describing resource relations
One of the key constructs in our language is the size expression. Size
expressions are used to describe exact relations between size of return value
and those of the parameters of a function. These expressions are an extension
of the lambda calculus with constructs for expressing the sizes of lists. The
abstract syntactical structure of size expressions can be seen on Figure 1.
Size variables
∈
Integer literals
∈
Binary operators ξ ::=
Size expressions η ::=
|

s, p
n, m
+| − |∗
List | Unsized | Shift | ⊥ | s | n
bs .η | η1 η2 | η1 ξ η2
λs.η | λ
p

Figure 1. Syntax of size expressions
The simplest of them all is the Unsized – this is the size of the primitive
values such as values of type Int. The empty list corresponds to the size
expression List 0 (λi.⊥). This means that the empty list has 0 elements and
every element has size ⊥. The bottom is used as a placeholder: it does not
equal to anything else, and its usual interpretation is an error. We saw that
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the size expression for Int is Unsized, so one possible size expression for the list
containing a single integer is List 1 (λi. Unsized). The second parameter of the
List expression is a function which maps a size to each index, where the index
is a natural number, and the index of the last item of the list is zero. This
notation might seem unintuitive at first sight, however in [4] we have given a
detailed explanation for this choice. The remaining syntactic constructs can
be best understood by going through the reduction rules of the size calculus,
as shown in Figure 2.

(λp.η1 )(η2 ) →β (η1 [p := η2 ])
bs .e)(List η1 η2 ) →β (e[s := η1 , p := η2 ])
(λ
p
(
η1 i
if i < s
Shift η1 s η2 i →β
η2 (i − s) otherwise
Figure 2. Reduction rules of the size calculus
The first reduction is the usual beta reduction from lambda calculus. The
b is the dual of List, that is it can be used to pattern
second rule tells us that λ
match on list sizes. The third rule is used to compute the size of an element
of the concatenation of two lists. The combinator Shift is used to concatenate
size functions. The size expression for the concatenation of two lists can be
given with the following formula.
b sy
bsx .λ
λ
px py . List (sx + sy ) (Shift py sy px )
The expression Shift e1 s e2 gives the size function of the list obtained by
inserting the last s elements of e1 before e2 . That is:
η1 = {0 7→ η10 , 1 7→ η11 , . . . , n 7→ η1n }
η2 = {0 7→ η20 , 1 7→ η21 , . . . , m 7→ η2m }
Shift η1 s η2 = {0 7→ η10 , 1 7→ η11 , . . . , s − 1 7→ η1s−1 , s 7→ η20 , s + 1 7→ η21 , . . .}
Another possible size expression for the singleton integer list can be given
with this Shift operator, namely: List 1 (Shift (λi.⊥) 0 (λi. Unsized)). This,
again, means that the list has one element, and using the reduction rules it is
easy to see that the size of this element is Unsized.
This leads us to the definition of size equality of lists – the size of two lists
are equal, if their length equals, and all of their elements have the same size.
List s1 η1 = List s2 η2 ⇔ s1 = s2 ∧ ∀i ∈ {0, . . . , s1 − 1} : η1 i = η2 i
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The other key component of our DSL is the sublanguage which describes
the computational aspect of a program. This sublanguage is a variation of a
typed lambda calculus, extended with polymorphic homogeneous lists (with
the L() type constructor) and pattern matching on lists (match-with). Toplevel bindings introduce recursive definitions in the computational sublanguage, and connect the size expression and computational sublanguages, as
it can be seen on the following example.
concat x y :: L(α) → L(α) → L(α)
bsx .λ
b sy
:: λ
px py . List (sx + sy ) (Shift py sy px )
= match x with nil ⇒ y
cons hd tl ⇒ cons hd (concat tl y)
Here the concat function has two arguments – x and y; a type declaration
– after the first ::; a size expression declaration – after the second ::; and a
body – after the equality sign.
3. Finally tagless embedding
Now, let us see how to embed our DSL into Haskell. We follow the technique introduced by [2]. In that paper, the lambda calculus is embedded
into OCaml and Haskell. The advantages of this embedding are that it is
extensible, and interpreting it incurs no significant runtime overhead. This
latter property is the result of eliminating type tags during compilation. The
higher-order abstract syntax of a lambda calculus looks as follows.
class Lambda l where
lam :: (l a -> l b) -> l (a -> b)
app :: l (a -> b) -> l a -> l b
lit :: Int -> l Int

The expressions of this lambda calculus can be lambda abstractions, applications and integer literals. Observe that the lam function takes a Haskell
function that operates on values of the embedded language, and lifts this function into the embedded language.
Instances of the type class Lambda are the interpreters of the embedded
language. As a consequence embedded expressions can be polymorphic global
functions, where these functions are polymorphic in the interpreter of the DSL
chosen for evaluation. Such an interpreter can be provided by the following
instance declaration.
newtype Q a = Q { unQ :: a }
instance Lambda Q where
lit = Q
lam a = Q (unQ.a.Q)
app a b = Q $ unQ a (unQ b)
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eval :: Q a -> a
eval = unQ

The newtype keyword introduces a tagless algebraic data type (one with
a single possible data constructor). The compiler can optimize away the Q
constructor and the unQ selector. The entry point of the interpreter is the eval
function, which is defined surprisingly simply. It creates a Haskell function
from an expression of the embedded language.
We can now turn our attention to finer details, such as operators. We
introduced syntactic categories for infix operators with different associativity.
This technique is useful for later extension of the embedded language with
new custom binary operators. Note that we used the qualified name of the
operators defined in Prelude, and Prelude is imported with the qualified
qualifier to avoid name clashes.
class (Lambda l) => LOps l where
infixop :: String -> Int -> (a -> b -> c) -> l a -> l b -> l c
infixopr :: String -> Int -> (a -> b -> c) -> l a -> l b -> l c
infixopl :: String -> Int -> (a -> b -> c) -> l a -> l b -> l c
(+) :: (LOps l) => l Int -> l Int -> l Int
(+) = infixopl "+" 6 (Prelude.+)
(-) :: (LOps l) => l Int -> l Int -> l Int
(-) = infixopl "-" 6 (Prelude.-)
(*) :: (LOps l) => l Int -> l Int -> l Int
(*) = infixopl "*" 7 (Prelude.*)

Embedding size expressions of the DSL is carried out in the following way.
The only difference in the syntax is that we used the slam function to represent
b in order to simplify typing (no pun intended).
λ
class (LOps l) => Size l where
list :: l Int -> l (Int -> a) -> l [a]
slam :: (l Int -> l (Int -> a) -> l b) -> l ([a] -> b)
shift :: l (Int -> a) -> l Int -> l (Int -> a) -> l (Int -> a)
unsized :: l Unsized
bottom :: l a

To illustrate the use of the size expression embedding, consider the following definition of concatSize, which gives the size relation for the usual list
concatenation.
concatSize :: Size l => l ([a] -> [a] -> [a])
concatSize = slam $ \s1 f1 -> slam $ \s2 f2 ->
list (s1 + s2) $ shift f1 s1 f2
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Our goal is to make recursion observable. To achieve this, the bind is
introduced as follows.
class (Exp e, Size (SizeExp e)) => SizedFun e where
type SizeExp e :: * -> *
bind :: Infer a b => String -> SizeExp e a -> e b -> e b

Here SizeExp is an associated type constructor synonym – a type function
–, which maps actual interpreter e of the body to the interpreter of the size
expression. Note that due to overlapping instances, type families cannot be
used here to describe the mapping. Therefore, we use a workaround with the
following Infer type class.
class Infer a b where
instance (Infer a b, Infer p q) => Infer (a->p) (b->q)
instance Infer a b => Infer [a] [b]
instance (a~b) => Infer a b
instance Infer Unsized Int

Note that bind corresponds to the type environment by capturing the
name, the type, the size and the body of top-level definitions. For instance, if
we want to print out a DSL expression, the bind function allows us to perform
the printing in a context: if a function is to be printed, either the name or
the body of the function will be output, depending on whether the function
occurs in the outermost bind, or in a nested one.
class SContext s => SBContext s where
bound :: Lens s Bool
instance SBContext s => SizedFun (S s) where
type SizeExp (S s) = S s
bind name size exp = S $ \ctxo -> if getL bound ctxo then
showString name
else let (s1, s2) = S.split2 (getL supply ctxo)
ctx = setL bound True ctxo
in showString name . showString " :: " .
unS size (updateCtx s1 0 ctx) . showChar ’\n’.
showString name . showString " = " .
unS exp (updateCtx s2 0 ctx)

This approach can avoid recursive expansion of definitions. When we print
out concat with this approach, the following output is obtained.
concat :: Λa,b.Λc,d.List (a+c) (Shift b a d)
concat = λe.λf.case e of [] => f; (g:h) => g:concat h f

The same technique can be used when generating verification conditions
from programs written in the EDSL: the binding registers the size expression
for a function, and non-binding occurrences of the same function can retrieve
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this size expression from the environment, and use it as an assumption in the
generated VCs.
4. Related work
Papers [1, 3] discuss methods of resource analysis that are the closest to
our approach; however, their style of implementation is more of a library than
that of a domain-specific language.
Brady and Hammond present a dependently typed core language called
TT and define a framework within this language for representing size metrics
and properties thereof. Dependent type systems lend a hand when formulating
type-level statements about the resource usage of a given part of a program.
Here, not only types but values as well can be used as parameters to a type
constructor. The authors exploit this property by encoding size – as a natural
number – into the types as just another type parameter.
Danielsson attacks the problem of execution time analysis in a similar
manner. He expresses ‘ticks’ required by each function as type parameters of
the individual functions’ return types. Regular Agda is then used as a vehicle
of implementation.
A drawback of using general-purpose lazy functional programming languages is that the behaviour of the garbage collector is very difficult to predict
and that lazy evaluation might skip possible execution paths whatsoever; thus,
the aforementioned implementations only give a not-too-tight upper bound on
resource consumption. In the case of embedded systems, having explicit resource management and clearly visible execution paths might even pose as an
advantage from the viewpoint of the engineers. Hughes and Pareto [5] use a
minimal version of ML as a basis for their language embedded ML. This language is then extended using the notion of ‘regions’, which can be thought of
short-lived heaps, explicitly introduced and disposed of by the programmer.
5. Conclusion
In this paper we describe a technique to embed a size calculus DSL into
Haskell. This DSL can attach size expressions to functions of a computational
language, and provides reduction rules to simplify such size expressions. Both
the computational language and the size expression language are extensions
of lambda calculus with lists and pattern matching.
The embedding, on the one hand, is tagless, and therefore fairly efficient,
since the host language compiler translates EDSL programs into pure Haskell
functions. On the other hand, it is necessary to explicitly mark function
applications to achieve observability. However, this explicit application symbol
can be turned implicit using Template Haskell [8].
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One of the design goals of our embedding was to allow extensions to the
EDSL to be added. Hence we used higher-order abstract syntax and type
classes in the implementation.
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DIRECT MARKETING OPTIMIZATION USING CLIENT
RELATIONAL GRAPHS
LAJOS GYŐRFFY, ATTILA BALATON, AND ANDRÁS CSERNENSZKY
Abstract. In the present paper we give an introduction to some problems which occur at a bank and can be represented by graphs. We will
demonstrate network building possibilities on specific data and apply them
to improve prediction and/or replace the present methods of the sector.
We give a detailed analysis of the corporate transaction graph and a retail
client relational graph based on data of the OTP Bank. Our main result
is the optimization of the response rates of Direct Marketing (DM) campaigns using the relational network (built on the known attributes such
as common telephone number, same family name, etc.). According to our
new approach - in contrast to the traditional banking methods - we use
neither clients’ personal data itself nor account behaviours, but the structure of networks to find a better segmentation. Networks can also give us
forecasting models: we restrict to sending DM offers only to certain clients
who met with some graph theoretical requirements. This approach raised
the DM offer acceptance rate by 1.5-2 times of the average of previous DM
campaigns.

1. Introduction
Studying networks is one of the most developing area in science. In medical
sciences it comes up when we are talking about infection propagation models,
or about the role of connections between cells. In sociology we analyse the
social networks or interactions between groups of people. The importance of
information which is hidden in the graph, requires such types of analyses. The
same is true in business life, especially at banks. For the used terminology see
the Appendix. Knowing the structure of banking networks and relationships
between entities can give us many information which one could not get by
traditional approaches.
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 91D30, 05C82.
1998 CR Categories and Descriptors. J.4 [Social and behavioural sciences]: Subtopic
– Economics; E.1 [Data structures]: Subtopic – Graphs and networks.
Key words and phrases. Direct Marketing optimization, client relational graph, collaboration graph, banking methods, banking graphs.
137

138
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Unfortunately, there are lots of difficulties when one works with banking
data. First of all, it is not simple either to measure or to evaluate results.
One cannot measure anything, but only what is available. The quality of
data is probably poor, not all items are available and a large part of data
is confidential. Due to these facts the main tool of data mining problems is
rather pattern recognition than stating and proving theorems.
In the literature, there are approaches to use graph methods which are to
a certain extent similar to our method, but those do not deal with the Direct Marketing optimization in banks. Currently banks use random methods,
regression models and decision trees based purely on demographical and behavioural data. Still, there are some problems in which banks use graph based
methods in practice. For example the spread of credit default, fraud detection
or churn prevention can be tackled efficiently via graphs and networks.
In case of credit default, infection models are applied on a directed network
drawn from the transaction data. The idea is that the neighbours of a client
who fell into credit default might share the difficulties through the transaction edges. The generalizations of Independent Cascade model [12, 13, 15] is
applicable to estimate the spreading of defaults; for detailed information see
Bóta et al. [4, 6, 8].
Detecting possible churn one may take into account the communities of
a client graph, too. A community means a set of points among which there
are more edges than expected, see in the Appendix. If a community has
more inactive customers than the average, then the bank is advised to take
preventive actions.
The case of fraud detection is similar to that of churn. Members of a
fraudulent community are suspected also to be fraudulent.
In the previous methods the difficulty is to find the communities. There
are several available algorithms to find those; we used the Sixtep software for
that. For the problems relating to communities see Bartalos and Pluhár [1],
Bóta et al. [5], Griechisch and Pluhár [14].
To solve the Direct Marketing campaign optimization problem, we tried
to incorporate all of these approaches. While the direct application of those
did not yield convincing results, the process was useful to learn the structure
of the problem. The clients who have neighbours in the relational graph give
better responses to the DM offers than the isolated ones, which is the main
experimental result of our research.
2. Graphs in a bank
First, we have to answer some questions about the building blocks of our
model. How can we construct graphs in a bank? What can be the vertices and
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the edges? A natural approach is that nodes represent some kind of clients.
They can be retail or corporate clients; we might include the municipalities or
not; the SME sector or a part of these. For the edges we can have many choices.
Here we considered only two of those, a corporate transaction graph and a
retail client relational graph. In the following subsections we will describe
those in more detail.
2.1. Transaction graph. The most natural links between clients are the
transactions, i. e. money transfers. An edge goes from the first client to
the second, if there was at least one payment sent in that direction in the
given period. Furthermore, weights can be associated to edges, for example
the number of transactions, the sent amount, the sent relative amount, etc.
2.1.1. Transaction graph at the OTP Bank. In the above described way we
have built up a transaction network out of the OTP Bank Corporate transaction database. In this graph vertices represent corporate clients, while edges
represent connections between clients if the transactions between them are
considered to be relevant. Since the transactions themselves are directed, the
network is directed as well. The decision about which connections should be
included in the graph is based on experiments. In a filtering process we used
the following three criteria:
• Frequency of transactions: the average number of transactions in a
month.
• Amount of transactions: the average transacted amount in a month.
• Relative amount: average incoming amount from one company divided
by the total income from all of the partners.
If a connection did not satisfy a specific set of criteria, then this connection
is not considered as an edge of the graph. Since the business partners of a
company may change dynamically, we have built the network on a one year
period: from November 2012 to October 2013. The basic statistics of the
resulting transaction graph as follows. It has approximately 68,000 vertices,
and 106,000 edges.
The largest component consists of 63,000 points, while the size of the
second largest is only 14. There are also 1750 components with only two
elements. Some nodes has large number of links and a bit less than the half
of the nodes are connected to one node. The average degree is about 3.09,
while the maximal degree is 2018. There are three nodes with more than 1000
connections and 52 with more than 100. The number of triangles is 9970 and
the clustering coefficient is 0.00165, which measures the local density of the
edges.
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This means that - in contrast to the social graphs - if (A, B) and (B, C)
edges are present, then the conditional probability of the existence of (A, C)
grows less than in case of a relational graphs.
According to the data, the degree sequence of the transaction graph might
a power-law distribution (p(x) = Kx−α ) with α = 2.457, hence it might be
a scale-free (small world) network. For the computation we used the method
advised by Newman [17].
2.2. Social graphs. Beside the transaction graph, another possibility to build
graphs is to use personal data of clients.
One of the most well known social graphs in mathematics are the collaboration graphs. This is a graph which models some social network where
the vertices represent participants of that network (usually individual people) and in which two distinct participants are joined by an edge if there is a
collaborative relationship between them of a particular kind. The two most
well-studied collaboration graphs are the Erdős collaboration graph and the
Hollywood graph, see Appendix and [19].
2.2.1. Client relational graphs in banks. To construct collaboration-like graphs
in a bank, we follow the collaboration graph models. In the Erdős collaboration
graph two authors are joined, if there is a paper they co-authored. Similarly
in the Hollywood graph two actors are neighbours if there is a movie in which
both of them played.
At a bank there are several attributes assigned to every client. E. g. the
clients mother’s name, phone number, employer address, etc. We join two
clients if there is an attribute in which their values coincide. Knowing these
attributes, one can build a graph by each attribute, therefore many graphs may
arise. Then one might take the arbitrary union of those graphs to construct a
network. We applied that building method at the OTP Bank.
2.2.2. Building a retail client relational graph at the OTP Bank. We have
constructed the relational network from the OTP Bank Retail client database
out of the 1st of January 2008 to the 11th of April 2013. Our nodes are
the retail customers, who have had at least one credit-application (personal
loan, trade loan, mortgage loan or credit card) in the given period. We had
approximately 1.8 million applicants during that time period. The edges are
defined by the common attributes. At first we used 17 properties to connect
vertices. Some of those are for example the applicant’s address, family name,
mother’s name; same phone number, employer address or tax ID, etc. We also
used derived variables such as same street (at the same settlement), or same
address combined with the family name.
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So we join two clients if they live in the same house or in the same street.
Another edge is drawn if they work for the same company or they have common
family name. It means if there are seven people with a common attribute, we
get a 7-clique by this method. After taking the union of these 17 graphs, we
get cliques which may have common parts, edges or just vertices. All in all,
the relational graph is the union of a large number of cliques.
Obviously, it is not fruitful to join two or more customers if they live in
the largest street of Budapest, they have a common but very familiar name
or they work for a big company where there are lots of employees. As a rule
of thumb we do not join more than 10 people with the same attribute. With
this restriction we reach our goal, namely not to connect all employees of the
OTP Bank or all Smiths, but to join the co-workers of a small company or the
ones who have a common but rare name in Hungary, which means that they
are possibly relatives.
2.2.3. The properties of the graph. Our final graph has approximately 1.3 million non-isolated nodes from the 1.8 million clients. The number of edges are
between two and three millions.
We also analysed the components, the degrees and the clustering coefficient
as in the case of the transaction graph. The largest component is a giant
one, consisting of one million points, while the size of the second largest is
55. There are about 80,000 components with only two elements. Here the
maximum degree is 30 and there are 350,000 nodes with one degree. So, in
contrast to the transaction graph, this degree sequence does not seem to have
power law degree distribution. The average degree is about 4.07. There are
more than three million triangles, and the clustering coefficient C = 0.2060.
In summary, we got two quite different networks (in size, structure, degree
distribution, clustering coefficient, etc.). However, they have similar properties
(average degree, a giant components, some isolated pairs), too.
To obtain these results, we used the Sixtep software [18] which beside
providing the information of the graph parameters (components, structure,
visualisation) can create communities and clusters, and can handle infection
models which we use in the next section.
In the next section we present the Direct Marketing optimization problem
and a solution for it which is based on the retail client relational graph and
gave better response rates than the traditional methods used at the bank.
3. Direct Marketing optimization
One of the greatest challenge in a DM campaign is to find a (usually fixed
size) target group with the greatest expected response rates. Here we could
detect the effect of the network, namely those clients who are better embedded
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into the networks of the bank (the vertices have high degrees), have a higher
response rate. We stress that only the topology of network is considered, not
the previous DM responses or other behavioural data. Merely, the role of the
client-vertices in the network determines the response rate.
Before we go deeper to the possible methods, we describe the mechanism
of a Direct Marketing campaign.
3.1. DM campaigns. When a bank decides to start a Direct Marketing campaign, they select a fixed number group of their clients (e. g. 10000), and send
them direct mails. The question is, what would be the best target? We analysed personal loan and credit card campaigns. In both cases the bank sends a
mail to the selected clients with an offer, which is valid only for the targeted
people. The credit card DM envelope contains a plastic card, and instructions
how to activate it. The offers have an expiration (45 or more days). Since
a campaign is very expensive, it should produce the best possible acceptance
rate. We do not have to consider the cost of a mail, since the number of offers
is fixed. At the OTP Bank there are already methods for target selection.
These use demographical and behavioural variables to make predictions for
the response rate of every client. These do not use graphs directly, that is why
we decided to introduce the network based methods.
3.2. Evaluation of the campaigns. Since we constructed our retail client
relational graph from the data drawn from the 1st of January 2008 until the
11th of April 2013, we used the DM offer responses from the 12th of April 2013
to the end of November 2013 to avoid the intersection of the time periods. We
combined the personal loan and credit card DM campaigns, and we got more
than 350,000 clients who received a DM offer. This proved to be big enough
to draw conclusions. Part of these clients accepted the offer, and claimed the
personal loan or the credit card. Let this ratio be X. That is,
X=

clients who accepted the offer in the evaluation time period
.
clients who got an offer in the evaluation time period

We define the DM-acceptance value of an offered client with one if she accepted
the offer and zero otherwise.
3.3. Optimizing DM campaigns on the relational graph. We tried two
different approaches for the optimization, namely using infection models and
communities. However, these approaches alone did not yield satisfactory results. Still, we discuss them shortly because they played a role to find our
final method.
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3.3.1. First approach. At first, we tried to apply a variant of the generalized
Domingos-Richardson infection model on the retail client relational graph.
The reason for this was that it worked well on the transaction graph, where the
infection was the credit default (“bankruptcy”) of a client. Unfortunately, the
method here did not yield good results.1 See again Domingos and Richardson
[12] and Bóta et al. [4, 6, 8].
3.3.2. Second approach. The other method was to consider communities which
has “infected” vertices. In the previous cases infection was an undesirable
property: possible churn or default. Now a client is called infected by accepting
the offer. We classified the communities (it contains infected nodes or not),
then compared the response rates in both. Again, the rates were almost the
same.
3.3.3. Third approach. However, we noticed a remarkable fact: the clients who
were in a community had a higher response rate (1.23X) than the average of
all clients (X). Considering the fact that only one third of the clients are
in communities (out of the 350,000 people who have got a DM offer around
one third was in a community) it gives useful restriction for the search space.
According to our computation, had we sent DM mails only to the clients who
are in a community (there are more than one third of the 1.8 million tested
clients, too), the bank would get 1.23 times bigger profit on a single DM
campaign.
Furthermore, the clients who are in some component of our graph (170,000
from the 350,000 DM-offered clients) has also a higher acceptance rate (1.12X)
than the average (X). We found this phenomenon very useful. When calculating the response rates only for those points of degree more than one (130,000
clients) and then more than two (100,000 clients), we got the following ratios:
The vertices with more than one neighbours in the graph have 1.19X response
rates. For the clients, who have more than two neighbours, the average response rate is 1.23X.
There are some possible explanations for this phenomenon. If a client is
joined to another client, for example by an “employer address” edge, than
they are possible co-workers, they might have shared information and decided
together to accept the new credit card. The same holds for the family name
1The hypothesis was that the acceptance of the DM offers spreads similarly to the defaults
on the other graph. We set the a priori infection values 1, if a client has already accepted a
Direct marketing offer, and 0 otherwise. The edges were unweighted, so the infection spread
along the edges with equal probability. Still the results were not better on the evaluating set
than a random selection; measuring by the Gini-index the results was even not positive. It
is either because of the different structure of the two graphs, or the difference between the
credit default and the DM offer acceptance is bigger than we thought before.
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or mother’s surname (possible relatives), for the address (neighbours or flatmates), for the e-mail domain names (co-workers), etc. That is the more
coincidences in data the more chance to accept the offer.
3.4. Improving the graph. After that, we made several attempts to improve
response rates. Since adding new edges to the network was not efficient2, the
next idea was to reduce the number of connections and retain only the best
types of edges. For doing that, we used two methods. The first was that we
built 17 different graphs, one for each type of edge, and then looked at the
response rates one by one.
The second idea was to run a logistic regression to measure which type
of edges are the most relevant ones. Here the target variable was the DMacceptance, and the explanatory variables were 17 dummies, one for each
attribute. If a vertex was connected to an other vertex, for example by the
common surname, the surname dummy variable got the value one, if not,
it got a zero value. The same goes for the other 16 variables. Therefore
every node got 17 zero-one flags, one for each types of edges. Then we used
the PASW Modeller 13 software and applied the forward stepwise logistic
regression method.
By the first selection method (selecting those types of edges which have
the best response rates) we have found five types of edges useful: the employer
address, the employer tax ID, the address and two other types of links.3
By the logistic regression method we have found eight dummy variables,
which were significant at the 5% significance level. All of the above mentioned
five important variables were among them. Two of the eight (surname combined with address and surname) had negative effect. This means that if two
clients are joined by those type of edges, they probably accept DM offers less
times than the average. One possible explanation for the last observation is
that if there is one credit card or a personal loan in a family, they do not need
an other.
Next we decided to use our five best variables to construct our second graph
which gave us much better results than on the first with the 17 variables.
3.5. Reduced client relational graph. By the five types of edges we got
800,000 connected vertices and 1.5 million edges. However we have less clients
in that graph, the DM acceptance rate is higher, 1.54X. Out of the 350,000
clients in the evaluation set there are 75,000 non-isolated vertex in that graph.
2Our first idea was to create new edges. Since we have incorporated all possible properties
what were available, we gave 100,000 and then 500,000 more edges randomly to the graph,
but the efficiency dropped to 1.04X.
3Because confidelity, we can not list the best variables, just as the exact value of the X
ratio.
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Figure 1. DM acceptance rates by the degrees of the reduced graph
This means that expectedly all of these 800,000 clients have 1.54 times higher
response rate in average than in the set of all clients. Similarly to the bigger
graph with 17 types of edges, we looked at the points with two and three
minimum degree, and got by 62 and 65% better results on 56,000 and 44,000
clients than the average. On the Figure 1. we can see the acceptance rates of
the 350,000 points from degree zero to thirteen. Most of the vertices have zero
degree (these are the isolated nodes in the reduced graph), there are 275,000.
From the other 75,000 points 20,000 has degree one, 12,000 have two, 10,000
have three, 7000 have four and there are more than 500 which have degree 13.
4. Methods and results
4.1. A simple method for the optimization. ¿From our previously defined three approaches we recur to the third one again: connecting clients
having common attributes defines a graph. The clients, who are in that graph
accept DM offers in much higher rate than the others. Even considering the
clients with more than two or three neighbours gives us even better results.
The most natural method is the following: If we selected the target group
from the 800,000 clients in the above defined reduced graph instead of all
customers at the bank, we would get expectedly 1.54 times better response
rates. If we restrict ourselves to those points having at least two or three
degrees, we can get up to 1.65 times better rates.
The 1.54 and 1.65 times better responses give the bank a quiet big profit,
but we could separate better these 800,000 (or even the 1.3 million) customers
by a logistic regression. Furthermore, by using regression all clients get a DM
score value which is also useful for the bank.
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4.2. Using logistic regression on the bigger client relational graph.
The reduced graph consists of only five types of edges, while the bigger graph
have 17 types. There are two types with significant negative effect which are
not in the reduced graph. That is why we chose the bigger one to run the
logistic regression. We applied the same model that we used for variable selection. There the target variable was the DM-acceptance and the explanatory
variables were the 17 dummies defined above and in the Appendix (surname
dummy).
We partitioned the 170,000 clients (who are in the intersection of the DM
offer evaluating set and the big relational graph) randomly to a 70-30% training
and test set. We used again forward stepwise logistic regression method and
obtained the same eight significant edge-variables as before. After getting the
coefficients, it was possible to give a DM score value to the vertices of the test
set (and to all 1.3 million clients in the graph).
Since we got the coefficients only on the 70% training set, then we could
independently measure the results on the 30% test set which contained 51,000
clients.
We ordered the test sample (ascending) by the regression score values,
and put them into 20 equal bins (5-5 percent in each). The whole test sample
had an acceptance rate 1.12X which was the same as that was earlier on
the 170,000 clients. Then we compared the real acceptance rates with the
predicted ones.

4.3. Results. In the bin with the highest scores the DM acceptance rate was
2.37X in average. In the second it was 2.07X and in the third 1.77X. In the
4th, 5th and 6th that was 1.63X, 1.45X and 1.58X. Between the 6th and the
7th there was a bigger difference, because in the 7th the average response rate
was only 1.06X. After the 9th we got only smaller values than X and in the
last and worst bin the rate was 0.66X.
Then we analysed the best k percent of the test sample. Following the
best 5% with the 2.37X rates, the highest 10% had 2.22X. The best 15% had
2.07X, the best 20% had 1.96X and the highest 25% had 1.86X. The best
half of the test sample had 1.5X and as we mentioned above the whole test
sample had an acceptance rate 1.12X.
Counting the number of clients whose targeting resulted in more than 2X
response rates we got the following. We had 170,000 analysed clients from the
DM evaluation out of the 1.3 million nodes in the 17-variables-graph. The
15% of the 51,000 had more than twice larger acceptance probability than X.
This result suggests that we can also select the 15% of the 1.3 million clients
with this method and this results in the acceptance rate 2X, too. There are a
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bit less than 200,000 customers which is a very large part of the OTP’s clients
and which could give a huge profit to the bank.
4.4. Future works at the bank. The next step of this study is to test the
method in a new set of customers. However, to introduce a new model in a
bank is a huge project, mainly depending on the management. There is some
chance that in a few months the bank will send out the DM mails according to
our scores, and after the expirations of the offers we would see how the model
works in real stress.
5. Summary
At first, we built a corporation transaction and a retail client relational
graph out of the database of the OTP Bank. After the analysis of the networks,
we focused on the Direct Marketing campaign optimization problem. We
found a graph building and modelling process which results two times better
DM offer response rates than the bank had earlier.
We emphasize once more that what differentiate these models from the
previous ones. In our method we used neither the concrete demographical
attributes of the clients (age, exact address or employers) nor the previous DM
offer acceptances or any other behavioural data. We used only the structure
of our created network and the degree of the vertices. This new approach of
using networks can give more efficient DM campaigns and better results.
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[6] A. Bóta, M. Krész and A. Pluhár Approximations of the Generalized Cascade Model.
Acta Cybernetica 21 (2013) pp. 37–51.

148
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Appendix: Definitions and notations
Graph or network. A graph G = (V, E) consists of two finite sets V and
E. The elements of V are called the vertices and the elements of E the edges
of G. Each edge is a pair of vertices. If x and y are vertices and there is an
edge x, y, then we say x and y are neighbours. The degree of the x vertex
is the number of edges which contains x. By replacing the set E with a set of
ordered pairs of vertices, we obtain a directed graph. A weighted graph
associates a label (weight) with every edge in the graph. See more precisely
Bollobás [3]. Sometimes we use network instead of graph, nodes instead of
vertices and links or connections instead of edges.
Community. A community is a group of vertices that are densely connected to each other and sparsely connected to other vertices in the graph.
See Bartalos and Pluhár [1], Bóta et al. [5], Griechisch and Pluhár [14].
Clustering coefficient. The C clustering coefficient measures the local
density of a graph. Formally:
C=

3 times the number of triangles
.
the number of two length paths

DIRECT MARKETING OPTIMIZATION USING CLIENT RELATIONAL GRAPHS 149

Erdős graph. Collaboration graph of mathematicians, where the vertices
of two scientist are joined by an edge whenever the scientists co-authored a
paper together. See Batagelj and Mrvar [2].
The Hollywood graph. Collaboration graph of movie actors, also known
as the Hollywood graph or co-stardom network, where the vertices of two
movie actors are joined by an edge whenever the players appeared in a movie
together. See Chen and Chen [10].
Client relational graph. The vertices of that graph are clients. There is
an edge between two clients, if they have at least one common attribute. The
17 attributes that we examined were e. g. surname, mother’s name, surname
and mother’s name, address, employer address, employer tax ID, phone number, same settlement and street, same e-mail domain, e-mail address, same
name and mother’s name, same family name and address, etc. The graph at
the OTP Bank consisted of 1.3 million vertices and more than two million
edges.
Reduced client relational graph. After examining the relevance of the
17 types of edges, we built a smaller graph from the five most relevant types
of edges. It had 800,000 vertices and 1.5 million edges.
Transaction graph. The vertices of that graph are clients (e. g. corporate clients). The directed edges are the transactions from the payer to
the payee. The possible weights can be the sent amount or the frequency of
transactions.
DM-acceptance. Consider a customer who got a DM offer from the
bank. The value of the DM-acceptance is one if she accepted and zero if not.
Surname dummy variable. Consider a vertex of the client relational
graph. If it was connected to an other vertex by common surname, the
surname dummy variable got the value one, if not, it got a zero value. The
same went for the other mentioned 16 variables.
Response rate (acceptance rate) of a DM campaign.
clients who accepted the offer in the given time period
.
X=
clients who got an offer in the given time period
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DEGREE SETS OF TOURNAMENTS
ANTAL IVÁNYI AND JÁNOS ELEK
Abstract. The score set of a tournament is defined as the set of its
different outdegrees. In 1978 Reid [20] published the conjecture that for
any set of nonnegative integers D there exists a tournament T whose degree
set is D. Reid proved the conjecture for tournaments containing n =
1, 2 and 3 vertices. In 1986 Hager [7] published a constructive proof of
the conjecture for n = 4 and 5 vertices. Yao [27] in 1989 presented an
arithmetical proof of the conjecture, but general polynomial construction
algorithm is not known. In [11] we described polynomial time algorithms
which reconstruct the score sets containing only elements less than 7.
In this paper we present and analyze earlier proposed algorithms Balancing and Shortening, further new algorithms Shifting and Hole
which together reconstruct the score sets containing elements less than 9
and so give a constructive partial proof of the Reid conjecture.

1. Basic definitions
We will use the following definitions [6].
A graph G(V, E) consists of two finite sets V and E, where the elements
of V are called vertices, the elements of E are called edges and each edge
has a set of one or two vertices associated to it, which are called its endpoints
(head and tail). An edge is said to join its endpoints. A simple graph is
a graph that has no self-loops and multi-edges.
A directed edge is said to be directed from its tail and directed to its
head. (The tail and head of a directed self-loop are the same vertex.)
A directed graph (shortly: digraph) is a graph whose each edge is
directed. If in a directed graph (u, v) ∈ E, then we say that u dominates
v. An oriented graph is a digraph obtained by choosing an orientation
(direction) for each edge of a simple graph. A tournament is a complete
oriented graph. That is, it has no self-loops, and between every pair of vertices,
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68R10, 05C20.
1998 CR Categories and Descriptors. G.2.2 [GRAPH THEORY]: Subtopic – Graph algorithms; F2 [ANALYSIS OF ALGORITHMS AND PROBLEM COMPLEXITY]:
Subtopic – Computations on discrete structures.
Key words and phrases. tournament, degree set, score set, analysis of algorithms.
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there is exactly one edge. Beside the terms of graph theory we will use the
popular terms player, score sequence, score set, point, win, loss etc.
A directed graph (so a tournament too) F = (E, V ) is transitive, if
(u, v) ∈ E and (v, w) ∈ E imply (u, w) ∈ E.
The order of a tournament T is the number of vertices in T . A tournament of order n will be called an n-tournament.
An (a, b, n)-tournament is a loopless directed graph, in which every pair
of distinct vertices is connected with at least a and at most b ≥ a edges.
The score (or out-degree) of a vertex v in a tournament T is the number
of vertices that v dominates. It is denoted by d+
T (v) (shortly: d(v)).
The degree sequence (score sequence) of an n-tournament T is the ordered n-tuple s1 , s2 , . . . , sn , where si is the score of the vertex vi , 1 ≤ i ≤ n,
and
s1 ≤ s2 ≤ · · · ≤ sn .

(1)

The score set of an n-tournament T is the ordered m-tuple D = (d1 , d2 ,
. . . , dm ) of the different scores of T , where
d1 < d2 < · · · < dm .

(2)

2. Introduction
Theorem Landau [12] allows to test potential score sequences in linear
time.
Theorem 1. (Landau [12]) A nonincreasing sequence of nonnegative integers
S = s1 , s2 , . . . , sn is a score sequence of an n-tournament if and only if
(3)

k
X
i=1

si ≥

k(k − 1)
,
2

1 ≤ k ≤ n,

with equality when k = n.
Proof. See [12, 21].
Beineke and Eggleton [21, p. 180] noted in the 1970’s that not all of
the Landau inequalities need to be checked when testing a sequence S for
realizability as a score sequence of some tournament. One only need to check
 
k
X
k
(4)
si ≥
2
i=1

for those values of k for which sk < sk+1 . In 2003 Tripathi and Vijay proved
this assertion [24].
To reconstruct a prescribed score set is much harder problem, then computing the score set belonging to the score sequence of a given tournament.
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Therefore surprising is the following conjecture published by Reid in 1978
[20]: if m ≥ 1, D = {d1 , d2 , . . . , dm } is a set of nonnegative integers, then
there exists a tournament whose score set is D.
In his paper Reid described the proof of his conjecture for score sets containing 1, 2, and 3 elements, further for score sets representing an arithmetical
or geometrical series. In 1986 Hager [7] proved the conjecture for m = 4 and
m = 5.
In 2006 Pirzada and Naikoo [17] gave a constructive proof of a new special
case of Theorem 5.
Theorem 2. (Pirzada and Naikoo [17]) If s1 , s2 , . . . , sm are nonnegative integers with s1 < s2 < · · · < sm , then there exists such n ≥ m for which there
exists an n-tournament T with score set
(
)
2
m
X
X
(5)
D = d1 = s1 , d2 =
si , . . . , dm =
si .
i=1

i=1

Proof. See [17].
In [18] Pirzada and Naikoo characterized the score sts of k-partite hypertournaments, and in 2008 the score sets of oriented graphs.
Theorem 3. (Pirzada, Naikoo [19]) Let a, ad, ad2 , . . . , adn , where a, d and
n are positive integers with d > 1. Then there exists an oriented graph with
score set A except for a = 1, d = 2 and n > 0 and for a = 1, d = 3 and n > 0.
Proof. See [19].
The following theorem contains a sufficient condition of the existence of
oriented graphs with special prescribed score set.
Theorem 4. (Pirzada, Naikoo [19]) If a1 , a2 , . . . , an is an increasing sequence
of nonnegative integers, then there exists an oriented graph with an +1 vertices
and score set D, where
(
ai ,
if i = 1,
(6)
ai =
ai−1 + ai + 1, if i > 1
Proof. See [19].
In 1989 Yao proved the conjecture of Reid.
Theorem 5. (Yao [27]) If m ≥ 1, D = {d1 , d2 , . . . , dm } is a set of nonnegative
integers, then there exists a score sequence S = s1 , s2 , . . . , sn such, that the
score set of the tournament belonging to S is D.
Proof. See [27].
The proof of Yao uses arithmetical tools and only proves the existence of
the corresponding tournaments, but it does not give a construction.
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In 1983 Wayland [25] proposed a sufficient condition for a set D of nonnegative integers to be the score set of a bipartite tournament. This result
was improved to a sufficient and necessary condition in 1983 by Petrovı́c [14].
In [10] we proved that the extension of Yao’s theorem is not true for ktournaments (where every pair of vertices is connected with k ≥ 2 edges.
Recently we proposed algorithms Balancing and Shortening [11] and
proved Yao’s theorem for score sets containing only elements less then 7. In
this paper we describe new algorithms Shortening and Hole and prove
Theorem 5 for sets containing elements less than 9. Our proofs are constructive
and the reconstruction algorithms require only polynomial time.
Now we present three lemmas allowing a useful extension of Theorem 5.
Lemma 1. If d1 ≥ 1, then the score set D = {d1 } is realizable by the unique
1 +1>
score sequence S = d<2d
.
1
Proof. If |S| = n and S generates D then the sum of the elements of S
equals to nd1 and also to n(n − 1)/2 implying n = 2d1 + 1. Such tournament is
realizable for example so, that any player Pi gathers one points against players
Pi+1 , . . . , Pi+(n−1)/2 and zero against the remaining players (the indices are
mod n taken).
In this lemma and later a< b > means a multiset, in which a is repeated b
times.
Lemma 2. If the score sequence S = s1 , s2 , . . . , sn corresponds to the score
set D = {d1 , d2 , . . . , dm }, then n ≥ dm + 1.
Proof. If the score of a vertex v is dm , then v dominates dm different
vertices.
Lemma 3. If m ≥ 2 and the score sequence S = s1 , s2 , . . . , sn corresponds to
the score set D = {d1 , d2 , . . . , dm }, then
(7)

2d1 + 2 ≤ n ≤ 2dm ,

and both bounds are sharp.
Proof. Every element of D has to appear in S. Therefore the arithmetical
medium of the scores is greater, than d1, and smaller, than dm . From the
other side n-tournaments contain Bn = n2 edges, so the arithmetical medium
of their scores is Bn /n = (n − 1)/2, therefore
n−1
(8)
d1 <
< dm ,
2
implying (7).
For example if k ≥ 0 and D = {k, k + 1}, then according to (8) n = 2k + 2
imply the sharpness of both the bounds.
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The next extension of Theorem 5 is based on Lemmas 1, 2, 3.
Theorem 6. (Iványi, Lucz, Gombos, Matuszka [11]) If m ≥ 1 and D =
{d1 , d2 , . . . , dm } is an increasingly ordered set of nonnegative integers, then
• there exist a tournament T , whose score sequence is S and score set is
D;
1 +1>
• if m = 1, then S = s<2d
;
1
• if m ≥ 2, then
max(dm + 1, 2d1 + 2) ≤ n ≤ 2dm ;

(9)

• the bounds in (9) are sharp.
Proof. The assertion follows from the above lemmas (see [11]).
Taking into account the remark of Beineke and Eggleton [21, page 180]
we can formulate Reid’s conjecture as an arithmetical statement without the
terms of the graph theory. Let D = {d1 , d2 , . . . , dm } be an increasingly ordered
set of nonnegative integers. According to the conjecture there exist positive
integer exponents x1 , x2 , . . . , xm such that
2>
1>
m>
, . . . , d<x
, d<x
S = d<x
m
2
1
P
is the score sequence of some ( m
i=1 xi )-tournament. Using Landau’s theorem it can be easily seen that Reid’s conjecture is equivalent to the following
statement [16, 27].
For every (0, dm , m)-regular set D = {d1 , . . . , dm } there exist positive
integers x1 , . . . , xm , such that

Pk
k
X
i=1 xi
, for k = 1, . . . , m − 1,
(11)
xi di ≥
2

(10)

i=1

and
(12)

m
X
i=1

Pm
xi di =

i=1 xi

2


.

Commenting Yao’s proof Qiao Li wrote in 1989 [13]: Yao’s proof is the
first proof of the conjecture, but I do not think it is the last one. I hope a
shorter and simpler new proof will be coming in the near future.
However, the constructive proof has not been discovered yet.
Our algorithms investigate only the zerofree score sets, The base of this
approach is the following lemma.
The base of considering only the zerofree sets is the following assertion.
1>
2>
m > is the score
Lemma 4. Let m ≥ 2. A sequence S = s<e
, s<e
, . . . , s<e
n
1
2
sequence corresponding to the score set D = {0, d2 , d3 , . . . , dm } if and only
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if the sequence S 0 = (s2 − 1)<e2 > , (s3 − 1)<e3 > , . . . , (sn − 1)<en > is the score
sequence corresponding to D0 = {d2 − 1, d3 − 1, . . . , dm − 1}.
Proof. If S is the score sequence corresponding to D then s1 = 0 and
e1 = 1 that is all other players won against the player having the score s1 = 0,
so S 0 corresponds to D0 .
If S 0 does not correspond to D0 , then we add a new score d1 = 0 to D0 ,
increase the multiplicity of the other scores by 1 and get D which does not
correspond to S.
3. Reconstruction of score sets of tournaments
Earlier we proposed [11] polynomial approximate algorithms Balancing and Shortening, further exponential exact algorithms Sequencing and
Diophantine to reconstruct score sets. Now we add approximate algorithms
Shiftening and Hole. The polynomial algorithms are based on Theorem 6.
Since there are quick (quadratic) algorithms constructing n-tournaments
corresponding to a given score sequence, our algorithms construct only a suitable score sequence.
If the score sequence of a tournament is S and its score set is D, then we
say, that S generates D, or D corresponds to S. If D is given, then we call
the corresponding score sequence good .
3.1. Concept of the Balancing algorithm. The main idea behind Balancing algorithm [11] is that each element of D can be classified as a winner,
loser or balanced score. We say that di ∈ D is a winner if it is greater than
half of the number of players. Conversely, it is a loser if it is less than n/2. In
case of equality di is a balanced element. Let plus be the difference between a
winner’s score and its number of lost matches, plusi = di − ((n − 1) − di ), and
minus i the difference between its number of won matches and its scores, that
is minusi = ((n−1)−di )−di . It is obvious that the sum of plus i ’s and the sum
of minus i ’s in a tournament must be equal. Therefore if we choose the number
of losers and the number of winners such that this condition holds, then we
can create a potential score sequence. Notice that a score can be classified only
if the number of players is fixed. For this purpose we use Theorem 6, where
based on the score set D we can find a finite set of possible n’s. Moreover a
potential score sequence must correspond to the Landau theorem.
3.2. Concept of the Shortening algorithm. The Balancing algorithm
successfully finds a good sequence while the greatest element of the score set is
not greater, than 5. If dm > 5, then it seems to be a good idea to remove some
scores from the set and search a sequence corresponding to the shortened set.
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We are listing now the three different shortening procedures which are used
in the Shortening algorithm:
1) Consider a score set D, where dm = n − 1 and the equation dm−k =
dm−k+1 − 1 is also true for every k ≥ 0 and k < m. In that case there
have to be a player with dm score who defeats all the others, so it can be
removed without changing the other’s scores. If k > 0 then, after removing
dm , the largest element of D is also defeats everyone (except the player with
the removed score). So one can remove the last k + 1 elements in such a case
and search a good sequence for the shortened score set. After a valid sequence
is found the discarded elements can be append to the shortened set as those
defeat everyone.
2) The previous procedure can be done also in the other way. If the
first element of D is zero then there have to be a player who is defeated by
everyone. This player can be removed while the other’s scores is decreased by
one. Moreover the first l score can be discarded if d1 = 0 and dj = dj−1 + 1
for every j ≤ l. As before if one can found a good score sequence for the
shortened set, the discarded elements can be inserted based on Lemma 4.
3) If none of the above methods results a valid sequence we can try to
aggressively remove elements from the score set. If we exclude the last element
of D and can find a valid sequence for the shortened set, then there are some
hope that we can construct a sequence corresponding to the original set by
appending the discarded element one or more times to the short sequence. If
the sequence do not conform to the Landau theorem after n − m appended
elements we stop and conclude that the algorithm was not able to find a valid
sequence.
3.3. Concept of the Shiftening algorithm. In some situations one can
find a good sequence for a shortened score set by shifting the scores. Consider
two score sets, the original D = {d1 , d2 , . . . , dm } and the shortened D0 =
{d1 , d2 , . . . , dm−1 }. If we find a sequence S = {s1 , s2 , . . . , sn0 } corresponding
to the shortened set, then we have three possibilities to construct a sequence
that generates D.
1) dm = n. In this simple case we add one more player that defeats
everyone. As the number of players in S 0 equal to the required score dm we
get a valid sequence S = S 0 ∪ {dm } generating D.
2) dm > n. Let diff = dm − n then we can add Nnew = 2diff + 1 new
players with score dm . These defeat all the original players by which they
gain n points. The remaining points are obtained by the new players through
new
defeating each other diff times. So the sequence S = S 0 ∪N
i=1 {dm } is valid.
3) dm < n. In this case there is no exact way to find S but we can try to
split the new player’s additional points. Let diff = n − dm be the additional
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points and X 0 = {x1 , x2 , . . . , xm−1 } be the exponents of scores in the set D0 .
If we can find an integer i such that di+1 − di = i and xi > 1 then we can give
a point to one of the players with si and take away one from the new player.
With our notation this can be written as xi = xi − 1 and xi+1 = xi+1 + 1
while sn+1 = sn+1 − 1. Also we can decrease diff by one. This method can be
repeated while diff > 0 and if diff = 0, then we are done and the exponents
X = {x1 , x2 , . . . , xm−1 , 1} generate a corresponding score sequence.
3.4. Concept of the Hole algorithm. While the maximum score in D is
not greater, than 7, the three algorithms above find a corresponding sequence
every time. Moreover if we set this number to 8, then the algorithms return
a sequence for all sets except two. However, these two sets have the common
property of holes. In a score set D = {d1 , d2 , . . . , dm } there is a single hole at
1 ≤ j ≤ dm − 1, if j is missing from D, but j − 1 and j + 1 are contained by D..
If d1 = 1, then the absence of 0 is also a hole. For the mentioned two sets it is
true that there is no j such that dj+1 − dj > 2 and d1 = 1. So these sets only
differ in holes from the score sequence of the transitive (dm + 1)-tournament
S = {0, 1, . . . , m} set. Hole compares D with S and handles the hole at 0
by changing the result of the match between the players having 0 and dm + 1
points and increasing the exponents of the scores 1 and dm . The holes at
1 ≤ j ≤ dm − 1 are handled by changing the result between the players having
scores j and j + 1 and increasing the exponents ej−1 and ej+1 by 1.
The running time of Hole is Θ(m).
4. Score sequences produced by Balancing, Shortening,
Shiftening, and Hole
In this subsection we present the score sequences produced by the approximate algorithms Balancing, Shortening, Shiftening, and Hole, if their
input data are the zerofree score sets with dm ≤ 8.
Balanced reconstructs each score set characterized by dm ≤ 5, and 30
zerofree score sets characterized by dm = 6 (due to Lemma 4 it is sufficient
to investigate only the zerofree sets). The exceptional score sets are {1, 3, 6}
and {1, 2, 3, 5, 6}, which are reconstructed by Shortening. So these algorithms together reconstruct each score set characterized by dm ≤ 6, but according to Tables 1 and 2 they can not reconstruct the score sets {1, 2, 3, 5, 7}
and {1, 2, 3, 4, 6, 7}. According to Table 2 Shiftening reconstructs the set
{1, 2, 3, 5, 7}, and according to [4, 5] Hole finds the sequence of exponents
2,1,1,2,1,2, which determine a score sequence corresponding to {1, 2, 3, 4, 6, 7}.
We received that these three approximate algorithms together reconstruct each
score set satisfying the condition dm ≤ 7.
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Figure 1. The running time of the approximate algorithms.
According to [4, 5] Balanced, Shortening and Shiftening together
reconstruct the majority of the zerofree score sequences with dm ≤ 8. Exceptions are only the sets 1, 2, 3, 5, 7, 8 and 1, 2, 3, 4, 6, 7, 8.
Both of these sets contain only single holes, therefore Hole easily reconstructs them. E.g. 1, 2, 3, 5, 7, 8 contains single holes at j = 3 and j = 5. Using
Hole we get the sequence of exponents 2, 1, 2, 1, 2, 2. D = {1, 2, 3, 4, 6, 7, 8}
contains a single hole at j = 5. Using Hole we get the sequence of exponents
2, 1, 1, 2, 2, 1, 2, which determines a score sequence corresponding to D.
We received that the four approximate algorithms together reconstruct
each score set satisfying the condition dm ≤ 8.
Figure 1 shows the average running time of Balancing, Shiftening,
Shortening and Hole as the function of m (the size of the score set).
5. Enumeration of the reconstructed score sequences
n
There are 2( 2 ) different labeled n-tournaments using the same n distinct
labels, since for each pair of distinct labels {a, b}, either the vertex labeled a
dominates the vertex labeled b or b dominates a [6, p. 197].
The following assertion characterizes the number t(n) of non-isomorphic
(unlabeled) n-tournaments.

Theorem 7. (Davis [2, 3, 8, 26]) If n ≥ 1, then
n

(13)

2( 2 )
,
t(n) ≥
n!
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n
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

D
{7}
{6, 7}
{5, 7}
{5, 6, 7}
{4, 7}
{4, 6, 7}
{4, 5, 7}
{4, 5, 6, 7}
{3, 7}
{3, 6, 7}
{3, 5, 7}
{3, 5, 6, 7}
{3, 4, 7}
{3, 4, 6, 7}
{3, 4, 5, 7}
{3, 4, 5, 6, 7}
{2, 7}
{2, 6, 7}
{2, 5, 7}
{2, 5, 6, 7}
{2, 4, 7}
{2, 4, 6, 7}
{2, 4, 5, 7}
{2, 4, 5, 6, 7}
{2, 3, 7}
{2, 3, 6, 7}
{2, 3, 5, 7}
{2, 3, 5, 6, 7}
{2, 3, 4, 7}
{2, 3, 4, 6, 7}
{2, 3, 4, 5, 7}
{2, 3, 4, 5, 6, 7}

Balancing Shortening
15
same
7, 7
same
9, 3
same
8, 2, 2
same
6, 6
same
8, 1, 1
same
6, 2, 3
same
6, 1, 2, 2
same
7, 1
same
3, 1, 9
same
5, 1, 5
same
6, 1, 1, 1
same
6, 1, 2
same
5, 2, 1, 1
same
4, 3, 1, 1
same
2, 2, 3, 2, 2
same
5, 5
same
5, 2, 2
same
4, 1, 6
5, 1, 3
5, 1, 1, 1
same
3, 4, 2
same
1, 1, 5, 6
same
4, 1, 2, 2
same
3, 3, 1, 1, 1
same
3, 3, 3
same
3, 3, 1, 1
same
2, 2, 2, 5
4, 1, 1, 1
1, 1, 1, 2, 8
same
2, 2, 5, 2
3, 1, 3, 1
1, 1, 1, 1, 9
4, 1, 1, 1, 1
1, 1, 1, 5, 3
3, 2, 1, 1, 1
3, 2, 1, 1, 1
same
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Shiftening
same
same
same
7, 2, 1
same
same
same
3, 6, 1, 1
same
same
same
same
same
same
same
same
4, 4
same
same
same
same
2, 1, 5, 1
same
same
same
3, 1, 2, 1
same
same
4, 1, 1, 3
same
same
same

Table 1. Reconstruction results of the score sets beginning
with the score 2 ≤ d1 ≤ 7 and ending with dm = 7.

further
(14)

lim

n→∞

t(n)
= 1.
n
(
2 2 ) /n!
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n
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

D
{1, 7}
{1, 6, 7}
{1, 5, 7}
{1, 5, 6, 7}
{1, 4, 7}
{1, 4, 6, 7}
{1, 4, 5, 7}
{1, 4, 5, 6, 7}
{1, 3, 7}
{1, 3, 6, 7}
{1, 3, 5, 7}
{1, 3, 5, 6, 7}
{1, 3, 4, 7}
{1, 3, 4, 6, 7}
{1, 3, 4, 5, 7}
{1, 3, 4, 5, 6, 7}
{1, 2, 7}
{1, 2, 6, 7}
{1, 2, 5, 7}
{1, 2, 5, 6, 7}
{1, 2, 4, 7}
{1, 2, 4, 6, 7}
{1, 2, 4, 5, 7}
{1, 2, 4, 5, 6, 7}
{1, 2, 3, 7}
{1, 2, 3, 6, 7}
{1, 2, 3, 5, 7}
{1, 2, 3, 5, 6, 7}
{1, 2, 3, 4, 7}
{1, 2, 3, 4, 6, 7}
{1, 2, 3, 4, 5, 7}
{1, 2, 3, 4, 5, 6, 7}

Balancing Shortening
Shiftening
3, 9
same
same
3, 4, 4
same
same
3, 2, 6
same
same
1, 1, 5, 6
same
3, 1, 5, 1
2, 2, 8
3, 3, 3
same
1, 1, 4, 7
3, 3, 1, 1
same
2, 2, 2, 5
3, 2, 2, 1
same
2, 4, 1, 1, 1
same
3, 1, 1, 2, 3
no
3, 1, 7
same
1, 1, 3, 8
same
2, 2, 5, 1
2, 2, 1, 6
3, 1, 3, 1
same
1, 1, 5, 2, 2
3, 1, 1, 1, 4
1, 1, 1, 6, 3
1, 1, 1, 10
2, 1, 4, 1
3, 1, 1, 5
no
2, 3, 1, 1, 1
3, 1, 1, 2, 2
2, 2, 1, 2, 2
3, 1, 1, 1, 3
same
no 3, 1, 1, 1, 1, 1
same
2, 2, 7
same
same
2, 2, 3, 3
same
1, 3, 4, 2
1, 1, 1, 10
2, 2, 3, 1
same
no
2, 2, 1, 1, 4
1, 3, 2, 2, 1
no
2, 2, 1, 5
same
2, 2, 1, 2, 2
same
1, 3, 1, 3, 1
1, 1, 1, 4, 4
2, 2, 1, 1, 3
same
2, 2, 1, 1, 1, 1
same
same
no
2, 1, 2, 5
same
no
1, 1, 4, 1, 1
same
no
no
2, 1, 2, 1, 3
1, 1, 1, 2, 3, 3 2, 1, 2, 1, 1, 1
same
1, 1, 1, 4, 2
1, 1, 2, 3, 1
same
no
no
1, 1, 1, 2, 4, 1
1, 1, 1, 1, 2, 5 1, 1, 3, 1, 1, 1
same
1, 1, 1, 3, 1, 1, 1
same 1, 1, 1, 1, 2, 3, 1

Table 2. Reconstruction results of score sets beginning with
the score d1 = 1 and ending with dm = 7.

Proof. See [2, 3].
The concrete values of t(n) can be found e.g. in [22] for n = 1, 2, . . . , 76.
(13) gives not only an upper bound, but also a good approximation [5].
We enumerated the following cardinalities.
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1) number of score sets σm (n) belonging to the fixed number n of vertices
and maximal number m of elements of D, further the distribution σm (n, i),
where σm (n, i) gives the distribution of the number of score sets, containing i
elements at fixed n and m;
Table 3 contains σm (n, i) and σm (n) for n = 1, . . . , 12, m = 12, and
i = 1, . . . , 12.
n, i
1
2
3
4
5
6
7
8
9
10
11
12

1
1
0
1
0
1
0
1
0
1
0
1
0

2
0
1
0
3
0
4
0
8
2
7
0
13

3
4
5
0
0
0
0
0
0
1
0
0
0
1
0
6
0
1
4
10
0
15
13 15
12
39 28
34
55 82
28 115 150
57 150 310
60 262 502

6
7
8
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
1
0
21
0
1
50
28
0
153
80 36
327 260 119
705 622 412

9 10 11
0
0 0
0
0 0
0
0 0
0
0 0
0
0 0
0
0 0
0
0 0
0
0 0
1
0 0
0
1 0
45
0 1
168 55
0

12 σ12 (n)
0
1
0
1
0
2
0
4
0
8
0
19
0
45
0
109
0
253
0
570
0
1270
1
2800

Table 3. Number of score sequences σ12 (n, i) and σ12 (n).

2) Number of score sequences τm (n) belonging to the fixed number n of vertices and fixed maximal number of the elements of D, further τm (n, i), where
τm (n, i) gives the distribution of the number of score sequences, containing i
elements at fixed n and m;
Table 4 shows τm (n) and τm (n, i) for n = 1, . . . , 12, m ≤ n + 1, and
i = 1, . . . , 12.
3) Number of score sequences δ11 (n) belonging to fixed dm and number n of
vertices, further the distribution δ11 (n, i), where δ11 (n, i) gives the distribution
the number of sequences, containing i elements at fixed dm = 11 and n.
Table 5 shows the values of δ11 (n) and δ11 (n, i) for n = 1, . . . , 12, dm = 11,
and i = 1, . . . , 11.
6. Summary
Checking all relevant score sets by polinomial time approximate algorithms
we proved Theorem 5 for score sets whose maximal element is less than 9. Our
proof is constructive, since we generated score sequences corresponding to the
investigated score sets.
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n, i
1
2
3
4
5
6
7
8
9
10
11
12

1
1
0
1
0
1
0
1
0
1
0
1
0

2
0
1
0
3
0
4
0
8
2
7
0
13

3
0
0
1
0
7
4
21
14
46
34
93
90

4
5
6
7
8
9 10
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
1
0
0
0
0
0
13
0
1
0
0
0
0
14
22
0
1
0
0
0
70
40
34
0
1
0
0
96
204
90
50
0
1
0
267
414
511
182
70
0
1
352 1200 1400 1165
332
95
0
741 2252 4525 4068 2420 570 125

11 12
τ (n)
0 0
1
0 0
1
0 0
2
0 0
4
0 0
9
0 0
22
0 0
59
0 0
167
0 0
490
0 0 1486
1 0 4639
0 1 14805

Table 4. Number of score sequences τm (m) and τ (n).

n, i
1
2
3
4
5
6
7
8
9
10
11
12

0
1
0
0
0
0
0
0
0
0
0
0
0

1
0
1
1
0
0
0
0
0
0
0
0
0

2
0
0
1
2
1
0
0
0
0
0
0
0

3
0
0
0
2
4
3
1
0
0
0
0
0

4
5
0
0
0
0
0
0
0
0
4
0
10
9
10 26
5 33
1 22
0
7
0
1
0
0

6
0
0
0
0
0
0
22
70
103
88
43
11

7
8
0
0
0
0
0
0
0
0
0
0
0
0
0
0
59
0
197
167
321
580
329 1018
213 1180

9
0
0
0
0
0
0
0
0
0
490
1762
3280

10
11 δ11 (n)
0
0
1
0
0
1
0
0
2
0
0
4
0
0
9
0
0
22
0
0
59
0
0
167
0
0
490
0
0
1486
1486
0
4639
5482 4639 14805

Table 5. Number of score sequences δ11 (n, i, ) and δ11 (n).

The list of parameters and pseudocodes of the four approximating algorithms, further the generated score sequences can be found in [4, 5]:
http://elekjani.web.elte.hu.
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[15] S. Pirzada, A. Iványi, M. A. Khan, Score sets and kings. In: Algorithms of Informatics,
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SOME IMPROVEMENTS OF THE EXTENDED
BREADTH-FIRST SEARCH ALGORITHM
TAMÁS KÁDEK AND JÁNOS PÁNOVICS
Abstract. Extended breadth-first search (EBFS) is an algorithm developed to give remedy to some problems related to the classical state-space
representation used in artificial intelligence. This algorithm was initially
intended to give us the ability to handle huge state spaces. The authors
have shown a number of examples of the practical use of EBFS since it was
developed. Based on their experiences, they found some ways for improving the algorithm. This paper presents the new algorithm, which contains
these improvements.

1. Introduction
The most basic problem representation technique used by artificial intelligence is state-space representation. However, it can be used to describe only
a certain small subset of problems conveniently. For example, even a simple
chess puzzle may have too many ways to continue from a particular situation
because each piece can move in quite a few directions and potentially more
than one square. Of course, we do not have to deal with all the possible moves
in a particular situation, provided we have a means to mark the cases that
are relevant regarding the solution’s viewpoint. This can only be done only if
we have some additional knowledge about the problem, which is usually represented by a heuristic function. In case we have this additional knowledge,
however, it may still be diﬃcult to describe it as a function. For example,
in the 8-puzzle game, the heuristic function evaluates a situation as being
more appealing if it has more pieces on their correct places, but this measure
will fail in some cases. To handle this problem, we introduced the extended
breadth-first search algorithm in [1].
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68T20.
1998 CR Categories and Descriptors. I.2.8 [Computing Methodologies]: ARTIFICIAL INTELLIGENCE – Problem Solving, Control Methods, and Search.
Key words and phrases. artificial intelligence, state-space representation, extended model,
breadth-first search.
165

166

TAMÁS KÁDEK AND JÁNOS PÁNOVICS

2. The Extended State-Space Model (ESSM)
The EBFS algorithm can be defined after introducing an extended statespace model [2], which allows us to discover the representation graph starting
from several diﬀerent states and possibly in more than one direction. Using
state-space representation, solutions to problems are obtained by executing
a series of well-defined steps. During the execution of each step, newer and
newer states are created, which form the state space. States are distinguished
from one another based on their relevant properties. Relevant properties are
defined by the sets of their possible values, so a state can be represented as an
element of the Cartesian product of these sets. Let us denote this Cartesian
product by S. Possible steps are then operations on the elements of S. Let
us denote the set of operations by F . The state space is often illustrated
as a graph, in which nodes represent states, and edges represent operations.
This way, searching for a solution to a problem can be done actually using a
path-finding algorithm.
We keep the basic idea (i.e., the concepts of states and operations on states)
also in the extended state-space model (ESSM). The goal of this generalization
is to provide the ability to model as many systems not conforming to the
classical interpretation as possible in a uniform manner.
A state-space representation over state space S is defined as a 5-tuple of
the form
⟨K, initial, goal, F, B⟩,
where
• K is a set of initially known (IK) states, such that K ⊆ S and K ̸= ∅,
• initial ∈ {true, false}S is a Boolean function that selects the initial
states,
• goal ∈ {true, false}S is a Boolean function that selects the goal states,
• F = {f1 , f2 , . . . , fn } is a set of “forward” functions, fi ∈ (2S )S ,
• B = {b1 , b2 , . . . , bm } is a set of “backward” functions, bi ∈ (2S )S .
The “forward” and “backward” functions represent the direct connections between states. For more details, see [1].
Some notes:
• The number of initial and goal states is not necessarily known initially,
as we may not be able to or may not intend to generate the whole set
S before or during the search.
• The n + m = 0 case is excluded because in that case, nothing would
represent the relationship between the states.
• Although the elements of the sets F and B are formally similar functions, their semantics are quite diﬀerent. The real set-valued functions
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in F are used to represent nondeterministic operators, while there may
be real set-valued functions in set B even in case of deterministic operators.
Let us now introduce a couple of concepts:
• Initial state: a state s for which s ∈ S and initial(s) = true.
• Goal state: a state s for which s ∈ S and goal(s) = true.
• Known initial state: an initial state in K.
• Known goal state: a goal state in K.
• Edge: an ⟨s, s′ , o⟩ ∈ S × S × (F ∪ B) triple where if o ∈ F , then
s′ ∈ o(s), and if o ∈ B, then s ∈ o(s′ ).
• Path: an ordered sequence of edges in the form
⟨s1 , s2 , o1 ⟩, ⟨s2 , s3 , o2 ⟩, . . . , ⟨sk−1 , sk , ok−1 ⟩,
where k ≥ 2.
General objective: determine a path from s0 to s∗ , where s0 is an initial
state, and s∗ is a goal state.
3. The EBFS Algorithm
The EBFS algorithm extends the BFS algorithm with the ability to run
more than one breadth-first search starting from more than one state (the
initially known states). It is particularly useful if the subtrees explored reach
one another as illustrated by Fig. 1. The dashed line denotes the subtree that
is discovered by the standard BFS algorithm starting from i1 if the nearest
goal state is g1 . However, in case we give also the states k1 , k2 , k3 besides i1
as potentially useful states, then the discovered part of the graph is smaller,
even if k1 did not prove to be useful for finding the solution as the illustration
shows.
The EBFS algorithm stores a subgraph of the representation graph during
the search. The main diﬀerence from BFS at this point is that in case of
EBFS, the relationship between the nodes and each IK state is stored.
The full pseudocode of the EBFS algorithm can be found in [1]. The
database of the algorithm stores for each node the state represented by the
node as usual, the forward and backward status (open, closed, or not relevant),
forward and backward parents, forward and backward children of the node, as
well as the distance from and to each of the IK states.
The main algorithm begins with an initialization step, which adds all IK
states to the database as open states in both directions, i.e., they are all
waiting to be expanded. Like BFS, the algorithm continuously expands a
state in one of the directions until the goal condition is satisfied, or there are
no more open states left. Checking the goal condition means that we have to
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k1

i1

k2

k3

g1

Figure 1. Subtrees reaching one another. [1]
procedure EBFS(K)
begin
nodes ← INITIALIZE(K)
while true do
if { n | n ∈ nodes ∧ STATUS[n] = open } = ∅ then
terminate unsuccessfully
end if
curr ← SELECT(nodes)
EXPAND(curr, nodes)
if GOAL-CONDITION(nodes) then
terminate successfully
end if
end while
end procedure
Figure 2. The pseudocode of the controller.
determine whether there is an initial state s0 and a goal state s∗ such that
s∗ can be reached from s0 via an initially known state. Similarly to the BFS
algorithm, the state selected for expansion is the one with the smallest depth
level. Remember that each state has as many depth levels as many IK states
we have in the database, i.e., these depth levels are the distances to and from
each IK state.
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During expansion, we apply all the operators as usual and update the
information in the database about the expanded state and the generated state.
A recursive update of the stored information about the nodes is also required
whenever an initially known state becomes reachable from another one during
the search.
As you can see from the algorithm description, the initially known states
play a very significant role in the algorithm. They form a point of reference
among all the states explored during the search, as the relationship between
each state and these IK states are stored in the database: for each state s
(including the IK states themselves), we store the minimum number of steps
in which each IK state can be reached from s in the already explored part of
the graph, and the minimum number of steps in which s can be reached from
each IK state. This way, some properties of the already explored part of the
graph can be mapped to the IK states. For example, in the original algorithm,
the termination condition only requires the IK states and their relationships
with the initial and goal states, and not the whole database. There is only one
limitation: at least one of the IK states should be on a path representing a
solution. Whenever an initial state is included in K, this condition is satisfied.
4. Improving the EBFS Algorithm
To show the benefits of the EBFS, earlier we showed a state-space representation that suﬀers from the presented problems, so the state space is big
enough. It was a representation for the well-known n-queens problem. In this
representation, a state is defined by an n × n Boolean matrix, the cells of
which represent the squares of a chessboard. An element of the matrix is true
if there is a queen on that square and false if it is empty. We had as many operators as many squares on the chessboard. We know that this representation
is far from the best choice, we only chose this because it has the drawbacks
described earlier.
Later, we tried to get better results and wanted to support the ESSM
model as much as possible, so we also enabled to use forward and backward
functions together. Unfortunately, we were unable to use the benefits of having
both forward and backward operators. The original EBFS algorithm works
well if we use it on a state space that contains only forward functions. In the
case of the original algorithm, we can only recognize the connection between
two initially known states if the path between them was discovered in one
direction only, i.e., we only used either forward or backward functions during
the exploration. As you can see in Fig. 3, we could have recognized the connection between k2 and k3 when the first state s is reached that is accessible
both from k2 using forward functions and from k3 using backward functions.
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s

k2

k3

Figure 3. Subtrees reaching one another using the improved algorithm.
Comparing the total area covered by the two dashed lines in the figure
with the total area covered by the two solid lines, we find that we have to
explore much less states using the improved algorithm. Note that the areas
try to show the radii of the subtrees explored starting from each of the initially
known states.
4.1. Using an Extended Neighborhood Matrix. To improve our algorithm, the controller will maintain an extended neighborhood matrix and two
vectors storing the accessibility of the initial and goal states from the initially
known states:
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qi,j represents the number of function applications required to reach kj
from ki , where ki , kj ∈ K. When a state like s is reached, which is accessible
from ki using n forward operators and accessible from kj using m backward
operators, then qi,j is set to n + m if qi,j > n + m. Initially, qi,j is set to
0 if i = j and ∞ otherwise. Note that we also need to store s, the state
providing the best connection between ki and kj , so that later we can recover
the solution from the database. Consider the following example:
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Here, we have a solution of length 12, including k1 , which is accessible
from an initial state using one operator, k2 , which is accessible from k1 using
five operators, k3 , which is accessible from k2 using four operators, and a goal
state, which is accessible from k3 using two operators. Remember that the
algorithm can stop in two diﬀerent ways:
• If we have no more open nodes, the algorithm terminates without
finding a solution. In this case, the problem is said to be unsolvable if
the initial state was also initially known.
• If we find a solution, the algorithm terminates successfully, and the
solution can be recovered based on the information stored in the database. To recognize that a solution is found, we have to run a search
algorithm on the extended neighborhood matrix. We can consider this
search as a search on a “metagraph.” Note that this search increases
the time complexity of the algorithm, but it is necessary only if the
matrix has changed after the last expansion.
4.2. Results. We ran the EBFS and the classical BFS algorithms with the nqueens problem using the representation described earlier with diﬀerent values
of n and summarized the results in the table 1.
Problem

IK

BFS

5-queens
(4, 1, −, 5, 2)
453
6-queens
(−, 6, 2, −, 1, 4)
2 632
7-queens (4, 1, −, −, 2, −, −)
16 831
8-queens (8, 6, 4, 2, −, 5, 3, −) 118 878

original
EBFS
372
1 405
11 409
118 878

improved
EBFS
172
385
11 409
118 878

Table 1. Comparing the algorithms.

The last three columns show the number of states explored during the
search until successful termination. In the case of EBFS, we use two IK states,
the initial state and the state described in the second column. Each of the
numbers shows the column containing a queen in each rows.
In the first example, the additional IK state is very close to a goal. It
shows well the idea behind the improvement. The gain of the original EBFS
algorithm is relatively small, because it has to find a full path to the additional
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IK state, which needs four forward or four backward operator. The improved
algorithm needs only two forward and two backward function.
In the case of the 7-queens problem, four forward operators required to
access a goal state. Even though the improved algorithm recognise the connection between the initial state and the additional IK state earlier, it has to
continue the search until to a goal state appears.
In the last case, the the additional IK state is not a part of any solution,
so the algorithms work in the same way.

5. When to Use the EBFS Algorithm?
The goal of EBFS is to decrease the number of generated nodes by introducing the set of initially known states and starting to explore the representation graph from each of these states. This way, we can explore more
than one small subgraph having less nodes together than one bigger subgraph
explored by BSF (as illustrated in Fig. 1). The theory works well in cases
when we are able to select some useful states from the representation graph,
potentially those which appear in the path from an initial state to a goal
state. This presumes that we have some extra heuristic knowledge regarding
the problem. In other words, we can say that the heuristic knowledge is represented by selecting useful states instead of classifying the states by their worth
using a heuristic function. In several cases, enumerating the initially known
states is an easier way to represent the heuristic knowledge because there is
no need to estimate the worth of all the states, particularly if we only have
this information about a few of them.
As we mentioned earlier, the EBFS algorithm is similar to running several
BFS algorithms starting from diﬀerent initial states. However, this has the
consequence that the database will now store a part of the representation graph
as a graph, not as a tree as in standard BFS. With the standard BFS algorithm,
the database can only be reused during a repeated search if the initial state
remains the same. In case the initial state changes, the BFS algorithm will
build a new tree, discovering edges that have no direct connection with the
tree that was built during the previous search. It would be diﬃcult to find out
what could be reused from the result of the previous search, even if nearly the
same nodes are now discovered. The subgraph stored by the EBFS algorithm
is independent of the initial and goal states; it can be reused in its entirety in
all cases when the initially known states remain the same. Of course, we can
mention several situations when a single run of the EBFS algorithm is much
less eﬃcient than the BFS algorithm, but if the discovered subgraph can be
reused a number of times, we can gain some execution time. The authors
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showed in [3] that in case of the route planning problem based on the realworld public transportation of Budapest, we had to generate much less nodes
of the representation graph when using EBFS than by using BFS, despite the
fact that we were not able to create the set of initially known states so that
EBFS would yield a better result after a single run.
It is important to emphasize that EBFS can only find a solution that contains at least one initially known state. Even in this case, it is not guaranteed
that the solution found will be optimal. (Of course, heuristic algorithms are
usually not able to find an optimal solution without any restrictions regarding
the heuristic estimation. For example, A algorithm does not guarantee to find
an optimal solution unless it is actually an A∗ algorithm.) Our investigation
is focused on the number of explored states rather than on finding an optimal
solution.
To summarize, the EBFS algorithm is useful in cases when it is diﬃcult to
generate states and/or hard to store them because of their size, and thus, we
are highly motivated to keep the number of states low. The time complexity
of the controller is significantly higher than that of the BFS algorithm.
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THE EFFECTS OF USING EXCEPTION HANDLING ON
SOFTWARE COMPLEXITY
GERGELY NAGY AND ZOLTÁN PORKOLÁB
Abstract. Exception handling is the definitive way to handle errors of
any kind and exceptional circumstances in modern software. There has
been a long way before software methodlogy arrived to creating and using
the notion of exceptions. We automatically assume that using exception
handling makes our software more readable, more maintainable and easier
to understand – i.e. less complex than when we use any other error management (let it be using return values, ERRNO or any other kind). Is this
really the case?
Measuring software complexity can be done using software metrics.
There are several trivial, well-known candidates – lines of code, cyclomatic complexity or McCabe-metrics and A-V – for this purpose, however
these metrics do not measure exception contructs, therefor their usage can
lead to distorted results[12]. In this paper, we extend the definitions of
two metrics to the case of exceptions and analyze how these extensions
affects these metrics on different error handling constructs. The extension
are validated by the conformance to Weyuker’s axioms and by real-world
examples. We also examine industrial-sized software to prove that our
definitions have no negative effect on the complexity measured by these
metrics.

1. Introduction
Exceptions are the definitive way to handle errors or other exceptional
circumstances in modern software. The goal of using these techniques is to
make software more readable, more easily apprehensible and easier to maintain while supporting a wide range of functionality. The notion of exception
handling was introduced in the 1960s in PL/I and was made more popular and
usable in CLU[2]. Since the dawn of object oriented programming, exception
handling has been used widely in production software.
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68N19.
1998 CR Categories and Descriptors. D.1.5 [Software]: Programming techniques –
Object-oriented programming.
Key words and phrases. Exceptions, software metrics.
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Software metrics are used to measure a given property of a piece of software
with an absoulte numeric value. Applying metrics to software can lead to
better expression of the properties of the software, they can make planning
lifecycle, time and resources required for creating and maintaining the software
product easier. Based on this, the properties they measure can range from
simply length to how complex the task to test or understand software is.
The shortcoming of these metrics is that they simply skip exception handling pieces of code from their analysis, thus we have no solid understanding
of how it affects complexity. Our intuition suggests however that they have a
considerable effect. There has been brought up an interesting problem in the
Guru of The Week[5]: one needed to find all the possible execution branches
in 4 lines of C++ code. According to their classifications, people who find 3
at most are average programmers, who find between 4 and 14 are exceptionaware and the ones finding all 23 are exceptionally knowledgable. The steep
increase in the number of execution branches suggests our intuition regarding exception handling is correct: the common aggreement is that execution
branches highly correlate to software complexity.
In this paper we analyse how using modern error handling techniques
– exception handling – affects software complexity. During our analysis we
make use of complexity measures that are the conclusive units for this type
of investigation, although they are not usually defined for exception handling.
Our results are included for the A-V[4] and cyclomatic complexity[3] measures.
This paper is organised as follows: in section 2 we give a short introduction
to the A-V metrics, then, in section 3 we extend cyclomatic complexity and the
A-V metrics to the case of exception handling. In section 4 we examine how
Weyuker’s axioms for complexity measures hold with the extended definitions.
We evaluate our extensions with synthetic examples as well as analysing a
real-world application, Apache Tomcat[14] version 6 in section 5. Our paper
concludes in section 6.

2. Introducing The A-V Metrics
The basis of our analysis is the A-V software complexity measure, that
has been defined in 2002[4]. The need for this new metrics originates in the
appearance and wide adoption of object-oriented and multiparadigm methodologies. While most complexity metrics can be used to analyse structured
programs, in the last decade they have been proven to be unsatisfactory. Cyclomatic complexity, for example, was defined in 1976 with Fortran programs
in focus[3]. Software development and languages have changed so much rendering these metrics unmeaningful for most usage nowadays. In this section
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we will give a short introduction to A-V and will define terms and methods
required for our extension.
The A-V builds on McCabe’s basic thoughts. The basis for its calculation is the same control flow graph[8], but instead of using cyclomatic numbers to describe this graph, it defines nested deepness for predicates. Later
researches, however showed the importance of nesting deepness of control
statements[9][10].
Definition 2.1 (Nested deepness, ND). This number represents how many
predicates are in scope for a given statement in the program. The formal
definition of nested deepness can be found in [13].
Using nested deepness directly describes how many predicates and branches
need to be understood for a statement in the code: the more branches and
loops you need to apprehend, the more predicates and variables you need to
keep track of.
Using data is the central matter for almost all software. This trend has
been invigorating with the spread of the object-oriented paradigm, where the
core thoughts revolve around objects, how they are represented and what operations one can apply to them. These factors led to the necessity of considering
how data is handled when one argues about software complexity. The A-V
adheres to this trend with extending the control flow graph with data access
nodes. Edges to these nodes are present from control flow nodes, when a
variable is either written or read. It also allows counting these multiple times
between the same nodes. The weight of these data access nodes is always given
by the nested deepness of the statement they are connected to.
These consideration lead us to the following definitions:
Definition 2.2 (A-V measure of a method f ).
X
X
N D(s) +
s∈{Statements of f }

N D(v)

v∈{Variables of f }

Definition 2.3 (A-V measure of a class C).
X
AV (f ) + |{v : V is a member in C}|
f ∈{Method of C}

The above definitions make it clear that the A-V metrics is a natural response to the issues of cyclomatic complexity. Measuring complexity using
these methods leads to a better description of modern software and also provides a solid base for our own analysis.
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3. Extending Metrics for Exception Handling
In this section we propose extensions to the cyclomatic complexity and
A-V metrics for the case of exception handling. We start with cyclomatic
complexity, because it is the basis of the A-V metrics, then we extended the
latter measure as well.
The basis for the metrics defined by McCabe is the role of predicates in
the code, because these predicates set the execution path of the given code
block. We need to introduce the notion of catching and throwing exceptions
to this model. A trivial consideration is to think of all catch blocks after a
throw as predicates: if there has been an exception, these catch blocks are
predicates on the type of the exception, hence in the extension each catch
branch increases complexity by 1. Throwing exceptions is not this trivial. All
the conditional statements that lead to a throw are of course accounted for,
however we disregard them when calling these functions. The reason for this
is that these function calls do not increase the number of predicates in client
code, thus they should not be considered based on the original thoughts of
McCabe. If these functions are part of our code base, they will increase the
complexity of our software.
The original A-V metrics uses the idea of nested deepness to better characterize complexity, furthermore it registers data access points in the control
flow graph, because data is becoming the central concept of our software. The
extension we propose takes steps further along these lines; it tries to be faithful to the prime considerations of the A-V measure. We utilize the notion of
nested deepness as well as extend the data graph with exceptions.
Most programming languages represent exceptions with a typed object.
We can safely ignore the fact in our analysis if these types have to extend
one root exception type (e.g. most JVM-based languages), thus we make no
differences to the original A-V when it comes to creating, throwing or catching
exception objects. It will be noted as a simple data access, considering the
nested deepness of the statement. The call to the constructor might involve
other variables 1..n, but these would be considered by the original A-V as well.
The most fundamental concept of A-V is to consider all decisions that
need to be made leading to a given point in the program. This is handled
by counting the number of predicates to which a statement belongs. Using
this concept we can better describe throwing exceptions: we consider these
statements with their nested deepness; apart from explicit throw statements,
we also consider function calls as well, because they can potentially throw
exceptions. If a function can throw more than one exception, we register all of
them using the nested deepness of the call. The reason for this is that one needs
to understand all of the conditions that can result in throwing exceptions and
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that increases the number of test cases and complexity in general. Of course,
throw statements should be counted only once, since they can only create
one type of exception – they are only responsible of describing one type of
exceptional condition.
Catching exceptions in client code happens in the same method in which
they were raised often times, although there can be significantly complex code
between these. It can easily happen that there are several branches that need
to be evaluated, and this aggravates complexity. Because of these arguments,
we consider the difference of nested deepness between catching and throwing
an exception. Amidst a pair of a try-catch there can be multiple levels of
checks that need to be understood. We naturally adhere to the semantics of
programming languages by matching explicit and implicit throws with their
catches and counting these. These pairs can always made unambigously –
much like balanced parantheses.
Definition 3.1 (A-V measure of the exception e).
∆N D(e) = N D(throw(e)) − N D(catch(e))
Contrary to client code, in libraries we cannot properly deal with an exception at the point of creation, making throwing and catching an exception
far apart. To express this in our extension, we count all non-caught exceptions in the given method weighed by their nested deepness, and add it to the
complexity of the method. The sole reason for this is that developers of the
library need to understand the complexity that leads to raising an exception,
but this increases complexity at the point of use of the function.
With these deliberations we arrive to the following definitions:
Definition 3.2 (Extended A-V measure of the function f ).
X
X
AV (f ) +
N D(e) +
e∈{Thrown exceptions of f }

+

∆N D(e)+

e∈{Exceptions of f }

X

N D(e)

e∈{Uncaught exceptions of f }

Applying these definitions and methods we try to give an answer on how
using exceptions should be considered in software metrics, so we can better
account for software complexity.
4. Weyuker’s Axioms for Software Complexity Measures
The original purpose of Weyuker’s axioms[6] is to filter out all trivially
wrong metrics that will be proven to be usuless in any real application. These
statements are simple sanity checks against newly defined metrics. There have
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been examples created though to show that there can be trivial metrics that
meet all requirements[1] without any meaningfulness, although they still stand
as the standard for software metrics. To show that we meet all of the axioms,
we build on the original proofs[4]. In this section, we use the following terms:
• S: the set of all programs, elements are s1 , s2 , s, s0 , etc.
• m : S → A: the metrics function
• ⊕ : S × S → S: the extension function (it extends a program with
another one)
• s1 + s2 : simple textual concatantion of s1 and s2
(1)
∃s1 ∈ S ∧ s2 ∈ S : s1 6= s2 =⇒ m(s1 ) 6= m(s2 )
It is trivially easy to find two different programs with different complexities: one example can be a more defined catch block that has
more branches than the other.
(2)
Let c ∈ A, c ≥ 0, S1 ⊂ S|∀s ∈ S1 : m(s) = c =⇒ |S1 | ≤ ∞
The original A-V only meets this requirement if the data connection
edges are present multiple times when there are multiple uses of the
data[4]. If we keep this constraint while extending the metrics, we will
keep it intact, as we have defined data access for exceptions as regular
variables.
(3)
∃s1 ∈ S ∧ s2 ∈ S : m(s1 ) = m(s2 )
The simplest example here would be the snippet of code that calls two
different functions that can throw the same exceptions (the number of
exeptions can be 0).
(4)
∃s1 ∈ S ∧ s2 ∈ S : s1 6= s2 =⇒ m(s1 ) = m(s2 )
Two programs can meet this axiom if they, for example, differ in the
way where they handle exceptions. If one function catches all possible
exceptions in its body, while another one does not conatin any catches,
their complexity will be the same, while they greatly differ.
(5)
Let s ∈ S, s1 ∈ Ss0 = ⊕(s, s1 ) =⇒ m(s) ≤ m(s0 )
Since all extensions in the original A-V increase the calculated complexity, this monotonic axiom is also true for the extended metrics.
(6)
∃s1 ∈ S∧s2 ∈ S∧s0 ∈ S : m(s1 ) = m(s2 )∧⊕(s1 , s0 ) = ⊕(s2 , s0 ) =⇒ m(s1 ) 6= m(s2 )
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For the original A-V definition this holds, because the metrics considers
data flow, thus it also depends on the environment of the program.
Since we inserted the exception handling code into this data flow, it
still holds for the extended definition.
(7)
∃s1 ∈ S∧s2 ∈ S : s1 6= s2 (only in the order of statements) =⇒ m(s1 ) 6= m(s2 )
Using the notion of nested deepness, it is easy to find programs for this
constraint. Since catch blocks modify nested deepness, if we consider
nested catch blocks and the same ones, but in a linearized way, we
get two programs that meet this axiom.
(8)
∃s1 ∈ S∧s2 ∈ S : s1 6= s2 (only in the names of variables) =⇒ m(s1 ) = m(s2 )
Since we have not used these code items in our definitions, we trivially
meet this requirement.
(9)
Let s ∈ S, s1 ∈ S ∧ s2 ∈ S : s = s1 + s2 =⇒ m(s1 ) ≤ m(s) ∧ m(s2 ) ≤ m(s)
The consideration to prove this statement is the same as for the 6th
axiom: because we consider both the nested deepness and the data
flow while calculating complexity, this becomes true.
5. Evaluation
In this section we will discuss how incorporating exceptions affect the
complexity of the code measured by our extended metrics. We show through a
simple example that exception handling tends to decrease software complexity
compared to older error handling methods. We also analyse an industrial-sized
software product, first accounting for exceptions, then without them, thus we
show that our extension does affect complexity.
In the following example code snippets, we demonstrate two ways of error
handling. On Figure 1. an old-style return value based error handling is
shown, while Figure 2. achieves the same functionality with exceptions.
Based on the previous methods for calculating the extended A-V measure
for the case with exceptions is 17, while the other error handling method
results in 19. This increase does not seem relevant, but considering the size
of the examples, and the fact that we should also examine the result of the
calcNE call on the 12th line, we arrive at a complexity of 23, which is a 18%
increase, being a considerable amount.
Apart from synthesized examples, it is worth to excercise our newly created
complexity measure on a real world example. For this purpose, we have created
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private HashMap<Integer, String> errors =
new HashMap<Integer, String>();

3
4
5
6
7
8
9
10
11
12
13
14

int calcNE(int x) {
if (x == 0) {
return 0;
}
if (x == 1) {
return -1;
}
x--;
calcNE(x);
return x;
}

15
16
17
18
19
20
21
22
23
24
25
26
27
28

void clientNE() {
int number = 15;
int res = calcNE(number);
if (res == 0) {
System.out.println(
"IllegalArgumentException: " +
errors.get(res));
}
if (res == -1) {
System.out.println(
"MyExcpetion: " + errors.get(res));
}
}

Figure 1. Java functions without exceptions
Metrics Not measuring exceptions Measuring exceptions Change
LOC
279830
279830
0%
McCabe
14812
16801
13, 428%
A-V
50438787
52723815
4, 5303%
Table 1. Results of analysing Tomcat

an alayzer tool based on the Eclipse JDK that calculates McCabe and AV metrics (both in original and extended forms) for Java code. The tested
software was Tomcat[14] 6. The purpose of this analysis is to show that the
extensions do increase calculated complexity. On Table 1. the end results are
shown.
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int calcWE(int x) throws
IllegalArgumentException, MyException {
if (x == 0) {
throw new IllegalArgumentException("Zero");
}
if (x == 1) {
throw new MyException("One");
}
x--;
calcWE(x);
return x;
}

13
14
15
16
17
18
19
20
21
22

void clientWE() {
int number = 15;
try {
calcWE(number);
}
catch(Exception e) {
System.out.println(e.getMessage());
}
}

Figure 2. Java functions with exceptions

The increase in cyclomatic complexity is around 13% being a significant
one, and this exemplifies how widely exception handling is used nowadays.
This amount is exceptionally interesting cosidering that Tomcat is more of
a library, while McCabe’s original deliberations were for client code. This
possibly leads to the conclusion that Tomcat developers use exception handling
within the framework and also to notify users about errors.
The change in the results of the A-V measure is lower than cyclomatic
complexity, around 4%. The probable reason for this smaller change is that
regular object-oriented data usage suppressed what the extension of the metrics increased. This is in line with our intuition, since data usage for normal
control flow should be much higher than that of error handling. This also
describes how exception handling is used: when there are no other options,
we throw one with some information about the circumstances, but that is
negligible compared to normal data usage.
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6. Conclusion
In this paper we analysed how exception handling affects software complexity. Since current software metrics are unaware of error handling we extended
the cyclomatic complexity and the A-V software complexity measures, and we
were able to gain emprircal results. The extensions were implemented as an
Eclipse plug-in and followed the ideas and thoughts behind the original McCabe and A-V metrics. The extensions have been used to analyse synthesized
examples and industrial-sized software.
The first main consideration for the extended definition is registering data
usage in exception handling code – be it reading or writing –, including these in
the original data flow graph of A-V. We also considered the effects of throwing
an exception, either if it is an explicit throw statement or a function call that
can potentially result in exceptions being thrown. For catching exceptions,
we calculated the difference of nested deepness for the throws and catches,
describing the path the exception object needs to take. Uncaught exceptions
are counted for as well, because they tend to put complexity pressure at the
call side of functions, hence we enroll them with the complexity of their cause.
We have shown that Weyuker’s axioms for complexity metrics still hold
for the extended measure, assuring our intention of producing a sensible definition. Through synthesized examples, we measured the effect of various error
handling methods on complexity. The short examples resulted in a significant
increase of 18%. We have also analyised a real world software – Tomcat 6 –
using our tool created for calculating cyclomatic complexity and A-V accounting for exceptions. The results of this analysis proved that exception handling
code does have a serious effect on complexity.
As future work, we will analyse larger code bases in two different versions,
one that uses exceptions and one that does not, while providing the same
functionality. This should enlighten the effects of error handling methods
more. The tool we have created can also be extended for other programming
languages than Java to widen the set of possible candidates for our analysis.
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ERLANG-LIKE DYNAMIC TYPING IN C++
ANDRÁS NÉMETH AND MELINDA TÓTH
Abstract. Each programming language has its type system. In simple
terms, when the type checking takes place at compile time we call this
language statically typed. On the other hand, if the type checking is done
at runtime, it is a dynamically typed language. In this paper we present
the key differences between the two approaches by choosing two generalpurpose programming languages, one from each category.
Erlang is a dynamically typed language with an infrastructure for developing highly available, distributed applications. However for computationintensive tasks for performance reasons a statically typed language would
be a better choice. This paper introduces a method of interoperability
between Erlang and C++ in the perspective of type systems.

1. Introduction
Each general-purpose programming language has unique properties which
make some more favourable compared to others in the respect of solving specific problems. We often write big programs using one general-purpose programming language that is good enough for the most of our intentions, but
often might not be the best choice on a few but essential areas. To overcome
such complications, we can piece our program together using elements written
in different programming languages, resulting in a mixed construction that
can be an optimal solution for that problem domain.
In this paper, we choose two programming languages: Erlang [9] and
C++ [22]. On one hand, Erlang is a good choice to achieve greater productivity, easy cluster communication, or to write soft real-time applications.
On the other hand, with C++, one can produce more efficient programs, since
the emitted machine code is much more optimised and performs better than
interpreted and platform-independent bytecode. Putting these together can
Received by the editors: May 1, 2014.
2010 Mathematics Subject Classification. 68N15, 68N19.
1998 CR Categories and Descriptors. D.3.3 [Programming Languages]: Language
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be a good choice if the computation-intensive parts of a distributed application
is written in C++ while the rest in Erlang. But there is one fundamental difference between the two: these have completely different type systems; while
Erlang is dynamically typed, C++ is statically typed. In order to write parts
of our program in C++, modelling the type system of Erlang is needed since
we want to write algorithms in both that can operate on the same data. In
favour of ensuring seamless transitions from one to the other and vice versa,
we should be able to specify the type of data even when we do not know
in advance what the data is. The main goal of this method is to write the
computation-intensive parts of a program in C++ that operates on Erlang
data and thus behave as it is in Erlang.

2. Motivation
RefactorErl [11, 6] is a source code analysis and transformation tool for
Erlang. The tool provides several features to support program development
and maintenance, for example refactorings, software metrics, code browser
and source navigation by semantic queries or bad smell detection. RefactorErl
analyses the Erlang sources in advance, builds a Semantic Program Graph [14]
from it and stores the graph in a database. Later, when some information is
required, it gathers the information from this database.
Implementing computation-intensive parts of a program in C++, and using it from Erlang aims to deliver faster data access along with more stable
code comprehension capabilities of RefactorErl. It was observed that long
queries can consume much time that can be unacceptable for the end user.
For instance finding function references globally when several millions of functions are parsed would take up long minutes.
The Semantic Program Graph is a directed, labelled graph, and attributes
are assigned to each type of vertex. It has one specific node which has no
incoming edges, this is the root node. The types of vertices and the edge labels
between them are described by the graph schema. This is not known at compile
time, rather when the tool starts, semantic analysers register themselves and
describe the data they want to store and attaching their own parts to the global
graph schema. This way the tool does not know in advance what will be the
type of data it has to store and operate on. There are already existing graph
implementations in C/C++ for RefactorErl using already existing techniques
to connect Erlang and C/C++ [3], but the handling of arbitrary data is not
solved by those, rather these parts of the graph is still written in Erlang.
Consequently to overly optimise the tool we need to start from the bottom first:
to implement the whole Semantic Program Graph along with the traversal
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algorithm in C++ and utilising hardware resources by executing platformspecific machine code.
The graph traversal algorithm is used to extract semantic information from
the graph. A starting node (or set of nodes) is given and a graph path which
is mainly a series of edge labels. One part of this path expression can contain
a direction specifier and an additional filtering specification besides the edge
label. These are optional parts, and hence the expression contains different
types of elements. Therefore the exact type of the expression is not known
in advance, additionally a path can contain another path recursively. When
evaluating filters the processed data is influenced by the current graph schema.
3. Type Systems
Price [21] defined type systems in the following way: “A type system is
a tractable syntactic method for proving the absence of certain program behaviours by classifying phrases according to the kinds of values they compute.”
He characterises its main purpose as to rule out certain program behaviours
that are undefined or have unpredictable results. These are considered programming errors which cause runtime failures in future program executions.
Most of these errors (behaviours) can be checked statically, but not all of
them: the well-known division by zero, bad typecasts or null pointer dereferences are the most common examples. These mistakes cause rather runtime
exceptions, therefore the static type check shall include these as valid results of
the execution: the semantics of these expressions contain whether the current
evaluation is valid or not [12]. Phrases can be classified: a type system can
be imagined as a formal system composed of rules which assign a type to each
language construct of a programming language.
A computer cannot distinguish an integer value from the executable code
of a function, it just sees sequences of bits stored in the memory: it is an untyped universe, and operations are carried out on bit sequences. Therefore the
type system is a fundamental aspect of language design [16]: each language
determines its own way how it classifies bit sequences: a type gives the semantic meaning to a particular sequence of bits. These constraints are verified by
the type checker given by the programming language. This checker identifies
the language parts referring to a specific construct (e.g. variable identifier,
function identifier, etc.) and checks if the values used in these expressions
satisfy the type constraints required by that particular construct.
Type check can take place early at compilation time by the compiler. This
method is called static type checking. It requires the programmer to annotate
every identifier in the program with a type keyword depending on the kind of
data it is intended to hold during execution. The types in this method does
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not depend on the possible execution paths since the annotations already restrict the potential values a language construct can contain. If type checking
succeeds, the program is considered type safe. For the time of program execution the type information is not kept since a type safe program has no more
need to verify values during runtime. This results in faster program execution.
On the other hand, dynamic type checking takes place at the time when
the program is executed. The execution environment does the type checking
and type information is inferred based on the exact execution path currently
being evaluated. The evaluation succeeds and execution continues if the type
check succeeds, hence the execution path is type safe. If it fails, the program
execution is stopped and an exception is thrown. On the other hand, it does
not require the written program code to be annotated, rather the programmer
can write code intuitively and often can be more productive. However it
requires the programming errors to be foreseen.
A type checker can only perform semantic verification of program code
on a relatively low level where the language defines the static meaning of
its language constructs, therefore the analysis of algorithmic fulfilment takes
place on a higher abstraction level. This requires other methodologies to prove
program correctness that are out of scope of this paper.
4. Interoperability Between Type Systems
In the introduction the cooperation of programming languages is mentioned: writing program code in two different general-purpose programming
languages and attaching them. In this paper these two chosen languages are
Erlang and C++. For this combination interoperability is already available using several already existing methods [3]. However in these cases the successful
communication requires the types of exchanged data to be consistent between
the program parts participating in the cooperation. For our purpose 2 it is not
sufficient, since there are cases when the type of data is unknown at compile
time. To form the next level of interoperability, an agreement between the
two languages shall be defined that concludes that data must be utilised the
same way on both sides semantically. This includes the semantics of the fundamental computational operations such as relational, arithmetic and logical
expressions. Type information is a key concept since it needs to be preserved
at runtime to be able to extract it later if the program execution makes it
necessary. This implies that at some point of the program it might be irrelevant what type of data is used. The semantics of a certain value is employed
only when the evaluation of the current expression makes it unavoidable. Algorithms written in both languages leveraging on this agreement facilitate the
seamless interoperability between them. On the type system level, language
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constructs other than the previously mentioned ones such as control statements are not considered, because these are mainly related to program control
and not to type systems [8]. We consider this part as a different topic and
therefore should be approached differently.
4.1. Key Concepts of the Erlang Type System. In the type system of
Erlang every language construct has a particular type which is inferred by
the runtime system. In type theory terms are the elements of the set of base
values. In any case, when an expression is evaluated its result will be a term
in the Erlang terminology. The static type of this term needs to be preserved
during program execution.
The particular type of a term is deduced runtime when a value is involved
in the evaluation of an expression. Although it is dynamic, it does not allow
automatic type conversions 1, therefore the type system is strict, and type
information is hidden until that data is used in an expression. Type inference
implies the ability to examine the static type of a piece of data at any stage of
execution - this is type introspection - and attach the precise semantics of the
current operation. Both Erlang and C++ uses eager evaluation, therefore it
is sufficient to introspect the terms involved in the current subexpression, the
whole expression is not checked for type safety beforehand. This implies that
shortcut evaluation of logical expressions would succeed in some cases when
the first operand satisfies the type constraints and the other is not. More
importantly, Erlang uses single assignment. When a term is assigned to a
variable for the first time, that value is associated with that identifier. Next
time the assignment acts like a pattern matching, and succeeds if the right
hand side expression evaluates to the same value that is stored in the variable
on the left hand side. Otherwise a runtime exception is thrown indicating that
the pattern matching is failed.
Recursive data structures can be used in Erlang. For example a list can
contain other lists of arbitrary data recursively. Types in C++ cannot be
recursive, since the size of a recursive type is infinite. Similar effect can be
achieved using pointers or STL [7] containers. However these have different
semantics since these use indirection. Although a recursive data structure can
be implemented in C++ as self-referring streams [13], these are not sufficient
for handling arbitrary data.
Erlang is very permissive in data comparison: any kind of data can be
compared regardless of the type of data they actually store. For example a
list of integers can be compared to a floating-point number which yields a
boolean value (to be more specific, a term containing a boolean value). In
1

The implicit conversion between floats and integers in an exemption
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order to allow comparison of any kind of data, the ordering between types is
defined:
Binary > List > T uple > P id > P ort > F unction > Ref erence >
Atom > N umeric types
When the comparison of different types occur, the one having the higher ordering considered to be the greater value than the other.
When terms are involved in arithmetic or logical expressions Erlang is not
this permissive. These expressions are defined between certain types having
the same place in the ordering and a runtime type error is raised if this is
not satisfied. For example adding an integer to a string raises a “badarith” or
“badarg” exception during execution if the expression is arithmetic or logical
respectively.
4.2. Formal Definition of the Type System. In this section the formal
semantics of the the Erlang-like type system is written, based on the observations described in the previous section. Terms are the elements of the set of
base values. All “terms” have a particular type:
T = {int, f loat, atom, ref erence, f unction, port, pid, tuple, list, binary}
T is a set of type categories where each element represents a type. This
is the type information preserved in the runtime system. We have a typing
function type for this purpose, that extracts type information from an arbitrary
term at runtime.
type : term → T
The helper functions are used to define the operations:
class : term → int, where int is a constant integer number
f loat : term → f loat, if type(term) ∈ {int, f loat}
head : termlist → term
tail : termlist → termlist
length : termlist → int
size : termtuple → int
elem : termint × termtuple → term

The class function is used to classify terms. It yields the constant number
that the terms are associated with based on their type category. These constants are numbers that are strictly monotone increasing as the type ordering
is defined. head, tail and length are functions operating on lists. The first
one returns the first element of a list, the second one returns the rest of the
elements except the first of the given list, while length returns the number of
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elements a list currently contains. The functions size and elem operate on
tuples, size returns the number of elements a tuple contains and elem returns
an element of it based on the given index. Term comparison is done in the
following way:
opc ∈ {<, ≤, >, ≥, =, 6=}
bool = {true, f alse} | true, f alse ∈ atom
C : term × term × opc → termbool
Cl : term × term × opc → termbool
Ct : term × term × opc × int → termbool
All relational operations return a bool type. Although Erlang does not have
such type, the atoms true and false are returned. Accordingly these two special values implicitly produce the set of boolean. This is referred to as bool
type in the followings, although this is not a distinct type in Erlang. The notation of opc refers to a comparison operator and C, Cl , Ct are total functions
that carry out the comparison using the given terms and relational operator.
The semantics of these functions follow:

Cl (t1 , t2 , opc )
if type(t1 ) = type(t2 ) = list




C (t , t , op , 1)
if type(t1 ) = type(t2 ) = tuple


 t 1 2 c
t1 opc t2
if type(t1 ) = type(t2 )
C(t1 , t2 , opc ) =
f
loat(t
)
op
f
loat(t
)
if
type(t1 ) ∈ {int, f loat} and

1
c
2



type(t2 ) ∈ {int, f loat}



class(t1 ) opc class(t2 ) otherwise
The first step is to check the type of the operands involved in the comparison.
If both are lists or tuples, then the list or tuple compare function carries out
the operation, respectively. Otherwise if both of them has the same type,
the stored values are compared. If floating point and integer numbers are
compared, the integer is converted to a floating point value. The comparison
without these implicit type casts are not considered here.
length(nil) = 0

length(t1 ) opc length(t2 ) if t1 = ∅ or t2 = ∅







Cl (tail(t1 ), tail(t2 ), opc )
if head(t1 ) = head(t2 ) and
Cl (t1 , t2 , opc ) =
t1 6= ∅ and t2 6= ∅







C(head(t1 ), head(t2 ), opc ) otherwise
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Nil is the list which has the length of 0. Comparing two lists starts with
comparing the its elements one by one, taking the head first. When one of the
lists has no more elements, it is considered having the less value and the other
having the greater. If the elements are equal, the comparison continues taking
the next list element. The last rule is applied when the current elements are
not equal, this case the original comparison function has to be used.

size(t1 ) opc size(t2 )
if size(t1 ) 6= size(t2 ) or




size(t1 ) = size(t2 ) = 0





Ct (t1 , t2 , opc , n + 1)
if elem(n, t1 ) = elem(n, t2 )
Ct (t1 , t2 , opc , n) =


and size(t1 ) > n






 C(elem(n, t ), elem(n, t ), op ) otherwise
1
2
c
Tuples with different sizes are compared by comparing the number of elements they contain. If the size is the same, the elements are compared one by
one. If the currently analysed elements are equal, the comparison continues
with the next elements. Otherwise the original comparison function is used,
this case the current values are equal. Arithmetic operations can be defined
only on numeric types, and has the following signature:
opua ∈ {+, −}
opa ∈ {+, −, ∗, /}
opb ∈ {band, bor, bxor, bsl, bsr}
A : term × opua → termτ ∪ ⊥, where τ ∈ {int, f loat}
A : term × term × opa → termτ ∪ ⊥, where τ ∈ {int, f loat}
Arem : term × term → termint ∪ ⊥
Abin : term × term × opbin → termint ∪ ⊥
Above, the opua denotes a unary arithmetic operator + or −, opa is a
binary operator in the sense that it takes two arguments, and opbin is a bitwise arithmetic operator. Integer divisions are not considered here, although
Erlang has a special operator - div - for this purpose. A is a total function
which takes two terms and an operator and evaluates the expression based on
the type of operand(s). It has two special cases: “rem” and “bin” that need
to be handled separately. The return type of this function is merely depend
on the type of operands. If both are integers, the result type is int, else it is
float. The only exception is the division which yields a floating point number
in all cases. If the type of operands are not valid (other than int or float)
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the operation fails. The same behaviour is expected when the Arem or Abin is
used with terms having a type other than int. Failure means that the evaluation function raises a runtime exception. The evaluating rules of arithmetic
operations are described here in the following:

A(t, opua ) =


 opua t if type(t) ∈ {int, f loat}


⊥

otherwise

Unary arithmetic operations are defined on an int or float operand. In
these cases the operation succeeds and otherwise fails and a runtime exception
is generated.

A(t1 , t2 , opa ) =


t1 opa t2








if type(t1 ) = type(t2 ) and
type(t1 ), type(t2 ) ∈ {int, f loat}

f loat(t1 ) opa f loat(t2 ) if type(t1 ), type(t2 ) ∈ {int, f loat}







⊥
otherwise

In these binary arithmetic operations the types int and float are considered compatible. If both operands are either integers of floats, the operation
succeeds and the result type will be integer of float respectively. If only one of
the operands is an integer and the other is a float, an implicit type conversion
occurs on the integer number, and the result type is float. The computation of
the remainder of an integer division is a special case and defined only if both
of the operands are integers:

Arem (t1 , t2 ) =


 t1 rem t2 if type(t1 ), type(t2 ) = int


⊥

otherwise

Binary arithmetic operators follow: binary and, or, xor, shift left and shift
right:

Abin (t1 , t2 , opb ) =


 t1 opb t2 if type(t1 ), type(t2 ) = int


⊥

otherwise

These operations are defined only on integer operands else a runtime exception is generated.
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Logical expressions are defined in the following:
opul ∈ {not}
opl ∈ {not, orelse, andalso}
L : term × term × opl → termbool ∪ ⊥ Lnot : term → termbool ∪ ⊥
The operation not negates the result of a logical expression or variable containing a logical value. It is a unary operator, therefore the Lnot evaluates
these expressions. The other two - andalso and orelse are shortcut logical
operations since in C++ we have only one kind of infix operator for each
logical operation, therefore having a regular and a shortcut and operator is
not feasible. In C++, logical operators use shortcut evaluation, these seem
more natural and therefore here only these are the ones considered. The other
exception is that despite Erlang defines a logical xor, C++ lacks such an operator. The function L evaluates the logical operator opl with the two term
operands and returns a bool type term or fails if the operands does not have
the type of bool. In case of shortcut evaluation a valid result is returned if
only the first operand has the type of bool and the second operand need not
to be evaluated.

 t1 opl t2 if type(t1 ), type(t2 ) = bool
L(t1 , t2 , opl ) =

⊥
otherwise

 not t if type(t) = bool
Lnot (t) =

⊥
otherwise
The function L evaluates a binary logical expression. It expects bool type
operands. Similarly, the unary Lnot expects a bool type term.
5. Implementation Considerations
5.1. Erlang Term. The concrete type of Erlang data is checked at runtime.
In the Erlang terminology, all element in the set of base values is called a
term: it has an exact type, but it remains hidden until the value contained
has to be extracted. This concept makes straightforward to represent arbitrary
Erlang data object oriented: the term can be an abstract class that exposes all
operations defined on a value (such as the relational operators). The concrete
data types can be derived implementing all these operations. To provide
more flexibility and runtime efficiency, the separation of the required interface
and the concrete data types would be desirable. Another advantage is that
automatic memory management can be done easily if the concrete data is

ERLANG-LIKE DYNAMIC TYPING IN C++

195

stored in a standard shared pointer inside the term 2. This method is called
a private implementation, or in short pimpl. In this case, there is no explicit
subtyping relation between term and the concrete data. Both exposes the
same interface, therefore this is a special polymorphic relation we call duck
typing [23]. The third advantage is that data immutability can be ensured by
overloading the assignment, copy assignment and move assignment operators.
An empty term stores a piece of data when it is constructed or when a value is
assigned to it for the first time. Since the assignment is fully controllable, at
subsequent assignments the new value can be matched against the contained
data if those are the same, and an exception can be generated if not.
5.2. Type Introspection. C++ does not have a general language feature
that supports runtime type introspection, for example like reflection in Java.
It is necessary to create predicate functions that can be used to obtain runtime
type information and to hide the actual type tags: all concrete Erlang types
need to have a constant unique identifier, the tid, which is checked runtime
to determine the type of a term. Similar functions exist in Erlang, such as
the is number, is atom, is list, etc., yielding true if the static type of the
argument matches. Also the usage of such functions are reasonable because
these hide the actual data representation from the algorithms operating on
them.
5.3. Recursive Data Structures. List and tuple types can be composed recursively (e.g a list containing additional lists). The concrete Erlang list and
tuple classes can contain an implementation-specific container (e.g. an intrusive list, array, etc.) which contains instances of terms, just like in Erlang. The
manipulation of container data cannot be done directly using member functions of the container, but with free functions provided by the implementation.
Similar ones are also available in Erlang, like element, hd, etc.
5.4. Type Ordering. When Erlang compares terms of different data types
it does not perform implicit type conversions 3 like scripting languages often
do, for example when a string value is put into an arithmetic expression, it
is implicitly converted to an integer or float, depending on the representation
of the stored value. Instead, to achieve dynamically typed data comparison,
different Erlang types are compared based on the ordering between them: data
2Because a term can be put recursively to a container it is necessary to count references

to the concrete data before allowing the memory deallocation. It shall be permitted only if
the reference count is reached 0.
3There is only one exception: comparing an integer and a floating point number using
the ’==’ operator, the term having the lesser precision will be converted into the type of
the other term. Using the ’=:=’ or ’=/=’, no type conversion is done.
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type on a higher place in the ordering against another which have a lower, is
like comparing a higher number against a lower one: number < atom <
ref erence < f unction < port < pid < tuple < list < binary. The number
used for relational operations can be the same as the tid - the unique identifier
introduced in the subsection 5.2. The object-oriented approach is to overload
the relational operators (and also arithmetic) of the concrete types therefore
the runtime behaviour of the current data is altered depending on its static
type using dynamic dispatch.
5.5. Prototype Implementation. The main class hierarchy of the prototype implementation of the Erlang type system is depicted on Figure 1.
Term is the class that wraps a value as an instance of the AbstractTerm.
This prevents illegal access to the representation of the encapsulated value,
hence there is no convenient way to extract the data stored inside. Term is
Immutable, it prevents re-binding data to an already assigned one by generating an exception. An operation on a term can be done only through
AbstractTerm. It stores a type id that can be retrieved runtime to determine
the type of data. This is an abstract class that does not implement the operations. This is the supertype of concrete data types: the TypedTerm which
encapsulates a single value. This is a generic class and has no other role than
to introduce and store typed values. GuardedTerm implements the abstract
interface, and has a Type type parameter which determines what type of data
will be stored in its TypedTerm supertype. TypeId is the constant number
which can be used runtime for type determination. This value is stored in the
AbstractTerm to allow operations to extract runtime type information without
without the need of typecasting. It also has a TermOperator that carries out
an actual operation - relational, arithmetic or logical - on the operands. A
TermOperatorGuard is bound as a type parameter. This ensures that operations can only be performed on allowed types of data. Type checking and
type exception generation takes place here. Some data types - reference, function, port and pid - are not shown here, because these represent values that
are interpretable and usable only by the Erlang virtual machine. Although
these could be stored here in a special binary format, these are considered
superfluous in the processing of semantic data.
6. Related Work
First to mention, the type system of Erlang have mostly studied in the area
of static program code analysis. Simon Marlow and Philip Wadler presented
in the paper A Practical Subtyping System For Erlang [19] a type system for
Erlang with the typing rules of Erlang expressions. They created a prototype
type checker that was able to infer the types of expressions of static program
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Figure 1. Erlang Types in C++
code. With similar goals, the work of Tobias Lindahl and Konstantinos Sagonas was aimed to inspect and verify the correctness of program code by creating
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the TypeEr [18]. They have defined the basic types of the Erlang type system
with the typing rules required to infer and check the types of expressions on
possible execution paths based on the success typing [17]. Sven-Olof Nyström
suggested a soft-typing system for Erlang [20]. This method introduced the
checking of the source code of an Erlang module using data-flow analysis: it
verifies the correctness of the module’s interface described by a specification
language. All of these three are focusing on the static type checking of program
code within the boundaries of Erlang.
Connecting two programming languages often involves a high-level interface description language (IDL). The contract between programming languages can be described using this IDL. Zoltán Horváth, Zoltán Varga, Viktória
Zsók wrote about this method in Clean-CORBA Interface for Parallel Functional Programming on Clusters [24]. This work introduced the IDL compiler
which was able to translate the objects described in CORBA [2] to the language constructs and code stubs of Clean [1]. With this method, the Clean
functional language could be interfaced with others.
The topic of type system interoperability for distributed applications was
also studied by Valérie Issarny and Amel Bennaceur in the paper Composing Distributed Systems: Overcoming the Interoperability Challenge [15]. The
paper describes various possible techniques of interoperability on the middleware layer including software components running distributively but not in
a closely-related manner. This was based on the usage of ontologies. Similarly Gordon S. Blair, Massimo Paolucci, Paul Grace and Nikolaos Georgantas
represented ontology-based interoperability in large systems in the paper Interoperability in Complex Distributed Systems [10]. Their work introduced a
method of connecting different components of a system on a higher level, using
semantic web services and semantic middleware.
7. Conclusions
A prototype implementation exists satisfying the theoretical background
described in this paper. Our assumption said that the same algorithm runs
more optimally in C++ than in Erlang if a similar type system is used. To
confirm this, a measurement is done. Two programs were compared: the first
is written fully in Erlang, using the digraph [4] library. All data is read from
a text file and using this the graph was created in memory using digraph.
Graph data contained the vertices, edges and a piece of data stored by each
vertex. The measurement is started at this point: a shortest path search
was done between the root node of the graph and every other node which
existed. The second program was written in Erlang and C++. The graph and
graph processing algorithm was in C++, using the LEMON [5] graph library.

ERLANG-LIKE DYNAMIC TYPING IN C++

199

All graph processing was made here, using the Erlang type system model to
build the graph and to store the data there. The measurement involved the
interface usage and data conversion overhead. A function is called in Erlang
from where the control of execution is transferred to the C++ program. The
results are shown on figure 2. Despite of the preprocessing overhead - the
Erlang Graph

5824

C++ Graph (gcc)

2998

C++ Graph (clang)
0

2754

1000 2000 3000 4000 5000 6000
Time consumption of path search (in msec)

Figure 2. Performance Comparison of the Demonstration Applications
type conversion and language change - the C++ program run faster, although
during the measurement just a small amount of data was processed.
In the first part of this paper, the observations of Erlang data types along
with their behavioural attributes were presented. Afterwards a model was
introduced that described the semantics of Erlang terms in relational, arithmetic and logical expressions. In the last part the implementation details were
covered that was used for the prototype implementation. Studying this topic
showed that it is possible to use dynamic typing in a statically typed environment and it can be rewarding to use alternative methods to solve computationintensive problems in the appropriate domains: accessing and processing graph
data can be carried out more effectively with connecting Erlang with C++.
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Tejfel, and Melinda Tóth. RefactorErl – Source Code Analysis and Refactoring in Erlang. In In proceeding of the 12th Symposium on Programming Languages and Software
Tools, Tallin, Estonia, 2011.
[12] Tobias Gedell and Daniel Hedin. Abstract Interpretation Plugins for Type Systems. In
Proceedings of the 12th International Conference on Algebraic Methodology and Software
Technology, AMAST 2008, pages 184–198, Berlin, Heidelberg, 2008. Springer-Verlag.
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TYPE INFERENCE FOR CORE ERLANG TO SUPPORT
TEST DATA GENERATION
GÁBOR OLÁH, DÁNIEL HORPÁCSI, TAMÁS KOZSIK, AND MELINDA TÓTH
Abstract. Success typing is a well known technique to calculate the
type of Erlang functions. Although success typing is commonly used for
documentation and discrepancy analysis purposes, it results in an overapproximation of the real type. Therefore, when we want to generate
arguments for a function call based on the success typing of a function,
the function call may fail during execution. In this paper we introduce a
new algorithm to calculate the type of Erlang functions to support accurate
data generation.

1. Introduction
Erlang [3] is a dynamically typed, functional, concurrent programming
language. Core Erlang [5] is a pure functional variant of the base language,
where any construct of Erlang can be easily expressed in Core Erlang, whilst
preserving most of the static semantic properties, like types.
In Erlang, types of variables and functions are not defined in the program.
Although the compiler performs some strict type checks (i.e. no implicit type
conversions can happen), if a function (or an operator) is invoked with an
unexpected type of data, only a run-time exception is thrown. Such programming errors are a tedious task to reveal, therefore several tools have been made
to help programmers find possible discrepancies in the program, i.e. situations
where type mismatch can happen. However, the language allows polymorphic
return types for branching expressions, which makes the type system very complex, and the types uneasy to comprehend. In order to overcome this issue,
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success typing [8] has been introduced, reducing the aforementioned complexity by substituting an upper bound type for complex union types and making
types readable; on the other hand, it loses static type information.
Success typing became the de-facto type inference algorithm for Erlang.
It yields an over-approximation of types, which increases readability, but decreases accuracy. We cannot use success types, for example, for test data generation, since they are too general, so that the data we get based on success
typing will likely be improperly typed. Our goal is to make a type inference
system for Erlang that derives types accurate enough for test data generation.
In particular, we transform these types to QuickCheck [4] data generators
that can supply functions with random arguments, which we utilize to build
an Erlang benchmarking system.
By introducing a new, more precise type system to Core Erlang, the information loss can be decreased for the price of long type expressions. As stated
already, Erlang programs can be easily turned into semantically equivalent
Core Erlang programs, where the functions preserve their types. The long,
but more accurate types are more suitable for random argument generation.
We define type inference rules and the full algorithm is described. A comparison of our achievements with earlier results is provided, as well as a proposal
to extend the results for the full Erlang language.

1.1. Erlang. Erlang was developed by Ericsson to program concurrent, distributed telecom equipments. The main design principles of the language were
easy prototyping, declarative and fault tolerant. Easy prototyping implied a
dynamically typed language, i.e. all type checks happen at run-time. Fault
tolerance, on the other hand, required that no hidden errors are introduced by
type conversion, thus the type checks are strict. To keep the language small
and easy to learn, there are no user defined types in the language besides the
built-in ones.
Although providing a statically typed language would have seemed a must
for fault tolerant, high availability telecom systems, the restrictions it would
have implied were thought to be unnecessary. That is the reason, why the
type system for Erlang is not first-class citizen of the language. This fact
made creating a comprehensive and useful type system a challenging task.
But the need for type checking is existing among Erlang programmers, so
external tools have been created to fulfill this requirement.
Although Erlang is considered a functional language and it, indeed, is
mostly functional, many of the type inference systems (e.g. Hindley-Milner)
cannot be applied to Erlang. There are certain aspects that make typing Erlang programs a challenging task. First, its syntax is complex, compared to
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other easily typable languages like ML. To overcome this problem a semantically equivalent, pure functional variant of the base language, Core Erlang [5]
has been introduced. Every language construct of the base language can be
easily expressed in Core Erlang. Type properties are preserved during the
mapping, so in this paper we will deal with only Core Erlang programs.
Why is it difficult to type Erlang programs? Although there are only builtin types, and they are small in number, there are three major problems during
typing.
Firstly, there can be calls to functions that are not written in Erlang.
(1) They can be implemented in the virtual machine. Built-in functions
do not have an Erlang definition, they are implemented in C. This
makes typing these programs with a single type system impossible.
The usual solution is to hard-code the types of built-in functions to
the type system.
(2) They can be implemented in other languages, and “attached” to the
virtual machines with one of the possible ways, like port drives, or
natively implemented functions. This latter might have a reference
implementation in Erlang, but it is usually not the case.
Secondly, the body of the function may not available. The modules can
be shipped without the source in a byte-compiled version. We cannot assume
any type information on these functions, which makes typing uncertain.
Thirdly, Erlang allows polymorphic return types for branching expressions
and for functions with more clauses. Strict type checking makes the return
type unambiguous at runtime. But making static type analysis be aware of
run-time properties of a program is a challenging task.

1.2. Related work. The operational semantics of Erlang does not allow
constructor-based type inference, like Hindley-Milner, to be used. Fortunately,
subtyping systems are more suitable to type Erlang programs. Adopting a subtyping system to Erlang was introduced in [9] by Marlow and Wadler. This
work was based on [1] by Aiken and Wimmers. Their type system was mostly
successful on real Erlang programs (on a portion of the Erlang standard library, the Open Telecom Platform), but it did not manage to type the “match
all” (underscore) pattern properly.
There is another approach to type Erlang programs, to insert type annotations to programs. A soft-typing system was proposed by Nyström in [10].
It used data-flow analysis and was based on supplied type annotations. In
industrial environment, modifying existing source code is usually not viable,
so type systems requiring annotations are not adopted widely.
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An interesting soft-type system was introduced by Aiken, Wimmers and
Lakshman in [2]. They added conditional types to the soft-type system reflecting the data-flow information in the types. Very accurate types can be
generated with conditional types, and theoretically only unreachable codes
can add uncertainty to the type. But the size of type expressions is directly
proportional to the code length, which makes the generated types unreadable
to humans.
A very successful soft-typing system was developed by Lindahl and Sagonas [8], called success typing. It accumulates the pros and cons of previous
systems, and tries to solve most of the problems. Its main objective is to
generate types that are useful for programmers without any type annotations,
while detecting as many type errors as possible. A success type guarantees
that if it is not met, than there is a type error. Although it may seem too
general, this is a scalable system to Erlang. A success type remains compact
enough for human readability while accurate enough to ensure useful type
checking. It was implemented in a standalone tool, TypEr [7], which is now
included in the Open Telecom Platform.
2. Motivation
The underlying goal of our project [11] is to discover and rank sequential
code fragments that are amenable to be transformed into instances of parallel
algorithmic patterns. Typically, there are dozens of parallelizable expressions
in a program, but most of them cannot offer a real improvement in run-time
speed due to the communication overhead. Our method is intended at identifying and transforming the best candidates resulting in the best possible
performance gain; to this end, we need to either check or forecast the parallel
performance. Ranking of candidates is based on execution as well as on prediction: we benchmark some sequential code components and then estimate
the parallel execution time by applying pattern-specific cost models.
Benchmarking, in our case, consists of multiple executions and timing of
the sequential code fragment, which generates statistics and leads to some
hints considering the time complexity of the operation to be parallelized. In
order to be able to run the small program fragment picked out of the code, we
encapsulate it into a self-containing Erlang module: after identifying its free
variables, we turn it into a function abstraction, and then couple it together
with all its dependencies. Since the execution time likely depends on the
concrete arguments, we feed the synthesised function with a large number of
randomly generated arguments in order to get a fairly accurate estimation of
the average sequential execution time; this is the point where types play an
important role.
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Randomly generated arguments (or in other words, test data) are randomly
chosen elements of the type of the function arguments. If we use success typing
(the de-facto type inference algorithm for Erlang) to find out the argument
types, we obtain an over-approximation of the actual type, which is too general: the function surely fails if we call it with a value outside this type, but it
may also fail if we invoke it with values present in the type. Obviously, values
of the latter kind are likely not supported by the function and lead to various
run-time errors. For test data generation, we need more accurate types, for
elements of which the function is certainly implemented, otherwise the timing
statistics will be distorted. The accuracy obtained by the refined type inference algorithm presented in this paper is exploited in finding the type that we
can use to generate proper function arguments.
2.1. Examples. To demonstrate the problem consider function encode in
Fig. 1. This example is to demonstrate a key feature of success typing, i.e.
using upper bound type if a type becomes too complex. In this case the
type of the function argument would be the union of the five atoms. Success
typing changes this type to the type atom(), which means any kind of atom.1
Our aim is to never use upper bound types for union to enable accurate data
generation.
encode(Label) ->
case Label of
function ->
module
->
variable ->
expr
->
value
->
end.

0;
1;
2;
3;
4

Figure 1. Example function for union type.
Another example where success typing uses upper bound types is to reach
fixed point types in case of recursive types. A classic example of recursive
types are trees; they can be expressed by tuples in Erlang. Consider the
function tree to list in Fig. 2. Without collapsing the tuple to any() in
success typing, the algorithm would never terminate, because a fixed point
1
The theory does not specify the maximum number of elements in a union and the implementation in TypEr uses a threshold 5. For sake of simplicity, in our examples consider
this threshold to be 4 for success typing.
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would never be reached. Our aim is to give a depth-k representation type for
recursive types.
tree_to_list(nil) ->
[];
tree_to_list({Left, Data, Right}) ->
tree_to_list(Left) ++ [Data|tree_to_list(Right)].
Figure 2. Example function for recursive types.
Although our types are not the exact types of the function, they contain
less ambiguity about the possible usable types. Unfortunately, by keeping
the union types and not including conditional types, our type system will not
be able to provide more accurate types for functions where the intended use
cannot be calculated by only examining the body of the functions. As an
example, consider the function implementing the logical conjunction in Fig. 3.
The problem here is that the match all pattern ( ) is used for both function
parameters. This can only be improved by using conditional types. We will
not use them, to be compatible with QuickCheck.
and(true, true)
and(false, _)
and(_ ,
false)

-> true;
-> false;
-> false.

Figure 3. Example function where no improvement is possible.
3. Preliminaries
In this section we introduce the most important aspects of the Erlang type
system. Later we summarize the most important Core Erlang structures.
3.1. Erlang types. Erlang has only built-in data types. A piece of data is
usually referred to as a term. Here we list the possible data types our type
system uses. Erlang and Core Erlang support the same data types, this makes
type inference in Core Erlang be also valid in Erlang.
The usual notation for Erlang types is the type name and a pair of parentheses, like list(). In a compound type, the component types can be listed
as parameters in the type expression, e.g. the tuple of integers and atoms is
written as tuple(integer(), atom()). An even simpler – and more convenient – notation is to use the tuple data structure syntax in the type language,
such as {integer(), atom()}.
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Numbers. Erlang numbers can be either integers without upper or lower bound,
or floating point numbers. There is a limited automatic conversion between
them, usually the mathematical operations accept both representations.
Atoms. Erlang has a special data type for named constants. Atoms are massively used in Erlang programs. Two atoms are equal if their string representations are equal.
There are two atoms that have special meaning in some contexts, namely
true and false. They represent the boolean values of logical operators. Still,
they are ordinary atoms, since formally there exists no boolean type in Erlang.
Funs. Functions are first-class objects that can be created by other functions
and passed as arguments. The number of arguments of a function is predetermined during its creation and it cannot be modified. Functions can have
more clauses. Neither the argument types nor the return types of the different
clauses have to be the same.
Tuples. One of the compound data types is the tuple. A tuple can contain a
fixed number of terms from any type. Tuples are the programming equivalent
of Cartesian products.
In Erlang, the record construct is a syntactic sugar for tuples, where the
first element has to be an atom representing the name of the record. Core
Erlang does not support records, but uses the tuple representation. Therefore,
our type system does not contain records.
Lists. The other compount data type in Erlang is the list. They can hold any
number of terms; each term can be of any type. In Erlang, lists can be constructed in different ways (e.g. by listing the elements, using lists generators
etc.), but in Core Erlang we only use the cons representation: a list is build
from a head element and a tail. Strangely, the tail need not be a list – this
case is referred to as improper list.
Strings are also syntactic sugar in Erlang, since they are lists of integers.
Identifier types. There are three types of identifiers in Erlang. Each identifies
a resource in an Erlang system. Pid s (process identifiers) are used to refer
to processes. Ports refer to port drivers, i.e. an embedded resource used to
communicate to other OS processes. Ref s are used as a unique reference point
in an Erlang system.
These are usually created with built-in functions, and cannot be implicitly
converted to anything.
Universal type. Our type system has a universal type, any(). It is a pseudotype, and is not presented by any terms. We use it to refer to types that
cannot be determined due to lack of information.
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Bottom type. On the other end of the type system, we use a bottom type,
none() to represent type clashes.
Union types. Unions are used as a pseudo-types to represent the return type
of branching expressions. If the type any() is added to the union, it becomes
any(). Adding the bottom type none() to a union has no effect.
3.2. Core Erlang. Core Erlang is a pure functional variant of Erlang. The
full Core Erlang reference can be found in [6]. In this paper we focus on
the base constructs of Core Erlang, listed in Fig. 4, but the algorithm can be
extended straightforwardly to the whole Core Erlang language. A Core Erlang
program consists of one or more modules. In each module, a set of functions
can be defined. The input for our type system will be the set of functions in
one module, thus we can omit e.g. module-prefixed function names from the
syntax.2
e ::= x | c(e1 , . . . , en ) | e1 (e2 , . . . , en ) | f |
let x = e1 in e2 | letrec x1 = f1 , . . . , xn = fn in e |
case e of (p1 → b1 ); . . . ; (pn → bn ) end
f ::= fun(x1 , . . . , xn ) → e
p ::= p0 when g
p0 ::= x | c(p01 , . . . , p0n )
g ::= g1 and g2 | g1 or g2 | x1 = x2 | true | is atom(x) | . . .
Figure 4. Core Erlang expressions.
In Fig. 4, x denotes variables. The symbol c is a data constructor function,
creating a term from its argument(s). If only one argument is given, it creates
simple data types, while from multiple arguments it creates compound ones.
In function application, e0 must evaluate into a function. Note that in (Core)
Erlang there is no partial application, thus all applications must be saturated.
The number of arguments (n) can be zero – this is how atoms are modelled.
The expression f represents fun-expressions (unnamed functions).
The let expression is a standard let, well-known from other functional
languages. The letrec expression represents the named functions defined in
a module, and hence can only appear as a top-level expression in a module.
In this paper we do not type letrec expressions.
2

The Erlang compiler is capable of transcoding Erlang sources to Core Erlang via an
undocumented modifier to core.
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The case structure is the only branching expression in our simplified system. Other branching expressions, like if can be easily expressed with case.
Every branch of a case contains a pattern (p0 ), and a guard (g). Patterns can
only contain variables and constructors of other patterns. The guard part can
contain logical operations, equality checks and a limited number of built-in
functions.
4. Type derivation rules
In this section we give the type derivation rules for the expressions of Fig. 4.
The general format of a typing judgement is the following: Γ, Φ ` e : τ, Γ0 , Φ0 ,
where Γ denotes a variable context containing mappings of variables to types,
Φ denotes a function context containing mappings from functions to types.
The function context is global. It contains types for all functions with names,
i.e built-in functions and top level functions of the module. Both the variable
and function contexts are sets. For brevity we use the notation of Γ ∪ f : τ
for adding element to contexts and indicating that the mapping is element of
the context. Thus the judgement is read as “with Γ and Φ, the expression e
is typed with τ resulting contexts Γ0 , Φ0 ”. The derivation rules3 can be found
in Fig. 5.
If variable x is not in the variable context, then Rule (Var) extends the
context, and returns the type any(). If the variable is already in the context,
then we can use Rule (Var’) and return the type from the context. We do not
remove variables from the context.
To be able to type constructors (Rule (Constr)), first we have to type all
the contained terms. For each term, we need to use the type context of the
previous term.
In an application, e1 can be either a call to a named function (Rule (Appl)),
or an experssion evaluating to a fun expression (Rule (Appl’)). In case of a call,
the type of the function should be in the type context (τ1 = (ψ2 , . . . , ψn ) → ψ).
If e1 is a fun expression, then we calculate the type by applying Rule (Fun).
The return type of the application expression is the return value of the function
applied. The variable context Γ is updated by the matching operator M,
which matches the variables in each ei to the corresponding type from the
arguments’.
To type a fun expression (Rule (Fun)) we type the component expressions
reusing contexts of the preceding expressions. The returning type is a function
type with the exact number of arguments. Γn contains the types for the
3The derivation rules are used only to type one function and supposes that all available

type information for other functions is present in the function context.
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(Var)

Γ, Φ ` x : any(), Γ ∪ x : any(), Φ

(Var’)

Γ = Γ0 ∪ x : τ, Φ ` x : τ, Γ, Φ

(Constr)

(Appl)

(Appl’)

(Fun)

(Let)

(Case)

x∈
/ dom(Γ)
x ∈ dom(Γ)

Γi−1 , Φ ` ei : τi , Γi , Φ (∀i ∈ [1..n])
Γ0 , Φ ` c(e1 , . . . , en ) : c(τ1 , . . . , τn ), Γn , Φ
Γ0 , Φ = Φ0 ∪ e1 : (ψ2 , . . . , ψn ) → ψ ` e1 : τ1 , Γ1 , Φ
Γi−1 , Φ ` ei : τi , Γi , Φ (∀i ∈ [2..n])
Γ0 , Φ ` e1 (e2 , . . . , en ) : ψ, Γ, Φ, where
Γ = M({e1 , . . . , en }, {ψ1 , . . . , ψn }, Γn )
Γ0 , Φ ` e1 : (ψ2 , . . . , ψn ) → ψ, Γ1 , Φ
Γi−1 , Φ ` ei : τi , Γi , Φ (∀i ∈ [2..n])
Γ0 , Φ ` e1 (e2 , . . . , en ) : ψ, Γ, Φ, where
Γ = M({e1 , . . . , en }, {ψ1 , . . . , ψn }, Γn )
Γi−1 , Φ ` xi : τi , Γi , Φ (∀i ∈ [1..n])
Γn , Φ ` e : τ, Γ0 , Φ, where Γ ∪ {xi : φi | i ∈ [1..n]} = Γ0
Γ0 , Φ ` f un(x1 , . . . , xn ) → e : (φ1 , . . . , φn ) → τ, Γ, Φ

0
Γ, Φ ` e1 : τ1 , Γ1 , Φ
Γ1 ∪ χΓτ1 (x : τ1 ), Φ ∪ χΦ
τ1 (x : τ1 ) ` e2 : τ2 , Γ2 , Φ
Γ, Φ ` let x = e1 in e2 : τ2 , Γ2 , Φ0

Γ, Φ ` e : τ, Γe , Φ
(Γe , Φ ` pi : τpi , Γpi , Φ
Γpi , Φ ` bi : τbi , Γbi , Φ)(∀i ∈ [1..n])
S
Γ, Φ ` case e of (p1 →Sb1 ); . . . ; F
(pn → bn ) end : ni=1 τbi ,
Γ0 = M(e, ni=1 τpi , ni=1 Γbi ), Φ
Figure 5. Type derivation rules for Core Erlang.

variables of the arguments.4 The returned variable context does not contain
the variable mappings of the arguments, because funs open new scope for the
argument variables.
Typing a let-expression (Rule (Let)) is not standard. To type e2 , we update
either the variable or the function context. We define the operator χ as follows
4In Core Erlang, the arguments of funs are always variables.
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(
x:τ
χΓτ (x : τ ) =
∅
(
x:τ
χΦ
τ (x : τ ) =
∅

if τ 6= f un()
otherwise,
if τ = f un()
otherwise.

The χ is used to update the appropriate context, i.e. if τ is a function type
(f un()), then we update the function context, otherwise the variable context
is updated. Note that χΓ and χΦ are mutually exclusively return a type
mapping. The returned type is the type of e2 with its context.
(Pat)

Γ, Φ ` p0 : τp0 , Γp0 , Φ
Γp0 , Φ ` g : bool(), Γg , Φ
0
Γ, Φ ` p = p when g : τp0 , Γg , Φ

(GuardEq)

Γ, Φ ` x1 : τ1 , Γ1 , Φ
Γ1 , Φ ` x2 : τ2 , Γ2 , Φ
Γ, Φ ` x1 = x2 : bool(), M(x2 , τ1 , M(x1 , τ2 , Γ2 )), Φ

(GuardFun)

x ∈ dom(Γ)
Γ, Φ ` is type (x) : bool(), M(x, type(), Γ), Φ
Figure 6. Derivation rules for pattern matching.

To type a case-expression (Rule (Case)) first we type the head of the
expression (e). For each branch is typed seperately. First the pattern is typed
by applying the rules in Fig. 6. Each pattern consists of a pattern expression
(p0 ) and a guard (g). Typing pattern expressions is straightforward. The
equation between variables (Rule (GuardEq)) returns boolean, but the type
of the variables are matched respectively to the type of the other variable.
In guards only a limited amount of built-in functions can be used. They
express type contraints to a variable. The name of the function contains the
type, which will be used to match the variable in the type context (Rule
(GuardFun)). The return type of the pattern is the type of pattern expression
(τp0 ). The body of the case clause is typed using the variable context from
the pattern. The return type of the whole case expression is union of types
of the bodies. The return variable context is calculated by matching the head
expression with the union of the types of the patterns in the element-wise
union (t) of contexts from clause types (Γbi ).
Matching operator. In the application and case rules, we need to update the
variables of an expression with the corresponding types. We define (Fig. 7)
a partial function M that maps an expression, a type and a variable context
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G. OLÁH, D. HORPÁCSI, T. KOZSIK, MELINDA TÓTH

to a new variable context. If the expression does not contain any variables,
then the context is returned. (The V ar function returns the variables from an
expression.) If the expression is itself a variable, then the context is updated
with the infimum type of the previous type of the variable and the new type.
If the type is a compound type (either a constructor or a fun type), then the
components are recursively matched.
The matching function is partial, since if the structure of the expression
and the type is not identical, then the function is not defined. There is no fail
case, since the is calculated from the expression, hence the structure has to
be the same. The function is well defined: its computation always terminates
because it is called with a smaller expression in each recursive step.
(Match op.)
M : Expression × T ype × V arContext → V arContext

Γ
if V ar(e) = ∅




0
0

Γ ∪ x : inf(τ, τ ) if e = x ∧ Γ = Γ0 ∪ x : τ 0





e = c(e1 , . . . , en ) ∧ τ = c(τ1 , . . . τn )∧
Γ
if
n
M(e, τ, Γ) =
Γi = M(ei , τi , Γi−1 ) (∀i ∈ [1..n])



e = f un(e1 , . . . , en ) → en+1 ∧





Γn+1
if τ = (τ1 , . . . , τn ) → τn ∧



Γi = M(ei , τi , Γi−1 ) (∀i ∈ [1..n + 1])
Figure 7. Definition of the match operator M.

5. The type inference algorithm
Our type system is not a general type system for Erlang programs. It is
tailored to fit for the needs of test data generation from the calculated type.
The input of our algorithm is a single module of Core Erlang terms. The
algorithms follows the following steps.
(1) Take all function definitions from the module and populate the function context with general function types ((any(), . . . , any()) → any().
(2) Initialize a graph that will hold the function call graph of the module.
Later it will be used to optimize the performance of the algorithm.
(3) Calculate the type of each fun expression of the module. In every
application expression, populate the call graph with the information.
(4) Update the function context with the newly calculated values by overwriting the previous values.
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(5) Calculate a directed acyclic graph from the call graph built during
the first run. Serialize this graph from the least element. Use this
serialization for the further steps to determine the order of the function
to type.
(6) For a predefined number (in our implementation it is 15), recalculate
the type of fun expressions by reusing the type context from the previous run, and updating it after each run. The order of the functions
is defined in the previous point.
The result can be found in the type context for each function in the module.
The type context is used to store the types of all built-in functions.
The algorithm is based on the syntax of Core Erlang. It evaluates a single
module for a predefined number of times. The type inference rules do not
contain recursion, hence the algorithm is always finite for any input.
Usually type inference algorithms (like Hindley-Milner and success typing)
use a fixed point calculation as a termination condition. In the case of HindleyMilner, reaching a fixed point in types corresponds to the finite behaviour of
the program being inferred. In the case of success typing, the fixed point is
reached by using an upped bound type if a type expression is too complex
(e.g. unions or recursive types).
Our algorithm is finite and we do not want to reach the fixed point of
types, because it would require applying an upper bound type like in success
typing. Instead our types are always finite due to the lack of recursion.
5.1. Evaluation. The type inference algorithm presented in the previous section is way more conservative and therefore more suitable for our purpose;
namely, it results in an under-estimation of the actual type of the function,
for any element of which our function is definitely defined. For instance, in
the example shown in Fig. 1, success typing infers the type atom() for the argument of the function, whereas for every atom except the five values present
in the branching (function, module, variable, expr and value) it crashes
with a run-time exception called case clause. Apparently, there is a very
little chance that random generation of arbitrary atom values picks one of
these five words. However, the proposed type inference algorithm precisely
derives the type with the five possible values (in this case, the result is not
an under-estimation, but the actual type), and all the randomly generated
values will be supported by the function. Similar consequences can be drawn
for the example shown in Fig. 2, where the recursive type is over-generalised
by the success typing algorithm, leading to completely random, most probably incompatible test data. On the other hand, with the more conservative
algorithm the type becomes under-approximated and, although we won’t be
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able to cover all the values, we certainly generate data that the function is
supportive for.
6. Future work
Our type system works only on a single module of Core Erlang code.
An obvious extension can be to analyse multiple modules. Although it seems
straightforward, the function call graph optimization makes it a bit challenging
task.
Our generated types still lack precision in certain cases like in the one
presented in Fig. 3. To solve that problem, our type system can be extended
with conditional types. As mentioned earlier, our type system is compatible
with the one of success typing in order to be able to use already existing
random data generator tools. Introducing conditional types would require to
implement/extend tools to generate test data.
Using our method was not yet tested on large-scale, industrial code-base.
Doing so may reveal other extension possibilities.
The use of this type system can be useful for static code analyser tools, to
provide more precise results in various areas e.g. data-flow analysis.
7. Conclusion
In this paper we have shown a new type inference algorithm for Core Erlang
which is the pure functional variant of Erlang. Although there is a commonly
used type system for Erlang, called success typing, it is not adequate for our
purposes. The main goal of our work is to generate accurate test data for
benchmarking sequential execution time of parallel pattern candidates.
During the benchmarking process random test data is generated based on
the type of the function to measure. When the type is not accurate enough,
we can generate test data that results in the function to fail during execution. Therefore we have developed a type inference system that never overapproximates the type of a function.
We have formalised the type derivation rules, and have shown an algorithm
to calculate the types of the functions defined in an Erlang module. We have
also presented some examples to demonstrate the strength of our algorithm.
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AN INTERVAL FUZZY MULTICRITERIA DECISION
MAKING METHOD BASED ON THE EXPECTED VALUE
DELIA A. TUŞE
Abstract. In the present paper we extend fuzzy multicriteria decision
making methods elaborated in some recent articles. We use intervals of
trapezoidal fuzzy numbers instead of trapezoidal fuzzy numbers, which
allows two choices or even a intermediate responses in a survey. The
expected value is used for the ranking of intervals of trapezoidal fuzzy
numbers. We elaborate an algorithm of rankings the alternatives versus
criteria and weights of criteria given by intervals of trapezoidal fuzzy numbers. Theoretical considerations are illustrated by a practical example.

1. Introduction
The large number of proposed methods in fuzzy multicriteria decision making proves that Fuzzy Set Theory works well in this topic.
The method presented in [1] is dedicated to the case of importance weights
of criteria/ratings of alternatives expressed by real numbers and ratings of
alternatives/importance weights of criteria expressed by fuzzy numbers. It
optimizes and extends the method from [5] and its importance in practice is
illustrated by examples.
The aim of this paper is to generalize the method to situations in which
people surveyed want to choose two answers or an intermediate answer from
the given response options. These situations are found in practice due to the
fact that most often surveys are based on 5-levels responses. Introducing 9 or
11-levels scales are avoided because one survey should not be too long, but
enjoyable, quick and easy to complete. To give freedom of choices in response,
the possibility of multiple responses, which is generally avoided, should be
considered. In Section 3 we introduce the expected value of an interval of
Received by the editors: May 01, 2014.
2010 Mathematics Subject Classification. 03E72, 62C86.
1998 CR Categories and Descriptors. H.4.2 [Information Systems Applications]:
Types of Systems – Decision support (e.g., MIS).
Key words and phrases. trapezoidal fuzzy number, interval of fuzzy numbers, expected
value, fuzzy MCDM.
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trapezoidal fuzzy numbers, following the idea from [3] and we compute it
for the product of intervals of trapezoidal fuzzy numbers. In Section 4 we
extend the method from [1] using intervals of trapezoidal fuzzy numbers and
we elaborate an algorithm for ranking the alternatives versus criteria and
weights of criteria given by intervals of trapezoidal fuzzy numbers. In Section
5 we give an example inspired from [1] and [5] and modified accordingly to
our assumption on input data.

2. Preliminaries
We begin by recalling some basic definitions used in this paper.
Definition 1. (see [4]) Let X be a set and A be a subset of X (A ⊆ X). A
fuzzy set A (fuzzy subset of X) is defined as a mapping
A : X → [0, 1],
where A(x) is the membership degree of x to the fuzzy set A.
Definition 2. (see [4]) A fuzzy subset of the real line A : R → [0, 1] is a fuzzy
number if it satisfies the following properties:
(i) A is normal, i.e. ∃x0 ∈ R with A(x0 ) = 1;
(ii) A is fuzzy convex, i.e. A(tx + (1 − t)y) ≥ min{A(x), A(y)}, ∀t ∈ [0, 1],
x, y ∈ R;
(iii) A is upper semicontinuous on R, i.e. ∀ > 0 ∃δ > 0 such that A(x) −
A(x0 ) < , |x − x0 | < δ;
(iv) A is compactly supported, i.e. cl{x ∈ R; A(x) > 0} is compact, where
cl(M ) denotes the closure of a set M .
Let us denote by F(R) the space of fuzzy numbers.
The r-level set, r ∈ [0, 1], of a fuzzy number A (see [4]) is defined as
+
Ar = [A−
r , Ar ] = {x ∈ R; A(x) ≥ r},

where
A−
r = inf {x ∈ R : A(x) ≥ r},
A+
r = sup{x ∈ R : A(x) ≥ r},
+
for r ∈ (0, 1], with the convention A0 = [A−
0 , A0 ] = cl{x ∈ R : A(x) > 0}.
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+
−
+
For A, B ∈ F(R), Ar = [A−
r , Ar ], Br = [Br , Br ], r ∈ [0, 1] and λ ∈ R,
λ ≥ 0, the sum A + B, the scalar multiplication λ · A and the product A ⊗ B
are defined by r-level sets as follows:
−
+
+
(A + B)r = Ar + Br = [A−
r + Br , Ar + Br ],
+
(λ · A)r = λAr = [λA−
r , λAr ],

and
+
(A ⊗ B)r = [(A ⊗ B)−
r , (A ⊗ B)r ],

where
− −
− +
+ −
+ +
(A ⊗ B)−
r = min{Ar Br , Ar Br , Ar Br , Ar Br },
− −
− +
+ −
+ +
(A ⊗ B)+
r = max{Ar Br , Ar Br , Ar Br , Ar Br }.
Is easily seen that fuzzy arithmetic extends interval arithmetic.

e = [AL , AU ], where AL
Definition 3. An interval of fuzzy numbers is a pair A
U
L
−
U
−
U +
and A are fuzzy numbers such that (A )r ≤ (A )r and (AL )+
r ≤ (A )r , for
every r ∈ [0, 1].
We denote by Fe(R) the set of all intervals of fuzzy numbers.
Definition 4. (see [4]) A trapezoidal
c ≤ d, is the fuzzy set


0




 x−a

b−a
A(x) = 1


d−x


d−c


0

fuzzy number A = (a, b, c, d), a ≤ b ≤

if
if
if
if
if

x<a
a≤x<b
b≤x≤c .
c<x≤d
d<x

Let (aL , bL , cL , dL ), (aU , bU , cU , dU ) be two trapezoidal fuzzy numbers. It
is obvious that [(aL , bL , cL , dL ), (aU , bU , cU , dU )] is an interval of trapezoidal
fuzzy numbers if and only if aL ≤ aU , bL ≤ bU , cL ≤ cU and dL ≤ dU .
We denote by FeT (R) the set of all intervals of trapezoidal fuzzy numbers.
e = [AL , AU ], B
e = [B L , B U ] and λ ≥ 0. We introduce the sum of two
Let A
intervals of fuzzy numbers, such as
e+B
e = [AL + B L , AU + B U ],
A
the multiplication between a real pozitive number and an interval of fuzzy
numbers, such as
e = [λ · AL , λ · AU ]
λ·A
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and the product of two intervals of fuzzy numbers, such as
e⊗B
e = [AL ⊗ B L , AU ⊗ B U ].
A
Remark 5. Any fuzzy number A can be considered as an interval of fuzzy
e = [A, A], therefore the above operations extend the operations betnumbers A
ween fuzzy numbers.

3. Expected value of an interval of fuzzy numbers
In this section we recall the definition of the expected value of a fuzzy
number, we give the definition of the expected value of an interval of fuzzy
numbers and we prove some properties useful in the paper.
Definition 6. (see [6]) The expected value EV (A) of a fuzzy number A is
given by
Z
1 1 −
(Ar + A+
EV (A) =
r )dr.
2 0
The expected interval of a set of fuzzy numbers {A1 , . . . , An } was already
introduced (see [3]) by
1
(EI(A1 ) + . . . + EI(An )).
n
As usually, the expected value is considered the middle of the expected
interval, therefore it is natural to introduce
EI(A1 , . . . , An ) =

1
(EV (A1 ) + . . . + EV (An ))
n
and the expected value of an interval of fuzzy numbers
EV (A1 , . . . , An ) =

e = EV ([AL , AU ]) = 1 (EV (AL ) + EV (AU )).
EV (A)
2
Taking into account the liniarity of the expected value (see [6]), we obtain:
e = λ · EV (A),
e for every λ ∈ R+ , A
e ∈ Fe(R);
Proposition 7. (i) EV (λ · A)
e + B)
e = EV (A)
e + EV (B),
e for every A,
e B
e ∈ Fe(R).
(ii) EV (A
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e = [AL , AU ] and B
e = [B L , B U ]
Proof. Let A
e = EV (λ · AL , λ · AU ) =
(i)EV (λ · A)
=

1
2 (EV

(λ · AL ) + EV (λ · AU )) =

= λ( 21 EV (AL ) + 12 EV (AU )) =
= λ · EV ([AL , AU ]) =
e
= λ · EV (A);
e + B)
e = EV ([AL , AU ] + [B L , B U ]) =
(ii)EV (A
= EV ([AL + B L , AU + B U ]) =
=

1
2 (EV

(AL + B L ) + EV (AU + B U )) =

=

1
2 (EV

(AL ) + EV (AU )) + 21 (EV (B L ) + EV (B U )) =

= EV ([AL , AU ]) + EV ([B L , B U ]) =
e + EV (B).
e
= EV (A)

According to the conclusion of [2] the best choice in the ranking of fuzzy
numbers is a simple method with suitable properties. The expected value is
such a choice and we use it in the case of the ranking of pairs of fuzzy numbers
as follows:
e = [AL , AU ]  [B L , B U ] = B
e if and only if EV (A)
e ≤ EV (B).
e
A
We give the following properties with respect to the expected value of the
intervals of trapezoidal fuzzy numbers.
Proposition 8.
(i)EV ([(aL , bL , cL , dL ), (aU , bU , cU , dU )]) =
=

aL + aU + bL + bU + cL + cU + dL + dU
;
8
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L L L
U U U U
(ii)EV ([(aL
1 , b1 , c1 , d1 ), (a1 , b1 , c1 , d1 )]⊗
L L L
U U U U
⊗[(aL
2 , b2 , c2 , d2 ), (a2 , b2 , c2 , d2 )]) =

=

1
L
L L
L L
L L
(2aL
1 a2 + a2 b1 + a1 b2 + 2b1 b2 )+
24

+

1
L
L L
L L
(2cL cL + cL
2 d1 + c1 d2 + 2d1 d2 )+
24 1 2

+

1
U
U U
U U
U U
(2aU
1 a2 + a2 b1 + a1 b2 + 2b1 b2 )+
24

+

1
U
U U
U U
(2cU cU + cU
2 d1 + c1 d2 + 2d1 d2 ).
24 1 2

Proof.
(i) Because EV (a, b, c, d) =

a+b+c+d
,
4

we have

EV ([(aL , bL , cL , dL ), (aU , bU , cU , dU )]) =
= 21 (EV (aL , bL , cL , dL ) + EV (aU , bU , cU , dU )) =
= 81 (aL + aU + bL + bU + cL + cU + dL + dU );
L L L
U U U U
(ii)EV ([(aL
1 , b1 , c1 , d1 ), (a1 , b1 , c1 , d1 )]⊗
L L L
U U U U
⊗[(aL
2 , b2 , c2 , d2 ), (a2 , b2 , c2 , d2 )]) =
L L L
L L L L
= EV ([(aL
1 , b1 , c1 , d1 ) ⊗ (a2 , b2 , c2 , d2 ),
U U U
U U U U
(aU
1 , b1 , c1 , d1 ) ⊗ (a2 , b2 , c2 , d2 )]) =
L L L
L L L L
= 21 EV ((aL
1 , b1 , c1 , d1 ) ⊗ (a2 , b2 , c2 , d2 ))+
U U U
U U U U
+ 12 EV ((aU
1 , b1 , c1 , d1 ) ⊗ (a2 , b2 , c2 , d2 )) = (see Proposition 1 in [1]) =

=

1
L L
24 (2a1 a2

L
L L
L L
+ aL
2 b1 + a1 b2 + 2b1 b2 )+

1
L
L L
L L
L L
+ 24
(2cL
1 c2 + c2 d1 + c1 d2 + 2d1 d2 )+
1
U
U U
U U
U U
+ 24
(2aU
1 a2 + a2 b1 + a1 b2 + 2b1 b2 )+
1
U
U U
U U
U U
+ 24
(2cU
1 c2 + c2 d1 + c1 d2 + 2d1 d2 ).
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4. The method
A standard multicriteria decision making problem assumes a committee
of k decision-makers D1 , . . . , Dk which is responsible for evaluating m alternatives A1 , . . . , Am , under n criteria C1 , . . . , Cn . We consider that C1 , . . . , Ch
are subjective criteria, Ch+1 , . . . , Cp are objective criteria of benefit kind and
Cp+1 , . . . , Cn are objective criteria of cost kind. In addition, as a generalization
of the fuzzy multicriteria decision making method proposed in [1] we consider
that the evaluations are given by intervals of trapezoidal fuzzy numbers. If
L
L
L
L
U
U
U
U
rf
ijt = [(eijt , fijt , gijt , hijt ), (eijt , fijt , gijt , hijt )], i ∈ {1, . . . , m}, j ∈ {1, . . . , h},
t ∈ {1, . . . , k} is the performance of alternative Ai versus subjective criterion
Cj in the opinion of the decision-maker Dt then
(1)
L
L L
L
U
U U
U
rf
ij = [(eij , fij , gij , hij ), (eij , fij , gij , hij )] =
!
!#
" k
k
k
k
k
k
k
k
L X
L X
L
U X
U X
U X
U
X
X
X eL
f
g
h
e
f
g
h
ijt
ijt
ijt
ijt
ijt
ijt
ijt
ijt
,
,
,
,
,
,
,
,
=
k
k
k
k
k
k
k
k
t=1

t=1

t=1

t=1

t=1

t=1

t=1

t=1

i ∈ {1, . . . , m}, j ∈ {1, . . . , h}
L L L
L
U U U
U
is the averaged rating of Ai under Cj . If xf
ij = [(aij , bij , cij , dij ), (aij , bij , cij , dij )],
i ∈ {1, . . . , m}, j ∈ {h + 1, . . . , n} is the performance of alternative Ai versus
objective criterion Cj , then
L
L L
L
U
U U
U
rf
ij = [(eij , fij , gij , hij ), (eij , fij , gij , hij )], i ∈ {1, . . . , m}, j ∈ {h + 1, . . . , p}

is given by
∗

(2)

eL
ij

(3)

eU
ij

=

=

L
aL
ij − aj
∗

mjL

U
aU
ij − aj

mU
j

∗

∗

, fijL

=

∗

, fijU

=

L
bL
ij − aj
∗

mL
j

U
bU
ij − aj

mU
j

∗

∗

L
, gij

=

∗

U
, gij

=

L
cL
ij − aj
∗

mL
j

U
cU
ij − aj

mU
j

∗

∗

, hL
ij

=

∗

, hU
ij

=

L
dL
ij − aj
∗

mL
j

U
dU
ij − aj

mU
j

,
∗

∗

and
L
L L
L
U
U U
U
rf
ij = [(eij , fij , gij , hij ), (eij , fij , gij , hij )], i ∈ {1, . . . , m}, j ∈ {p + 1, . . . , n}
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is given by
∗

(4)

eL
ij

(5)

eU
ij =

=

∗

L
dL
j − dij

, fijL

∗

mL
j

=

mU
j

∗

∗

mL
j

∗

L
, gij

=

∗

∗

U
dU
j − dij

L
dL
j − cij

, fijU =

djU − cU
ij
mU
j

∗

L
dL
j − bij
∗

mL
j

∗

, hL
ij

=

∗

U
, gij
=

U
dU
j − bij

mU
j

∗

L
dL
j − aij
∗

mL
j

,

∗

, hU
ij =

U
dU
j − aij

mU
j

∗

,

where
∗

∗

∗

∗

L
U
U
aL
j = mini∈{1,...,m} aij , aj = mini∈{1,...,m} aij ,
U
U
djL = maxi∈{1,...,m} dL
ij , dj = maxi∈{1,...,m} dij ,
∗

∗

∗

∗

∗

∗

L
L
U
U
U
mL
j = dj − aj , mj = dj − aj , for j ∈ {h + 1, . . . , n}.

are the normalized values of performances with respect to benefit and cost criL L L
U
U U U
teria, respectively. Let w
fjt = [(oL
jt , pjt , qjt , sjt ), (ojt , pjt , qjt , sjt )], j ∈ {1, . . . , n},
t ∈ {1, . . . , k} the weight of the criterion Cj in opinion of the decision-maker
Dt . The averaged weight of the criterion Cj assessed by decision-makers
D1 , . . . , Dk is

(6)
L L L
U U U U
w
fj = [(oL
j , pj , qj , sj ), (oj , pj , qj , sj )] =
!
!#
" k
k
k
k
k
k
k
k
L X
U X
X
X
X
X
X
X oL
pL
qjt
sL
pU
qjt
sU
oU
jt
jt
jt
jt
jt
jt
,
,
,
,
,
,
,
,
=
k
k
k
k
k
k
k
k
t=1

t=1

t=1

t=1

t=1

t=1

t=1

t=1

for j ∈ {1, . . . , n}.
The final evaluation value of alternatives Ai is the aggregation of the
fi , developed as
weighted ratings by interval of fuzzy numbers G
fi = 1 ((f
G
ri1 ⊗ w
f1 ) + . . . + (rf
fn )), i ∈ {1, . . . , m}.
in ⊗ w
n
Taking into account Proposition 7 we easily obtain
fi ) = 1 (EV (f
EV (G
ri1 ⊗ w
f1 ) + . . . + EV (rf
fn )),
in ⊗ w
n

224

DELIA A. TUŞE

where the calculus of each EV (f
rij ⊗ w
fj ), j ∈ {1, . . . , n} can be performed
according to Proposition 8.
The following procedure can be elaborated to ranking m alternatives A1 ,
. . . , Am under n criteria C1 , . . . , Cn by a committee of k decision-makers
D1 , . . . , D k .
Algorithm
Step 1. Compute rf
ij for i ∈ {1, . . . , m}, j ∈ {1, . . . , h} following (1).
Step 2. Compute rf
ij for i ∈ {1, . . . , m}, j ∈ {h + 1, . . . , p} given by (2)-(3)
and rf
for
i
∈
{1,
.
.
.
,
m},
j ∈ {p + 1, . . . , n} given by (4)-(5).
ij
Step 3. Compute w
fj for j ∈ {1, . . . , n} following (6).
fi ) = 1 (EV (f
Step 4. Compute EV (G
ri1 ⊗ w
f1 ) + . . . + EV (rf
fn ))
in ⊗ w
n
for i ∈ {1, . . . , m}, where

EV (f
rij ⊗ w
fj ) =
1
L L
24 (2gij qj

=

1
L L
24 (2eij oj

L L
L L
+ fijL oL
j + eij pj + 2fij pj ) +

+

1
U U
24 (2eij oj

U U
U U
+ fijU oU
j + eij pj + 2fij pj ) +

L
L L
L L
+ hL
ij qj + gij sj + 2hij sj ) +

1
U U
24 (2gij qj

U
U U
U U
+ hU
ij qj + gij sj + 2hij sj ),

for every j ∈ {1, . . . , n}.
g
g
g
Step 5. If EV (G
i1 ) ≥ EV (Gi2 ) ≥ . . . ≥ EV (Gin ) then the descending
order of alternatives is Ai1 , Ai2 , . . . , Aim , that is Ai1 is better than Ai2 and so
on, Aim is the worst alternative.

5. Numerical example
We illustrate the theoretical part by giving the following example inspired
from [1] and [5].
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Example 9. A company must select from three distribution centers A1 , A2 , A3
to better serve its customers. Four decision-makers D1 , D2 , D3 , D4 , four subjective criteria (transportation availability-C1 , human resource-C2 , market
potential-C3 and climate condition-C4 ) and one objective criterion (cost in
million US$-C5 ) are considered. The decision-makers use the linguistic rating
set S = {V P, P, F, G, V G}, where
Table 1. Ratings of alternatives versus criteria.
Criteria/
alternatives

D1

Decision-makers
D2
D3

D4

C1 /A1

[G, G]

[G, V G]

[V G, V G]

[G, G]

C1 /A2

[G, G]

[V G, V G]

[F, G]

[F, F ]

C1 /A3

[V G, V G]

[G, G]

[F, G]

[G, G]

C2 /A1

[G, G]

[F, F ]

[V G, V G]

[G, G]

C2 /A2

[F, F ]

[G, G]

[V G, V G]

[V G, V G]

C2 /A3

[F, F ]

[F, G]

[G, G]

[F, F ]

C3 /A1

[V G, V G]

[G, G]

[G, G]

[G, G]

C3 /A2

[G, G]

[F, F ]

[V G, V G]

[G, G]

C3 /A3

[F, G]

[F, F ]

[G, G]

[G, G]

C4 /A1

[F, F ]

[P, P ]

[F, F ]

[F, F ]

C4 /A2

[F, F ]

[F, F ]

[G, V G]

[G, G]

C4 /A3

[G, G]

[F, F ]

[G, G]

[F, F ]

C5 /A1

[(3.5, 4.7, 4.9, 6.1), (4.1, 4.3, 6.1, 6.3)]

C5 /A2

[(4.7, 4.8, 4.9, 5.2), (4.7, 4.8, 4.9, 5.2)]

C5 /A3

[(6.2, 7.0, 7.4, 7.8), (6.7, 6.9, 7.3, 7.8)]

rf
ij
[(0.550, 0.650, 0.750, 0.775),
(0.600, 0.700, 0.800, 0.850)]
[(0.500, 0.600, 0.650, 0.725),
(0.525, 0.625, 0.700, 0.750)]
[(0.525, 0.625, 0.700, 0.750),
(0.550, 0.650, 0.750, 0.775)]
[(0.525, 0.625, 0.700, 0.750),
(0.525, 0.625, 0.700, 0.750)]
[(0.575, 0.675, 0.750, 0.825),
(0.575, 0.675, 0.750, 0.825)]
[(0.425, 0.525, 0.550, 0.625),
(0.450, 0.550, 0.600, 0.650)]
[(0.550, 0.650, 0.750, 0.775),
(0.550, 0.650, 0.750, 0.775)]
[(0.525, 0.625, 0.700, 0.750),
(0.525, 0.625, 0.700, 0.750)]
[(0.450, 0.550, 0.600, 0.650),
(0.475, 0.575, 0.650, 0.675)]
[(0.325, 0.425, 0.450, 0.550),
(0.325, 0.425, 0.450, 0.550)]
[(0.450, 0.550, 0.600, 0.650),
(0.500, 0.600, 0.650, 0.725)]
[(0.450, 0.550, 0.600, 0.650),
(0.450, 0.550, 0.600, 0.650)]
[(0.395, 0.674, 0.721, 1.000),
(0.405, 0.459, 0.946, 1.000)]
[(0.605, 0.674, 0.698, 0.721),
(0.703, 0.784, 0.811, 0.838)]
[(0.000, 0.093, 0.186, 0.372),
(0.000, 0.135, 0.243, 0.297)]

Table 2. The importance weights of the criteria and the aggregated weights.
Criteria

D1

Decision-makers
D2
D3

D4

w
fj

[(0.650, 0.825, 0.925, 1.000),
(0.650, 0.825, 0.925, 1.000)]
[(0.275, 0.450, 0.450, 0.725),
[M, M ]
[M, M ]
[M, M ]
(0.300, 0.500, 0.500, 0.800)]
[(0.250, 0.400, 0.400, 0.650),
[L, M ]
[M, M ]
[M, H]
(0.325, 0.475, 0.500, 0.775)]
[(0.550, 0.725, 0.800, 0.950),
[H, H]
[V H, V H] [V H, V H]
(0.550, 0.725, 0.800, 0.950)]
[(0.600, 0.750, 0.850, 1.000),
[V H, V H] [V H, V H] [H, V H]
(0.650, 0.825, 0.925, 1.000)]

C1

[V H, V H] [V H, V H] [H, H]

C2

[L, M ]

C3

[L, L]

C4

[M, M ]

C5

[H, H]

[V H, V H]
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V P = Very Poor = (0, 0, 0.1, 0.2),
P = Poor = (0.1, 0.2, 0.3, 0.4),
F = Fair = (0.4, 0.5, 0.5, 0.6),
G = Good = (0.5, 0.6, 0.7, 0.7) and
V G = Very Good = (0.7, 0.8, 0.9, 1.0),
to evaluate the subjective criteria C1 , C2 , C3 , C4 and a linguistic weighting set
W = {V L, L, M, H, V H}, where
V L = Very Low = (0, 0.1, 0.2, 0.3),
L = Low = (0.2, 0.3, 0.3, 0.5),
M = Medium = (0.3, 0.5, 0.5, 0.8),
H = High = (0.5, 0.6, 0.7, 1.0) and
V H = Very High = (0.7, 0.9, 1.0, 1.0),
to assess the importance of criteria C1 , C2 , C3 , C4 , C5 .
The ratings of alternatives versus criteria under the opinion of decisionmakers (Step 1 and Step 2 of our algorithm) are presented in Table 1 and the
importance weights of the five criteria from the four decision-makers (Step 3
of our algorithm) are displayed in Table 2.
Obviously values rf
fj from Table 2 are obij from Table 1 and respectively w
tained after running the C# program that implements the algorithm described
in Section 4.
Finally, as a result of this program too, we get that
f3 ) = 0.345 < EV (G
f1 ) = 0.445 < EV (G
f2 ) = 0.458
EV (G
which means that the best selection is A2 and the worst selection is A3 .

6. Conclusions
Intervals of trapezoidal fuzzy numbers are used in the present paper to
model a real situation in problems of multicriteria decision making. The expected value of an interval of fuzzy numbers is introduced, its properties and
calculus on intervals of trapezoidal fuzzy numbers are given (Propositions 7
and 8) to elaborate the method and the corresponding algorithm. Our method
is suitable to be applied when an intermediate answer or two answers are chosen in a survey and it is illustrated by a concrete example in Section 5. Taking into account Remark 5 and the fact that EV ([A, A]) = EV (A) for every
A ∈ F(R), we obtain that the proposed method extends the method from [1].
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